
Key Takeaways:

1. AI Security Complexity: AI introduces complex security challenges that are unique compared to traditional technologies, necessitating specialized security measures.
2. Counterparty Risk Consideration: It’s vital to assess the counterparty risks when dealing with AI vendors, especially newer or smaller companies that may lack robust internal security measures.
3. Data Privacy Concerns: Data privacy is a significant concern, especially with large language models (LLMs) like GPT, which might train on user-provided data, potentially breaching GDPR and other privacy regulations.
4. Bias and Ethical Concerns: AI systems can exhibit biases based on the data they are trained on, necessitating checks and balances to ensure ethical use.
5. Security Measures for AI: Organizations need to implement specific security measures for AI, including secure training environments, data provenance verification, and robust access controls.
6. Verification of Model Integrity: Regular checks are necessary to ensure that the AI models function as intended without manipulation or corruption over time.
7. Integration of AI with Existing Security Practices: AI security should not be isolated but integrated with the organization's existing cybersecurity practices to form a cohesive defense strategy.
8. Continuous Monitoring and Incident Response: Just as with traditional IT assets, AI systems require continuous monitoring and a proactive incident response strategy to manage potential security incidents.
9. Educational and Training Needs: Organizations must invest in training and education for their teams to handle AI-specific security threats effectively.
10. Regulatory Compliance: Compliance with existing and forthcoming regulations regarding AI is crucial to avoid legal and ethical issues.


Transcript:

Speaker 1
Hi, everyone. You're listening to the Venwise Roundtable. I'm your host and facilitator of this roundtable, Maya Dolgan. And in today's episode, we'll be talking about navigating the new world of AI security. This roundtable was led by Dan Guido, co founder and CEO of Trail of Bits. In this roundtable, we touched on a few important topics. Dan gave an overview of emerging AI security challenges and potential risks, along with his take on the governance frameworks that have been published so far. He offered some key considerations for developing your AI systems, and finally, a few practical steps you can take so you can move ahead safely and securely. The attendees also got their questions answered about embeddings, hallucinations, prompt injections, and more. 

Speaker 1
It was a very specific and very detailed roundtable with a lot of good practical things to think about and directions that you can take. So if you are thinking about how to bring AI security into your company, this is the place to start. You'll hear more about all of that in just a moment. All right, let's get started. 

Speaker 2
I'm Dan Guido. I'm the co founder and CEO of Trailabits. We're a software security research and development firm that I founded about eleven years ago. We help companies reduce the risk of emerging technologies. We work on a bunch of different areas, not just AI. We work on blockchain security, advanced cryptography, cloud native software, modern authentication, supply chain security, all the really fun hard stuff in security. I have an engineering team, we build software for clients, and I have a research team that does work with the government. So today I wanted to talk about AI because it's an area that I think a lot of people are interested in, but not a lot of people have facts on the ground to know what to do with. 

Speaker 2
This is an area that we've been working on for a number of years and have recently formalized the expertise within the company and have now started to offer pretty dedicated services to really large companies that are trying to use AI. And there's some things that we've learned in that process that I thought I could share to help get people on the right track. So before I started out, I did want to know out of the people in this room, who's actually gone out and tried to build something with AI for their product. 

Speaker 3
All right, we have two hands raids. Let's hear from Tobias. Also let's hear Paolo and then Derek and Tobias. Just give us a few words about what you guys are doing. 

Speaker 2
So we built. 

Speaker 4
We are a consultancy focused on Salesforce and Netsuite implementation. Hey, Dan, good to see you as others. And we've built our own connection to anthropomorphic and OpenAI, and we played with Bard and others with their llms to. 

Speaker 2
Create connections between Salesforce, Netsuite, or amongst. 

Speaker 4
Salesforce, Netsuite and those systems. So we built stuff out on a. 

Speaker 2
Vulture web server, then did some prompting. 

Speaker 4
Massaging, did some other fun stuff. 

Speaker 5
So pretty. 

Speaker 2
Okay, so you're piping data between Salesforce and Netsuite for systems that you're building for your clients. 

Speaker 5
Correct. 

Speaker 4
So pretty basic stuff at this point. 

Speaker 5
Yeah. 

Speaker 2
Cool. Anybody else? 

Speaker 3
Yeah, let's hear from Zerik. 

Speaker 5
Yeah, go ahead. No, you're good. 

Speaker 6
So, yeah, we have an internal ML model that we've been building for a couple of years, and then on the LLM side, we've played around with anthropic and OpenAI with a couple of streamlift apps. Mostly they've been used internally right now with the team. Nothing that we released out to customers yet. 

Speaker 2
Cool. 

Speaker 5
What's your business? 

Speaker 2
What model are you trying to train? 

Speaker 6
Yes, so we are insurance technology, and so the model that we built in house is around judging risk, and we've been using llms to kind of help explain that internally to some of the kind of newer team members to start. But we have a lot of other ideas that we want to pursue. It's just a matter of trying to convince everybody we can do it securely with the data. 

Speaker 4
Bias. 

Speaker 3
You want to share anything and then. 

Speaker 2
Oh, sorry. Yeah. 

Speaker 7
Shelf is a knowledge platform, and we're focused on the contact center, so bringing the right answers at the right time to agents. We've built a lot of suggestion engines and things around that before, but our current primary focus now with llms is to actually build copilot experience around the retrieval of knowledge. So search copilots and information around the content itself, but then also copilots on the analytics of content, so understanding gaps and how to improve it. So primarily around GPT at the moment, but exploring other more recent like Lama two in order to replace parts of GPT. 

Speaker 2
Cool. And amal. 

Speaker 8
Yeah, so my company, we are a desktop virtualization software company. So we help manage virtual desktops, and we are looking into two things. One is creating scripts using prompt engineering. So one of our engineer actually sat down and wrote almost like a two page prompt that you can feed to chat GPT, to create scripts that are very specific to our product so that our users can create those scripts. And then the other thing we are looking at is creating a chat bot that is based on not just our knowledge base, but all the support tickets, the conversations our support agents have had with our customers, and using that in addition to the external knowledge that's out there, plus our own help center of digest information from various sources and create a chatbot. 

Speaker 2
Okay, neat. Thanks for the overview. So at least I can share mine too. So for trail of bits, we're doing a couple of different things. First off, I've started to have rather, I started this off to have a very data centric view of the world. I realized that when I wanted to take advantage of AI, I couldn't because the data that trailabits created wasn't in a structured format in a centralized location. So that was sort of the first step. And I collected all my business data, legal data, structured information about our sales, all that kind of stuff. We're converting it all to sql and dumping it into a postgres database. And then from there's a lot of things that I can plug into it to help us operate the business. 

Speaker 2
We have a second thrust of activity that's around how do we improve our services based on using AI. So how do we find bugs in software? How do we write exploits for those bugs? How do we address and mitigate cybersecurity risks with AI? That's an exciting challenge. And then on the other hand, what we're talking about today is how do we test and secure AI based systems. So it's a brand new world of technology. Here we go. It's a brand new technology stack. There's lots of different operations that have to occur inside of AI systems that don't, inside of many others. We've had to think about novel supply chain security issues, about what data we're using to train these llms or other sorts of AI constructions. There's like, these systems are really only effective when they have a minimum amount of data in them. 

Speaker 2
And in order to actually be a useful LLM, you have to soak up what likely amounts to a bunch of garbage on the Internet. And there are ways to take advantage of that in very specific attacks. Things like these sleeper agents that the Nvidia red team recently created, where they can coerce you into training a model that has hidden instructions inside of it, where it operates completely innocuously until you give it the right word. And then when it hears that word, it does whatever task you've programmed it to do. There's also all kinds of novel risks related to the models themselves. Things like membership attacks, model inversion, model extraction. These are things like Derek is investing in building his own model. 

Speaker 2
There's a large amount of training data that has to go into that, and a big process behind that in order to create one. But if a competitor can interrogate your API, there might be a way to extract out all that training data and create a work alike model that behaves just the same as theirs does. That's nuts to think about from a cybersecurity perspective, you've never had to deal with a risk like that before. There's also adversarial perturbations. These are where, for image recognition, an AI processes an image pixel by pixel. A human doesn't process an image pixel by pixel. We look at the whole thing in abstract, but there might be some boundary like 250 pixels, after which the AI makes a different decision than you do. 

Speaker 2
So you can hide images inside of a picture of animal, and to you it looks like animal, but to an AI it looks like something totally different. So there's a wide world of new challenges to solve. So a couple things that I think of, like an abstract, when I think about using these systems, are that these systems, they're statistical in nature. They don't actually know facts. So this idea that, oh, wow, the AI can be wrong. It's such a silly thing when you think about it. Of course it can be wrong. It doesn't know what right is. It just knows what it's seen the most frequently in the trading data. So, for instance, if you ask it what's the capital of France? 

Speaker 2
It's very likely to say Paris, because it's seen thousands and per, probably hundreds of thousands of examples on that inside the training data. But if you ask it for the capital of countries that are less well known or less written about, it's more likely to get those answers wrong, because it's not regurgitating data that's in the training data set. Like these AI systems, they can't magically create information that they didn't learn already. So it's really based around the quality of the data that they've collected and the probability that they produce the right output given the input that you gave it. Now, consider the AI itself to be untrusted. 

Speaker 2
A lot of how I think about this is you've got an intern in your company, it's chat GPT, and you would not give some random intern keys to all of your production systems and then allow it to operate unchecked within your environment. So what we obviously recommend is to consider that it's untrusted. It's just some kid that you've provided some level of access and you probably should provide them as little as possible access and they should be there to accelerate you and help you with your job instead of operate independently with agency. And then finally, a big sort of pillar of risk that people think about is data privacy. There's all these companies, they're going to train new versions of their models based on whatever data that you give them. 

Speaker 2
And that can be a risk depending on the classification of the data that you've got. For instance, if you're a, b, two c company, you might be subject to a lot of GDPR concerns and there could be extreme restrictions around what you're able to do with that data and what you have to tell people about it. So the ability for you to use a SAS service might be very limited and you might have to do something that's locally hosted. Amal, what's up? 

Speaker 8
Quick question, Dan. So are you raising these concerns or risks when using something like chat GPD, which is a public LLM model? Is that the point here versus me building my own? 

Speaker 5
Yeah. 

Speaker 2
So chat is probably the worst offender because by default, all the data that you put in gets recycled into new versions of chat GPT. And if you want to disable the ability for that data to be reused, then it disables 90% of the functionality of chat GPT. A company like Chat GPT, a company like OpenAI also, I mean, how many employees do they have? Like 150. Like for anybody that's got a company at that size in the audience right now, you don't have a really robust security staff, you don't have robust governance internally for how to preserve whatever sort of guarantees that you're offering out to your clients. A lot of these startups have grown quickly. They've produced a product and their internal operations are like any other startup out there. They're going to be a complete mess. 

Speaker 2
So I'm really concerned when I'm dealing with these smaller players that just popped up yesterday in terms of what they look like on the inside and whether they're capable of keeping the data that I give them safe, even if I tell them not to. These are things to think about and there's ways to address them. The really simple version is Azure has a hollow mountain full of cybersecurity professionals that work for them, and they have access to the exact same models that OpenAI produced. If you're concerned about data privacy guarantees, you might want to use them instead of OpenAI as products right. So that's what I'm really talking about here with counterparty risk, that a lot of these companies are flashing the pan. They're going to be here today, they're going to be gone tomorrow. They might get acquired, they might go bust. 

Speaker 2
Competition is fierce. It could be very easy for OpenAI to release products or release features that put certain other products out of business. And, like, what happens when those companies wind down? Where does your data go? Who could it get sold to? So counterparty risk here, I think, is a big one. 

Speaker 3
Is this a good moment to pause and see if there are other questions on that, or is the next piece related in your. 

Speaker 5
Yeah. 

Speaker 3
Tobias, you have a question. 

Speaker 5
Go ahead. Yeah. 

Speaker 7
Specifically to open AI, what do you think about the offering on Azure? Is that like a safer place because it's governed by Microsoft or you see the similar risks there? 

Speaker 2
I mean, yeah, in general, I feel like that's a positive trade off. The downsides might be cost related. I'm not exactly certain what the downsides are. From an upside perspective, you get a much more competent and greater capabilities of managing that data from their end. I think they're used to the kinds of questions that enterprises ask them, and they've probably thought more about how to build a service that meets their needs rather than the highly experimental offerings that OpenAI is producing where they're trying to iterate rapidly on features and capabilities. Not necessarily. They set out to create an artificial general intelligence that didn't set out to create a world class security team. Derek, what's up? 

Speaker 6
So, yeah, I guess my question is specifically on the training data around OpenAI. So we know that they have in their privacy policy that if it's submitted via the API, that they are not training on the data itself or the metadata. But is it still potentially a concern based on what you're saying about just the data itself that was sent in being potentially accessible from what we sent in, even though they're not training on it? 

Speaker 2
Yeah, I mean, look, these companies need to be able to defend themselves against external attacks. They need to have processes internally that produce the outcomes that they claim to their clients. And if you are a small company like OpenAI that has every, like, big nation state breathing down their neck, every big hacker crew breathing down their neck, your ability to provide those guarantees is subject to concern. Not to say that Azure doesn't have the same concerns, but I think their capability to fulfill them is probably much higher. So that's the thing that I think about. It's just something that you probably want to balance sort of when you're looking through these, when you're trying to build these systems, you might be looking to the industry for context. 

Speaker 2
You might be looking for the industry of like, well, what am I supposed to do to make these things safe? And here are some things the industry will tell you. There's ISO standards, NIST standards, ANSI standards, there's bill of rights, there's like all these different frameworks that claim that if you apply them that you will end up with a defensible, safe, risk reduced, AI based system. And I'm here to tell you that these are all sort of false leads. All of these things are risk management frameworks. They're very high level. They say, oh, you should build a system that is trustworthy, you should build a system that doesn't discriminate, you should build a system and it wants you to pledge that whatever system you create is going to meet certain standards, but it doesn't describe how. 

Speaker 2
So all these things describe what you should do, but they don't tell you how you should do it. And that's a really big disconnect, because if you follow the NIST AI RMF, you're going to take a whole bunch of people, a diverse cross section of your company from security and legal and product, and you're going to put them in a room and you're going to set up a team exactly the way they described. But then you're going to ask them to solve the problem and they're all going to say, well, how? There's no prescription here. I think all these standards are in a really difficult place because the field is evolving really quickly. For instance, the NIST AI risk management framework really is so abstract, it doesn't really consider differences in risk between different types of AI. 

Speaker 2
Like if you're using a deep learning system versus a different kind of system, it kind of just shoehorns it all together and can produce some bad outcomes, honestly, if you're not cognizant of that. I think the analogy that if you're familiar with the cybersecurity world, a lot of these things are like the NIST CSF, the NIST cybersecurity framework. They're very high level, they're also extremely resource intensive. Like, they're like, oh, you know, obviously you can just like create a giant team that does specifically this one task. And like, no, you cannot, there's constraints here. But really what's missing is something more like the Cis controls or like the even, like the Owasp top ten that sort of more prescriptively and operationally describe what you should do to produce a secure product. So a little bit of a recap. So some key considerations. 

Speaker 2
We really find that, like when we've evaluated AI tools, that there's a lot of systems out there that I would like to apply AI to, but actually existing tools are much better. Algorithmic tools have had decades worth of work invested in them to make sure that they can actually do the job at hand. And a lot of people don't actually come up with systems to evaluate. Is the AI system actually going to help me or consider what's going to happen when the AI gives the wrong answer? Then with these novel risks around model inversion, model extraction, those sorts of things, simply exposing an ML model to users over an API can be something that carries a significant amount of cybersecurity risk with it. The balancing of data privacy and control versus effectiveness is a really difficult one, at least for trail of bits. 

Speaker 2
What I've found is that the progress in self hosted models is extremely quick, and I feel pretty confident that we can do everything without sending any data to OpenAI. We can prototype things with different web services, but I'd like to have that value in that control. But obviously I'm a cybersecurity company, so your needs might be different. And then I think there's a. Let's just go to the next slide. So in number two, I see that there's kind of a secondary concern here. So first off, when you're building these systems, have a plan to evaluate performance and accuracy. Is this thing better than the existing tools that I have, and how am I going to measure that, and how do I handle mistakes? Second is this counterparty risk question. So all these AI companies, they want to encourage you to lock in with them. 

Speaker 2
They don't want you to move, they want you to become dependent. And if you're actually successful, if your product internally is successful at integrating AI, you're going to become dependent on that. It might be existentially dependent where the functionality of your product requires that you make a call out to OpenAI, and in that case, they're going to charge you up the nose. These systems aren't going to be so cheap forever. Right now, OpenAI's API queries are offered at Forex below the cost for them to service them, and that's because they have a giant amount of venture funding. But at some point they're going to want to make that money back, and it's going to be based on fees that you pay. So I would really try to avoid lock in at this point. Have a plan when AI makes mistakes. 

Speaker 2
This is really about sandboxing the AI away from critical systems. Don't allow it to make decisions on its own. Don't give it API keys to production. Don't allow it to perform whatever tasks that you want. Remember that it's an intern and the intern needs supervision. Probably shouldn't have access to everything in the company that a full time employee does, and then plan resources to address your increased attack surface. This is an entirely new technical stack. The model, the training data, the storage of it, all of this stuff is a new set of risk, and there aren't that many cybersecurity professionals that understand how to deal with it. Just because you have a security team, or just because you have a security person doesn't mean that they're going to know what to do in reducing this risk. 

Speaker 2
So you're going to have to invest in a bunch of training if you have somebody like that, or potentially hire new staff or seek outside expertise. So specialization here matters a lot. I think generalized cybersecurity expertise is only going to take you so far. So last slide, we have a bunch of resources that are available for how to build trustworthy machine learning systems and AI systems. Specifically, we have a guide about how to measure AI security in an effective way. And we also have reusable tools like if anybody uses Semgrep, it's an automated tool you can fit into your continuous integration pipeline. We can identify some machine learning specific vulnerabilities through the use of Semgrep privacy. Raven automates the evaluation of all those like model inversion, model extraction attacks. 

Speaker 2
If you wanted to perform a sample attack against an API, that's how you do it. Then there's this safe tensors pickles thing. Machine learning people aren't security people. There usually aren't. Also, software developers. They've ended up reinventing a lot of really superficial mistakes in the way that they've built these systems. Pickle files, which are just encoded little binary blobs of data from Python, can take over computers in your company, and they're a core feature of most machine learning operations pipelines. So we worked with hugging face on the next version of this, called safe tensors that doesn't have that feature. So probably internally you should be using safe tensors, not pickles. And then finally, if you do want to do more research into this, we have a curated list of resources on this repository called awesome machine learning security. 

Speaker 2
So that's it happy to take questions now. 

Speaker 5
Excellent. 

Speaker 3
Thank you. Dan, maybe you'll stop sharing your screen so we could see everyone. And if those of you who are off camera want to come on camera, to be able to ask, that would be great to get to see you. I'm sure you guys have follow up questions, and I think that Dan took a lot of your questions into consideration when putting together the presentation. But let's hear what's on your minds. 

Speaker 2
I do have a list of questions that I can just toss out there and answer. 

Speaker 3
I saw Amal. You looked like you were about to jump in. 

Speaker 8
Yeah, I was going to say this was very helpful. Thank you. 

Speaker 2
Dan. 

Speaker 8
This perspective on AI is not something that I've thought about enough. So this was great to get this information and especially that slide about practical steps for AI security. I would love that slide. If you could share that with us. 

Speaker 2
That would be wonderful. I'll share the whole thing. 

Speaker 3
Hello. 

Speaker 4
So, Dan, we're using AI as well internally, just to be clear. And we are, in fact, opening up most of the company to the AI. Now, the idea here is to derive insights, to give predictions, all that kind of fun stuff. We do use Pinecone to vectorize as much of the data as we can, so we're trying to keep that, let's call it a step away from the APIs, but at a broader level, why do you think a situation like that where the AI is effectively an assistant? I like your knowledge of intern, by the way, but think of it as an intern with a PhD. In a situation like that, do you think security is as important? 

Speaker 5
Yeah. 

Speaker 2
So, I mean, it's an intern that studied your employee handbook line by line and made no mistakes in reading it. Right? I mean, in that case, it really depends on the context, the data that you're throwing into it. Right. Like, in that case, I think you've described something that either lightly or doesn't include customer data, so you're a lot more free to play with it. I do think it's really important that companies experiment and are capable of experimenting with these technologies right away. Like a trend that I've seen is that a lot of large companies make blanket prohibitions against using any service like chat, GPT, that deprives even the security team of being able to understand how these things work or what opportunities it might have to help them. 

Speaker 2
I think there's got to be a safe space for experimentation, but I think you've really got to understand what data you're exposing and classify it and track it. It sounds like you found a middle ground where you're okay with Pinecone hosting a bunch of stuff. I guess I would just ask. Pinecone is one of these companies that just got stood up last year. What would happen if they got their entire database leaked? It's like one thing I really love to do for all these companies is I go on LinkedIn and I type the name of the company and then the word security and see how many people show up. So I'm going to do that with Pinecone right now. Let's see if they've even got one person. Pinecone security. They have. 

Speaker 8
Want to do that about my own company, I'm going to do that with mine. 

Speaker 2
Yeah. Yeah. So, like, it doesn't appear they have anybody. I don't see anybody listed. I see a bunch of, like, security engineers, software engineers, but no security engineers, which then, you know, raises the question of, like, okay, well, it's a lot of software engineers making a best effort at protecting all this data. You know, from my perspective, again, I'm a cybersecurity company. My risk model is a lot different than everyone else's. But for me, we're leaning on Weviate and QDRAM, which are self hosted versions where at the end of the day, this is just another version of MySQL or postgres. How hard is it really to deploy? Shouldn't that be easy for a DevOps team to be able to stand up? What value do we actually get from an external service doing it for. 

Speaker 2
I don't use an external service to host MySQL for me. Why should I do that for a vector database? 

Speaker 4
Can you just, in the chat, can you just type out those companies, please? I won't throw it over at the team. 

Speaker 2
Yeah. And Grant. 

Speaker 5
Yeah. 

Speaker 2
Those are the two big one. Big open source ones. I think weas eight has like a hosted version, but they offer their entire thing. It's like open courts, like red hat. 

Speaker 5
Got it. Yeah. 

Speaker 4
And that's actually one of the things we're looking at. You talk about hugging face and the, like. We wanted to stay away from, you know, the anthropomorphics and the open AI's and do something either that we have full control over or evolve an LLM at some point. Well, we found that they are severely lacking. 

Speaker 5
Yep. Yeah. 

Speaker 2
I mean, I've been shocked at how fast progress they've made. Like, you know, chat GPT being available in, what was it, last November, and then, like, within several months now, we've got the second version of Lama that's completely open source is just, you know, I didn't think that would happen, but now that it has, I'm going to take advantage of it because it solves a lot of really difficult, hairy problems related to data privacy. 

Speaker 5
Right. 

Speaker 4
So basically your recommendation is get off of Pineco, go to Wevier quadrant, get away from anthropomorphic and open AI, and go to Lambda two, assuming Lambda two looks good. 

Speaker 2
So it depends, right? If you go down that route, you've got a, you still have to have the ability to manage it yourself. You need to have somebody on your security team that understands what novel risks might pop up in your use of these things, because there's a whole machine learning operations pipeline that has a brand new technology stack, and you've got to have somebody on your team that understands it from end to end. Today I understand Apache, MySql, PhP what's this l stand for whatever. Yeah, yeah. Like I can, like I know where every single bit of data gets processed through that. 

Speaker 2
And I can make really easy security decisions around what I want to do to secure it, but it's harder for me to visualize what that end to end stack looks like for machine learning and someone's going to have to do it. 

Speaker 5
Derek. Yeah. 

Speaker 6
So kind of sticking on the same route that you were talking about with kind of the private vector databases. What about I guess the creation of the embeddings? So, you know, I know there's different, you know, open air has their own model to kind of create embeddings and there's others that can be used as well. How do you think about kind of the security around the initial creation of those embeddings, you know, not just the hosting? Is, is there a risk at that point as well when, you know, say you have a bunch of files that you're trying to create embeddings against to use for these llms. 

Speaker 5
Yeah. 

Speaker 2
So this goes back a little bit to the novel supply chain security issues. Depends on a little bit of where your data sources. There's a lot of really easy ways to poison that if you're not careful about it. For instance, we didn't even talk about, there's this whole sponge attack thing where, for instance, on the training side or the inference side, there might be a way for an attacker to send in a piece of data that performs a denial of service attack or crashes your AI system, violating its availability and taking the whole thing down. I think you've got to just track the provenance of the data that you're dealing with. 

Speaker 2
For instance, when people are training llms, a lot of the data sources are just a list of URL's, just like a raw list of thousands and thousands of them, of all the websites they want to curate into the data set. And what researchers have found is that some of those things aren't registered anymore. You can register them and then you can host your own content on it. And if you know somebody's going to crawl it for using it in an LLM, you can poison the dataset that way. Same thing around. There's something called a front running attack, where, for instance, a lot of llms read all of Wikipedia in order to figure out information from an encyclopedia, right? Obviously. But the schedule for performing those snapshots is well known. 

Speaker 2
Everybody needs to know when you train an LLM, the exact date that information was collected. So what other researchers have done is they've immediately like 1 minute before the snapshot occurs, put a whole bunch of garbage into Wikipedia, let the snapshot get taken, and then take all the garbage out. So nobody knows about it, but it makes it into the snapshot for the LLM training. So there's lots of like sticky concerns to think about when you're building up a data set to use for embedding. So I guess that's what I would consider, that's what I would hope that you consider when you're doing that. 

Speaker 6
And is there less risk if the data, the embeddings are being built on is internal versus external because you have a little more control at that point? Or is there still kind of risk at the, I guess, provider level with what you're choosing? 

Speaker 2
Yeah, I mean, look, obviously there's less risk, but I mean, you still have to have kind of a comprehensive accounting of provenance of where the data came from. I think that's pretty important. Or else, if some of your internal data is actually intermingled with external data, if it's based on, if it's formulated from, if it's, you know, if there's some sort of process that incorporates external data, then you've really got to make sure that you know where it came from in order to avoid attacks like these. Thoughts on Chroma as opposed to weaviate and QD ran. I thought Chroma was fully web hosted. I didn't know if it was self hosted. 

Speaker 4
I think it's self hosted. I was literally just chatting with one. 

Speaker 2
Of our guys now and he's telling us. 

Speaker 4
Yeah, we're looking at moving off a pinecone for exactly that reason. So thank you for making me look smart, by the way. 

Speaker 2
Great. Yeah. Yeah. I haven't played with Chroma yet, my understanding. So vector databases are weird. It's unlike. So this whole field is weird, right? The whole field of like, trying to think about systems probabilistically instead of algorithmically is just weird. With a SQL database, if you have the same SQL database and you host it in MySQL or postgres and you ask it a question, it gives you the same answer back. If you have a vector database and you have Chroma weviate and QD rant, and you have an LLM ask it the same question, you get different answers back from all of them. And the quality of your vector database actually implies the quality of the answers that you get back. So, for instance, if you're using the postgres vector database, everybody knows that one's crap. 

Speaker 2
And because of that, it can actually sabotage the effectiveness of your AI system. The answers that come back from it are lower quality, whereas having a good vector database like a wevier or whatever can make the answers higher quality, which is mind blowing. So I know that weviate and qdrant are at the top of the stack. I don't know where Chroma lands in between. 

Speaker 3
Anyone else been playing around with those and have any thoughts and want to jump in, as well as those of you who are regulars know the Q and A with the expert. And Dan, you're doing a great job as the expert in the room. Now, we're also always looking for you all jumping in and helping to answer each other's questions. So feel free to jump in at any point. 

Speaker 9
I just wanted to quickly jump in about the embeddings thing. I was going to say, if you do embeddings on a local model, it could also be considerably cheaper for you. You can do a lot more trial and error things to where you figure out what chunks do you want to take out of your big set of text that you put into your vector data. You have to chunk it up before it goes in the vector DB because you have embeddings of each chunk, and then it takes those chunks and finds the most relevant ones and puts it in the query that you actually ask it. You can do a lot of experimentation. There's conflicting things that I've read about. For instance, OpenAI's embeddings. 

Speaker 9
There's this long Twitter thread of somebody complaining how terrible their embeddings are, and then there's open air rebuttal about how they're not terrible. Essentially. I think what comes down to is it might actually depend on your use case whether they're terrible or not. So it's certainly worth to try getting embeddings from a different local model, if anything, because getting the embeddings is only going to cost computational costs. 

Speaker 2
You don't have to pay for embedding. 

Speaker 9
Each thing, which could be substantial if. 

Speaker 2
You have a lot of data. Artem works with me at trilopits and help me write some of the slides. Thanks, Arthur. Hi, Quadrant. 

Speaker 8
Dan, you mentioned Quadrant, and I was just talking to my AI engineer about that this morning, and I admit I don't know a whole lot about it, but the AI engineer mentioned that Quadrant is open source. Any concerns or risks there, especially with a new open source tool that I would build off of. 

Speaker 2
I mean, open source or closed source, I don't think. I think you have to deal with some of the traditional cybersecurity risks when you look at that, if you have a security team and want to do a quick evaluation of, like, well, what open ports is this thing going to have? How maintainable is it? Where do I find if there's a security vulnerability? How do I get a patch? What does it look like to turn this over and apply the patch maintenance requirements, that kind of stuff. I think those are all questions that you want to ask about, like lifecycle management, sorts of things. There's nothing inherently unsafe about it being open source. 

Speaker 8
No concerns around. What is it, the source code injection or the supply chain attack there? 

Speaker 2
I think that's a concern for any system. A hosted system like Pinecone is just as exposed to supply chain attacks as a system like weavier or quadrant, if that's how you pronounce it. Okay, so, yeah, I think that's ever present concerns. 

Speaker 5
Gotcha. 

Speaker 2
Okay, Tobias. 

Speaker 7
Yeah, I just wanted to mention that. So we've been testing elastic. It's not strictly vector database, but the latest versions, like 8.3 or so, have, like, reasonable support. So if you don't go with a large vectors like OpenAI, but you could use an e five or something to create embeddings. Since it's more established, it might be a path, especially if you have it established in the organization, even as a hosted version. So, just one thought out there, it might not be the best vector database, but could be reasonable or good enough. 

Speaker 2
Yeah, we had another question come in about how to handle hallucinations that I did want to answer because I think it's ever present. This is an unsolvable problem. Again, the nature of these systems are probabilistic, and their ability to function is based on having huge volumes of data in their training data set. They're always going to have garbage in there and they're always going to make stuff up when they can't figure out what you're asking. I think one key solution that might be available is now people are starting to layer in type information on top of these AI systems. You can ask a question instead of getting answer back in English, you can get answer back in JSON. 

Speaker 2
Microsoft has one of these things called type chat, but there's one that's integrated into Lama now, Lama CPP, sorry, not llama, the model, the confusingly named framework for running open source models called Lama CPP, where I think that the output's still going to be wrong, but it's going to be a lot more legible. You have less likelihood of deviations format. Another thing that I wanted to answer was around this prompt injection thing. Everybody in the security community, if you check infosec, Twitter, has their, they're all just like in a twist about prompt injections. So prompt injections are, again, kind of an unsolvable problem. These reinforcement learning passes that companies take to put sort of a friendly face on top of a really big pile of garbage that they've drained. 

Speaker 2
There's always going to be a way to pierce the veil and get through to whatever. Like if chat GPT was trained on even a single page of text about nazis, there's gonna be a way to get it to regurgitate that information somehow. You can't untrain a model to not know the stuff that was in its data set. So a lot of these sort of prompt injections, people like putting themselves in a twist to try to figure out how to solve them. Like they're going to have two AI models where they send the request to one model and then they send to another and they check to see if they're consistent. These solutions just don't work. They don't work because first off, how do you even compare the two answers? Because all these models are probabilistic. 

Speaker 2
They might give you completely, wildly different answers, but both correct. So there's no way to actually check if that's going to be effective or not. So yeah, this prompt injection thing really should be solved with sandboxing the AI inside of your system, not giving it, the keys to the car, the keys to the safe, whatever. And making sure that there's human review and that you have adequate logging to figure out when things go wrong, as well as probably like an opportunity for customers, if customers are exposed to it, to immediately report those issues to you so that you can go and like, stamp them out. That way you keep the incident rate as low as possible because there will be an incident rate. It's going to happen. You just want to make sure that it's less frequent and less severe when it does. 

Speaker 3
Dan, there's a question as well that I'm curious what your thoughts are that has to do with policies for your employees. 

Speaker 2
Yeah, so this gets back to my comment earlier that I think people need to be able to experiment with these systems, and I think that it's kind of incumbent on company owners right now to provide systems and frameworks to allow that experimentation in a safe way, which is why I lean so heavily on setting up local models and offering that as a platform that has strong data privacy guarantees, since that might be an opportunity to rapidly prototype something at low cost. Where then when you decide that, okay, we're going to productionize this, you might make a different choice about, okay, we're going to use the big boy model, we're going to go to Azure, and we're going to use OpenAI, GPT, four, whatever through them. 

Speaker 2
I think if you're going to go straight to using those SaaS services, you probably just want to stick with public data that your firm has released, data that is available on the Internet about your industry, that stuff, it's easy to experiment with because there's no real risk or downside to it getting exposed to issues with it, so on and so forth. 

Speaker 5
Yeah. 

Speaker 3
Derek, do you follow up on that? 

Speaker 6
So this goes around a little separate from llms, but around GitHub Copilot. So in a similar vein to the question, I guess, how have you advised companies in the past with letting their engineers use copilot? And I guess, are there any risks that you see, and kind of even going back to the previous comment that you mentioned, it's run and owned by Microsoft, so there at least is some security team that could theoretically step in if something were to happen. But I guess, what are your thoughts about enabling that from the engineering side? 

Speaker 2
Yeah, that's a really interesting one. So the data privacy issue might be reasonable because Microsoft runs it and hopefully they wouldn't put it out there and just like vacuum up all of your proprietary code. But there have been lots of studies that show that developers that use systems like copilot, it aids. Like, so the experts are like, this is garbage, I can code it on my own. But all the people that are more junior or mid tier think that it's an incredible benefit and that these systems are providing them like alien technology that's inscrutable and that they should just follow their advice. 

Speaker 2
What we see in the data is that people produce the number is actually 40% more security vulnerabilities when they are using systems like Copilot, and that their confidence in the code they produce is much higher than if they didn't use it. So what this all implies is that you have to have really strong mandatory controls around your software security risk before you use these systems. You need to have a strong continuous integration pipeline, strong testing culture, strong security assessment, strong code review culture, because obviously the throughput of code that you write will increase dramatically. And the people that are producing that code are going to have a lot more trust in it because they think that they're getting answers from God. And as a consequence, there's going to be more opportunities to insert vulnerabilities into your code than before using a system like copilot. 

Speaker 2
So I would really lean on your GitHub actions pipeline. Jenkins, whatever you use to make sure that those sorts of checks are mandatory, they're in line with the pull requests that are being made and that you have a system for escalating to an expert, a software security expert, to check stuff when people are uncertain. 

Speaker 4
Dan, I was actually going to ask you a related question. 

Speaker 2
So you're saying in your studies, 40%. 

Speaker 4
More security vulnerabilities inserted when using copilot, which couldn't. You make the argument there that the. 

Speaker 2
More you can train a model attached. 

Speaker 4
To copilot to uncover security vulnerabilities, those should go down. I'm assuming that's not happening yet. 

Speaker 2
So the opposite problem is different, right? Because whether a security vulnerability exists or not, as a binary answer, it can be right, it can be wrong, and binary answers are really poorly suited for llms in particular. LLMs are really good at theorizing of, like, hypothetically, if I was looking at this piece of code, where are five places that I might look for bugs? And then it can give you some answers. And then as a human, maybe you're more effective at reviewing code because you've been provided some tips and tricks by an LLM. So I think that's the right way to slot it into a security team. But if you just ask the LLM, like, hey, is there a bug here? It's going to make stuff up. 

Speaker 2
It's going to hallucinate, just like it does when you ask for the, you know, the capital of St. Kitts or something. 

Speaker 5
Right? 

Speaker 2
Like, it's not going to know. So there's really tremendous opportunities for cybersecurity for this stuff, and that's an area of research, that trail of business working on. But it's not going to be magic. Like, it's not going to be a 100% solution that I can just layer on here and get rid of all the bugs in my code. 

Speaker 5
Got it. 

Speaker 4
So, as usual, it's a supplement, not a substitute. 

Speaker 2
Yep. 

Speaker 5
Okay. Yeah. 

Speaker 2
Anybody that claims otherwise is lying, and many people will claim otherwise, because I think that's the other thing here, is that everyone's got venture funding to produce incredible results with AI. And everyone's going out there and saying that they can solve every problem immediately with the application of this technology. And you have to remember and modulate that based on. That's what they have to say, that's what OpenAI has to say, and that's what all these tiny tech startups have to say. But reality is going to look a lot different. 

Speaker 9
Yeah, I think a good heuristic here is, are they claiming something that is mathematically impossible? Because, I mean, just because using AI models doesn't. You can't wave away the fundamental laws of computation, and finding all bugs somewhere is computationally impossible. You cannot do this. It's an undecidable problem. There's actually some solid academic research saying that in weird ways, you may be able to trade one kind of accuracy for another. Using AI, you may indeed get closer to the goal that you want. But somebody claims we're going to find all the bugs in this AI has to be lying to you because you cannot do this. The math doesn't work. And if somebody starts claiming things like this, like that should be like your number one red alert for something is really suspicious here, because you cannot wave away the fundamental problem. 

Speaker 3
I'm curious, Dan, if you could advise, I'm not sure the size of the company of everyone who's on the call right now, but in terms of personnel, having someone in house, or some kind of a fractional something, what would you recommend in terms of the kinds of support that venwise companies could consider bringing on board? 

Speaker 2
Yeah, it's really tough. Like, even in the cybersecurity community, there's very few people that deeply understand this area of risk. So if you have somebody that does a pen test for you and you say, hey, can you help me with this? The answer is they're going to say yes, but they're going to be lying. I think you really need to look for companies that are publishing novel research on this field. If they're not publishing new work, if they're not publishing new findings, that means that they're just consuming what everybody else has already published and they're on a lower tier. They're further down the food chain, so they're perpetually going to behind. And you need somebody that's at the front in terms of training. There's a couple people out there that are giving training. 

Speaker 2
For instance, in about two weeks at Black Hat, there's going to be a pretty good machine learning security training. And I think those are opportunities to cross train existing staff about what the risks are and what you can do about them. But obviously, I think it's really incumbent to have an expert around. Just because you've had a three day training on machine learning security doesn't mean you're machine learning expert. So if these systems become existentially important to your business, you probably have to treat them that way and get expertise that's aligned with being able to provide you advice at that level. I'll put in the black hat training. 

Speaker 5
Thanks. 

Speaker 3
And I saw a few people kind of jump when you said that and start to Google something. We have time for one more quick question, if anyone has anything else. Dan, you've been extremely helpful. Tobias, last question over to you. 

Speaker 7
So, yeah, I don't want to take this over time. Just any thoughts, maybe on communication to customers when using AI? How do you position this? How much permission do you ask? 

Speaker 5
Excellent. 

Speaker 3
Dan, give us, like, the two to three minute answer so that we can leave a few minutes to wrap up. 

Speaker 2
I mean, communicating it to those people are. I think you got to talk to your lawyers. I'm not a PR expert, obviously. There's, you know, I like to be very factual. My personal communication style is devoid of any cruft. Like, I just get to the facts and I want to have assertions that I can fall back on, truths that I know and that I've verified. So if you're going to make some sort of claims to your customers of, like, well, we do this and it's not used for training future models, and only these people have access to it. And we're making decisions based on human review, not allowing an AI to do it for us. You know, if you're doing that, then it's sort of incumbent on you to build a process internally that lives up to it. That's all I'd say. 

Speaker 2
I think that a lot of people want to go out there and just tell customers whatever they need to be happy, but at the end of the day, you actually need to follow through on it, and I think a lot of people forget that. Yeah. Kind of a non answer, but I think that's the best I could do for that. 

Speaker 5
Thank you. 

Speaker 3
All right, Dan, thank you again so much. If you are good with sending out the slides after, then we will include that to you all. And of course, the recording will be available to the community. I'd love to get in the chat, as always at the end, a takeaway from this, something that you're going to look into, something new that you learned from the conversations. Let's see what's come into the chat. Existential threats and pine cone substitutes. Make sure the team knows that they're working with an intern. Yeah, that's a great analogy. Not a magician with all the answers. Excellent. Anything else that anyone wants to share before we sign up? Look into special ML security trainings. 

Speaker 5
Yeah. 

Speaker 3
Excellent. 

Speaker 5
All right, folks, wishing you all a. 

Speaker 3
Great day and thank you again, Dan. And if there's interest in more AI related topics in our community programming, then be in touch with me. Let me know what other kinds of topics. We did a big one a few months ago, and this was a follow up, and we're likely going to do it about HR policies as it relates to AI and a few other things. So let me know what you're most interested in and we can go ahead and coordinate that for the community. 

Speaker 5
Great. 

Speaker 2
Thanks a lot. Thanks for coming, everyone. 

Speaker 3
Thanks, everyone. 

Speaker 5
Perfect. Thank you. Thank you. 

Speaker 3
Thanks all. 

Speaker 1
I hope you enjoyed this Venwise roundtable. If you want to be in touch with the speaker or if you have a request for a future roundtable topic, reach out to us@communitynwise.com. I'm Maya Dolgen. Thanks for listening. 

