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1. In this workflow, AI helps me:
· Turn a complex tax concept or IRS notice into a clear, plain-language explanation that a small business owner can understand.
· Instantly draft a first-pass client explanation in seconds rather than staring at a blank page.
· Generate an industry-specific metaphor or analogy that connects the technical concept to something the client already understands.
· Maintain a consistent, professional tone across routine client communications that’s in line with the CPA organization’s professional brand.
· Compress repetitive cognitive work of translation into instant deliverables requiring only final review and intermittent refinement.
2. Before/After prompt examples
A. Common weak prompt
 
"Explain this IRS notice to my client."

Why this prompt will not generate good results:
The AI has no idea who the client is, what their background is, what industry they work in, how long the response should be, or what tone is appropriate. The output will be generic and likely still too technical to hand to a non-accountant.
B. Improved prompt  
When building a prompt: 
· Add role + context, including who you are, the type of IRS notice, and descriptions of your client and their business. 
· Be clear about what you’re asking AI to do. For example, write a clear explanation of what this notice means, why they received it, and what the next steps are.  
· Include constraints, such as length of output, avoiding accounting or tax jargon, and writing as a trusted advisor speaking directly to the client. 
· Add checks that align with your goals. For example, flag assumptions made about the client’s situation, information AI included that was not provided, or if anything in this notice requires legal interpretation beyond general explanation.


3. My go-to prompt for this workflow
Reusable prompt template

"I am a CPA writing a plain-language explanation for a client with no accounting background. They work in [client's industry]. Explain [tax concept / IRS notice / balance sheet change] in plain language under 250 words. Then add a brief analogy or example drawn from the [client's industry] world that makes the concept more intuitive for someone in that field. Avoid jargon. Flag any assumptions you make, any places where the analogy oversimplifies, or anything that requires further professional review."

Paste your version here and refine it.

Your version:







Pro tip: 
Build your own prompt library. Keep your prompts in one organized place so you can reuse,  refine, and share them over time. Some AI tools let you save prompts directly within the platform.
4. Output quality checklist
What must be true before you trust this output?

· Is the explanation genuinely free of jargon that a non-accountant would not understand?
· Are all figures, dates, and entity names accurate and drawn only from what I provided?
· Does the industry analogy actually fit? Would this client recognize it from their own work?
· Does the analogy simplify without misleading? Is the core concept still accurate after the comparison?
· Would I be comfortable putting my name on this and sending it after a light review?
5. Human-in-the-loop checkpoint 
Read the explanation and the analogy aloud as if speaking directly to the client. If the analogy feels forced, inaccurate, or could create a misunderstanding about their actual situation, replace it in your own words. 

Your version:








6. My notes from testing this play
What worked well:







How can I enhance what worked well:




What broke or felt risky:







How can I fix this in a safe way:







What I'll tweak next time:
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1. In this workflow, AI helps me:
· Draft routine client responses and meeting follow-ups without starting from scratch every time.
· Summarize long email threads so I can triage quickly and identify what needs actual attention.
· Generate structured follow-up notes and action item lists from meeting summaries I provide.
· Surface gaps in my notes by flagging where information is missing  before a client communication goes out.
2. Before/after prompt examples
A. Common weak prompt
 
"Write a follow-up email to my client after our meeting."

Why this prompt will not generate good results:

Context is essential and one of the most often overlooked and under-leveraged parts of AI. Use it well and you get better results. Use it incompletely or sporadically, and your results will suffer accordingly. 

The intermediate mistake is giving AI some context and assuming that's enough. AI will fill every gap you leave with something plausible-sounding. This can erode trust. For example, a lack of context may lead to invented deadlines or assumed commitments that carry your name at the bottom. Often, the prompt output sounds believable, and that’s the real risk.
B. Improved prompt 

· Add role + context, including who you are, what you are doing, the meeting notes, and expectations from the client.  
· Be clear about what you’re asking AI to do. For example, draft a professional follow-up email that recaps only the topics documented in my notes and list action items separately. 
· [bookmark: _Int_drkDajdU][bookmark: _Int_oYjfbABw]Include constraints, such as do not soften or reframe any open item in a way that reduces its urgency or do not use language that implies a commitment I have not explicitly made.
· Add checks that align with your goals. For example, ask AI to review the draft against notes and list every instance where it inferred a detail.
3. My go-to prompt for this workflow
Reusable prompt template

"I am a CPA drafting a client communication. Here are my actual notes: [paste notes].

Draft a follow-up email using only what is documented above and the tone guide for our firm that is attached.

Do not invent, infer, or assume any detail I have not provided. Flag every gap where information was missing, and you made a judgment call. List those flags separately before I review the draft. Reconcile the number of line items in my notes against the draft you create and make sure they match in number.

Any commitment in this email carries my professional name. Treat it accordingly."

Paste your version here and refine it during the session.

Your version:













4. Output quality checklist
What must be true before you trust this output?
· Does every action item in the email trace directly back to something in my actual meeting notes? Is nothing inferred or added?
· Did AI produce a separate flags list? Have I reviewed every item on it before touching the draft?
· [bookmark: _Int_6uwXsuNr]Are all deadlines and next steps ones I actually stated — not ones AI assigned because they seemed reasonable?
· Does the email avoid implying any professional commitment I did not explicitly make?
· [bookmark: _Int_SBQqHRpp]Would this email hold up if a client replied citing something in it as a firm commitment?
· Does the number of line items in my notes match the number of line items in the draft?
5. Human-in-the-loop checkpoint
Open your meeting notes alongside the draft. Read every action item and deadline in the email and point to where it appears in your notes. If you cannot point to it, it does not go in the email, regardless of how reasonable it sounds. AI does not attend your meetings. You do, and you’re on the hook.
6. My notes from testing this play
What worked well:







How can I enhance what worked well:






What broke or felt risky:







How can I fix this in a safe way:







What I'll tweak next time:
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1. In this workflow, AI helps me:
· Consolidate a proven workflow prompt and a verified boundary discipline into a single, structured system instruction document.
· Define exactly what my custom GPT, Microsoft Copilot Agent, or Gemini Gem must always do, must never do, and must ask before proceeding.
· Establish a quality threshold that reflects my firm's professional standards, not a generic AI default.
2. Why this step is the most important one
The bridge from personal skill to firm asset

The Beginner card gives you a prompt. The Intermediate card gives you tips to verify what comes back. Both of those are personal skills.  

When you build a Custom GPT around a proven workflow, you are building the system. The context, the constraints, the checks, the tone, the industry framing, the flags list, and everything you learned to add manually gets embedded into a tool that delivers it for anyone on your team who opens it.

A custom GPT means a staff accountant with six months of experience can produce a client explanation that reflects your firm's standards, your professional judgment, and your quality thresholds, without a senior accountant having to review everything for an extended period.

This is no longer about productivity. It’s about AI-leverage.

Pro tip:
GPT is mentioned here for simplicity. Other tools can include Microsoft Copilot Agents or 
Gemini Gems. If you can build with one, you can probably build with others. For example, you could build custom GPTs for clients on the platform they prefer and either enhance a workflow or even create a new revenue stream.
3. The blueprint exercise: Four stages
Complete all four stages. Each stage builds directly on the previous one.
Stage 1: Consolidate your proven prompt
What to do
Go back to your Beginner or Intermediate play card. Pull your completed go-to prompt from Section 3. This is the version you refined during or after that exercise. Write it out in full below exactly as it stands (or copy and paste it). Do not edit it yet. You’re capturing what is already working.

Alternative adventure
Consider a workflow that doesn’t put you or your organization (or your clients) at risk, but that requires time, is repetitive, mundane, or creates bottlenecks. Then use what you have learned from the Beginner and Intermediate cards to create your completed go-to prompt below.

Your proven prompt:













Critical consideration
Build a custom GPT around a workflow that is already working. The goal is to build a custom GPT around a workflow that can be improved with AI prompting.
Stage 2: Layer in your boundary discipline
Without boundary instructions, your Custom GPT will fill gaps with plausible-sounding information the same way a bare prompt does. These constraints are the guardrail layer. They make the tool trustworthy, not just useful.

What to do
Go back to your Intermediate play card. Review the constraints and checks from Section 2b and your go-to prompt from Section 3. You are looking for four specific things to document below:

· [bookmark: _Int_bXmD7UAp]What your tool must reliably do.
· What your tool must never do.
· [bookmark: _Int_Ti33Re2y]What it must always flag.
· [bookmark: _Int_Z4HU45PC][bookmark: _Int_qZ53wmKL]What it must ask for before it proceeds.

[bookmark: _Int_vZQuVBl2]Write each one out as a clear, direct instruction.

What my tool must reliably do:







What my tool must never do:







What my tool must always flag:







What my tool must ask for before proceeding:






Stage 3: Define your quality threshold
A Custom GPT without a defined quality threshold doesn’t have a reliable usable outcome. You need to know what “good” looks like before you can evaluate whether the tool you build is working.

My five quality standards this tool must meet:

1.  
2. 
3.  
4. 
5.  

Stage 4: Write your tool brief
What to do
Using everything from Stages 1 through 3, complete the tool brief below. This is the blueprint used to help you build your custom GPT. Complete every field.  




My customer tool brief

Tool Name:



What this tool does (one sentence):




Who uses it:



What the user provides each time they open it:





My proven prompt (from Stage 1) — this becomes the system instruction foundation:






What this tool must NEVER do (from Stage 2):







What this tool must ALWAYS flag (from Stage 2):





What this tool must ASK FOR before proceeding (from Stage 2):





My five quality standards this tool must meet (from Stage 3):





One sentence I would use to describe this tool to a colleague:

Pro tip: 
If you are building this tool to be used by others, name, describe, and build it in a way that answers the question “What’s in it for me?” It should be easy for someone to quickly understand why and how to use what you’ve built.
4. Blueprint completion checklist
Before you walk into the live session, every box below should be checked.
· My proven prompt is written out in full in Stage 1. It is not paraphrased or summarized.
· I have documented at least three things my tool must never do in Stage 2.
· I have documented at least two things my tool must always flag in Stage 2.
· I have documented what the tool must ask for before proceeding in Stage 2.
· [bookmark: _Int_73kM7Zuf]I have selected and written my five quality standards in Stage 3.
· My Tool Brief in Stage 4 is complete with every field filled in and nothing left blank.
· I could hand this Tool Brief to someone else, and they would understand exactly what I am trying to build.
5. Human-in-the-loop checkpoint
Read your completed Tool Brief aloud from start to finish. Ask yourself one question: “If someone built exactly what this document describes, would I trust the outputs enough to let them leave my firm?” 

If the answer is anything other than yes, go back and tighten the boundary layer in Stage 2.  
6. My notes from completing this blueprint
What worked well:









How can I enhance worked well:







What feels risky:








How can I safely fix this:







What I'll tweak as I go:







This content is for informational purposes only and does not constitute legal, tax, or financial advice. You should consult your own professional advisors for advice specific to your situation. This content was created in paid partnership with Nicholas Saller. 

Disclaimer from Nicholas Saller: 
Level of Human:AI Involvement in Creating this Reference: The author, Nicholas Saller, guided the topical conversation, overall structure, key points, client-specific relevance, MS Copilot key considerations, and Pro Tips specifically tailored to this accounting workflow. This content was created based on the various levels of familiarity with AI in accounting, along with a deep conversation with AI on what accountants are experiencing and frustrated with when it comes to AI. Claude AI then created the overall layout and had moderate to strong language involvement for this reference. AI also created the overall formatting with some enhancements from the author. Since this is an informational resource, this balance of Human:AI involvement was chosen to balance organization, flow, style, and time.
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