
Fora Soft Learn

Fora Soft · www.forasoft.com
www.forasoft.com/learn/ai-for-video-engineering/articles-ai/agent-eval-safety-cost-observability-agentops
Companion to: 'AgentOps — Four-Pillar Operating Checklist'

AgentOps — Four-Pillar Operating Checklist
Fora Soft Learn · AI for Video Engineering

1 — Observability (you can't run what you can't see)
• Trace = one whole job; span = one step (an LLM call or a tool call) with tokens + latency.
• One user interaction is commonly 40-75 spans. Log only the final answer and you can't replay a failure.
• OpenTelemetry GenAI: invoke_agent → chat + execute_tool spans; gen_ai.usage.input_tokens /

output_tokens.

2 — Evaluation (is it actually good? — the pillar teams skip)
Golden set fixed tasks with known-good outcomes; re-run on every model / prompt / tool change.

Three levels end-to-end (did it succeed) — trajectory (was the path sound) — component (which tool broke).

LLM-as-judge a stronger model scores against a rubric; a 0-5 scale aligns best with humans (~0.89).

Reliability measure pass^k, not just pass^1: 0.9 per step = 0.9^8 = 43% over eight steps.

3 — Cost (measure dollars per SUCCESSFUL task, not per token)
• An agent loops: 3-8 model calls per task; 50k-200k tokens for one 'simple' task; calls = 70-85% of cost.
• Example: 5 calls × 30,000 tokens = 150,000; × $5/M = $0.75/task; × 10,000/day = $7,500/day.
• A $0.75 agent that fails half the time and retries costs $1.50 per success. Route / cache / batch to cut it.

4 — Security (an agent ACTS, so a compromise is a bad action, not a bad
sentence)
• Reference: OWASP Top 10 for Agentic Applications (ASI01-ASI10, Dec 2025) + NIST AI RMF GenAI Profile.
• Top risks for a video agent: goal hijack (ASI01), tool misuse (ASI02), memory poisoning (ASI06).
• Signature attack: INDIRECT prompt injection — a command hidden in a caption / transcript the agent

reads.
• Defenses: input guardrails (data ≠ instructions) + least-agency permissions + human gate on big actions.

5 — Before you ship the agent, ask:
Is every agent run traced (each LLM and tool call as a span), so a bad output can be replayed, not
guessed?
Is there a golden set the agent is scored against on every change — at task, trajectory, and component
level?
Is reliability reported as pass^k (repeat-success), not just average pass^1 'it worked when I tried it'?
Is cost tracked as dollars-per-successful-task, with easy tasks routed to a cheaper model and context
cached?
Does the agent hold least-agency permissions — the minimum tools and scopes, bound to the specific
user?
Are input guardrails in place so a command hidden in a caption/transcript can't become an instruction?
Does a human approve every expensive, irreversible, or high-stakes action before the agent takes it?
Can the team show its controls against a named framework (OWASP ASI / NIST AI RMF / EU AI Act)?

https://www.forasoft.com
https://www.forasoft.com/learn/ai-for-video-engineering/articles-ai/agent-eval-safety-cost-observability-agentops
https://www.forasoft.com/learn/ai-for-video-engineering/articles-ai/agent-eval-safety-cost-observability-agentops


Fora Soft Learn

GO DEEPER · VOLUME 7 OF 7

AI for Video: A Complete Guide to
Intelligence in Video Products
From Real-Time Pipelines and Agents to Serving, Cost, Compliance, and
Verticals
By Nikolay Sapunov, CEO at Fora Soft · 1,221 pages · Kindle & paperback on
Amazon

Read it on Amazon → amazon.com/dp/B0GX3DGBH4

This checklist covers observability, evaluation, cost and security for agents in production.
Volume 7 explains the production side in depth: serving with vLLM, Triton and TensorRT, cost
per stream-hour, regulation including the EU AI Act, and vertical playbooks for running agents in
video products.

WHAT YOU WILL FIND INSIDE

Serving infrastructure: vLLM, Triton, TensorRT Cost per stream-hour and how to cut it

EU AI Act and other regulatory duties Agent frameworks, memory and tools

THE FULL HANDBOOK · 7 VOLUMES · 9,000+ PAGES · ALL ON AMAZON

Vol. 1 · Video Encoding — pixels and color to H.264, HEVC, AV1, quality metrics and AI
Vol. 2 · Video Streaming I — network transport, contribution and ingest, HLS, MPEG-DASH, CMAF
Vol. 3 · Video Streaming II — ABR, CDNs, players, WebRTC, DRM and the economics of delivery
Vol. 4 · Audio for Video I — PCM, codecs, loudness, accessibility, real-time voice processing
Vol. 5 · Audio for Video II — jitter buffers, lip sync, Atmos, quality metrics, neural codecs
Vol. 6 · AI for Video I — models and inference, computer vision, speech, search, generative video
Vol. 7 · AI for Video II — real-time pipelines, agents, serving, cost, compliance, verticals

Running agents in production without traces, evals or cost
per task?
We will set up tracing, a golden-set evaluation and cost tracking for your agent and flag the
security gaps. 250+ video products shipped since 2005.

Book a 30-min call → WhatsApp → Email us →
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