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L4S

Low Latency, Low Loss, Scalable Throughput

#WLPC



EDCA



� Processing delay ϴ Time required for devices to inspect and process packets.
� Queuing delay ϴ Time spent waiting for an opportunity to transmit.
� Transmission (serialization) delay ϴ Time required to place all bits of a frame or packet onto a link.
� Propagation delay ϴ Time required for a signal to travel across a physical medium.



AC





Two devices, one race

AIFS 2 1 0 TX ϳ wins the race

AIFS (longer) 3 2 Medium busy (VO TX) 1 0

AC_VO station

AC_BK station

Resumes counting from where it left off



Two devices, one race, one collision

AIFS 2 1 0 TX ϳ wins the race

AIFS (longer) 5 4 Medium busy (VO TX)

AC_VO station

AC_BK station

Resumes counting from where it left off

1 0

AIFS

AIFS (longer)

2 1 0 TX ϳ ties the 
race

TX ϳ ties the race





https://wballiance.com/e2e-qos-field-trials-report/



Packet Blasting









Rush hour



What the packet blast actually samples

What it measures
� Peak throughput of one or a few 

parallel flows
� A short window ϴ typically 10ϳ15 

seconds
� Best-case path: your device 

straight to a nearby test server
� A single moment, usually when 

nothing else is happening

What is [often] never asked
� What happens to ping while that 

flow is saturating the link
� Behaviour with many concurrent 

flows (your actual environment)
� Jitter, packet reordering, retry 

storms on the radio hop
� Sustained load: minutes into a 

call or cloud backup, not 
seconds



LibreQoS 
(Advanced)

https://test.libreqos.com/advanced/



The metric: loaded vs. unloaded latency

A F
� unloaded & loaded RTT both stay near baseline � loaded RTT balloons hundreds of ms under a saturating flow

� Measure with the link idle ϴ that's your baseline.
� Then saturate the link (big download/upload) and measure again, at the same time.
� The gap between the two numbers is your buffer bloat, in milliseconds.
� How quickly latency recovers after traffic stops.







how wide the pipe is?
 

"how much per second."

how long any one 
packet waits its turn?

 "how soon."

Bandwidth vs Latency

Bandwidth Latency



IETF - L4S Standards

RFC 9330
� foundational blueprint

� describes the overall 
architecture, core components, 
and operational philosophy of 
L4S, explaining how senders, 
receivers, and network nodes 
cooperate

� Used by network architects, 
engineers, and protocol 
designers to understand how to 
deploy end-to-end low-latency 
services without harming 
existing internet traffic

RFC 9332
� router implementation guide

� outlines the requirements for 
network nodes, specifically 
defining the "DualPI2" algorithm 
which splits traffic into two queues 
(L4S and Classic) while coupling 
them to ensure fair bandwidth 
sharing

� Aimed at hardware manufacturers, 
router developers, and ISPs to 
implement L4S queue 
management in APs, routers, 
switches, and cable modems

RFC 9331
� protocol definition

� specifies how ECN bits in the IP 
header are used to distinguish 
L4S traffic from classic traffic 
and defines how scalable 
congestion control algorithms 
must respond to these signals

� Crucial for developers building 
operating systems, network 
stacks, and application 
protocols (like TCP Prague or 
QUIC) so devices can correctly 
flag and read L4S packets



ECN Packet Marking

ECN bit mapping 
(L45S reinterpretation)

00  Not ECN-capable transport
01  Classic ECN-capable transport
10  L4S-capable transport
11  Congestion experienced





We have battled beacon bloatϣϟ

#WLPC

ϣĲĺſϙĤĺĖĲϙťēôϙæÍťťīôϙÍČÍĖĲŜťϙbuffer bloat.
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