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Executive Summary

Typewise, an enterprise-grade Al customer service platform, conducted a survey in
Q1 of 207 frontline customer service agents in the U.S., UK and Germany that
provide digital support (i.e. email, text, in-app OR online chat). To be screened into
the survey, each of these agents self-reported to be using some type of Al tools or

features in their current day-to-day work.

The findings reveal a clear pattern: Al is embedded but not yet harmonized in day-
to-day customer service work. Human customer service agents report efficiency
gains, but also friction in using Al. They describe multiple Al systems operating
simultaneously, but not necessarily in coordination. They trust Al in narrow, repetitive
scenarios, but hesitate when risk or judgment increases. And critically, when Al

makes mistakes, humans still own the consequences.

This aligns with a broader pattern observed across the Al landscape: model
capability has advanced faster than operational maturity. Like other industries, most
Al initiatives in customer service fail today, not because the models are weak, but
because architecture, orchestration, evaluation, and collaboration frameworks are

incomplete.
Key Findings:

e 81% of customer service teams still operate Al as disconnected tools. They
say their main Al tools don’t yet work alongside other agentic features, or
other Al agents, to close tickets collaboratively.

e Only1in 5 agents say multiple Al systems clearly work together. Even when
multiple Al tools are present, coordination between them remains limited.

* Nearly 50% of agents acknowledge correcting Al mistakes. And 10% say
they only discover Al errors when customers react, revealing major gaps in
monitoring and visibility.

e Al boosts efficiency, but not always productivity. While 72% say Al improves
overall customer service efficiency, only 42% say it meaningfully reduces their
personal time and effort needed, suggesting that oversight and verification

still consume agent time.

© 2025 Typewise Ltd. All rights reserved. 1




@ Typewise

* Human agents still carry responsibility for Al decisions. Even in Al-assisted
workflows, accountability remains human: roughly one-third say the agent

owns the outcome, while nearly 20% say ownership is unclear.

1. Widespread Adoption, Narrow Autonomy

Al is deeply embedded in daily CX operations. Nearly half of customer service
agents use Al tools or features to summarize conversations (49%). More than one-
third rely on Al to draft responses to customers (38%) or suggest next-best actions
in interaction (38%). Routing and classification are increasingly automated (35%),
and nearly 30% say their organization enables Al to take direct actions such as

handling refunds or cancellations.

How Frontline Agents Currently Use Al

Summarizing past interactions

49.3%

Suggesting next-best actions 37.7%

Drafting responses 37.2%

Routing or triaging tickets

34.8%

Taking direct actions

29.9%

QA or coaching 23.2%

Working across multiple
Al agents

19.3%
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% of respondents (n=207)
This suggests customer service teams have moved well beyond simple FAQ bots. Al
is now active across drafting, triage, action execution, and workflow assistance. By
automating these foundational tasks, Al enables agents to focus on higher-value

interactions and reduces the cognitive load associated with managing large

volumes of customer inquiries.
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However, the autonomy remains segmented. The next chapter of Al in customer
service will likely be teams of Al agents working together across customer service
teams. Impressively, 19% of respondents report that their Al already works alongside

other agentic features, or other Al agents, to close tickets collaboratively.

However, that still means the majority (81%) are still operating in what could be
described as a “tool layer” model: stacking Al features within workflows rather than
architecting orchestrated multi-agent systems. As organizations move from
chatbots to agentic Al, architecture becomes increasingly important. A single
monolithic agent quickly suffers from context dilution and coordination strain.
Without a supervisory orchestration layer, Al systems operate in parallel — not in

partnership.

2. The Coordination Gap: Multiple Al Tools, Limited

Orchestration

When diving in further into how Al-powered systems work together in their
workflow, only one-in-five respondents said yes. More than one-third said
coordination is “somewhat” present but unclear, and another 35% reported that Al

tools feel disconnected or isolated.

This fragmentation has downstream effects. Even among those using multiple Al
tools, only 22% say they work together “very well,” while 56% report occasional
conflict or inconsistency. In other words: most Al systems are not failing if they don’t

make it from pilot to production, they’re likely colliding.

When organizations chain Al tools together without orchestration logic, they create
implicit coordination debt. One agent drafts. Another validates. Another triggers
CRM actions. But without a supervisory layer managing roles, context, and

sequencing, friction emerges.

Frontline agents feel that friction first. The data suggests the next evolution in Al-

powered customer service will not be better models; it will be better orchestration.
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Do Multiple Al Systems Coordinate
With Each Other?

Somewhat: present but unclear
Not really: tools feel disconnected
Yes: clearly work together

No: Al used in isolation

Not sure

3. The Efficiency Paradox: Al Helps, But Also Creates
Work

On the surface, Al appears successful. Nearly three-quarters of respondents say Al
improves their efficiency to some degree. That is a powerful validation of
automation’s value. But the nuance is revealing. Only 42% say Al “saves time and
reduces effort.” The remainder describe a more complicated experience: Al creates
new work, shifts effort rather than removing it, or in some cases, introduces

problems.

This is the automation paradox of early-stage agentic Al. Drafting suggestions must
be reviewed. Automated actions must be monitored. Multiple systems require
verification. Escalations must be evaluated. Al increases throughput in some
dimensions while expanding oversight responsibilities in others. Evaluation and

simulation frameworks are critical in preventing this phenomenon.
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Day-to-Day Experience With Al Tools
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Without structured regression testing and performance monitoring, Al deployments
create invisible maintenance layers that fall back on human agents. These findings
suggest that the introduction of Al is not a panacea for productivity challenges.
Instead, it necessitates a thoughtful redesign of processes to ensure that efficiency

gains are not offset by new inefficiencies or unintended consequences.

For managers and decision-makers, this underscores the importance of continuous
workflow optimization and the need to align Al deployment with clear business
objectives. Maximizing the return on Al investments will require not only
technological adoption, but also organizational agility and a willingness to adapt

processes as the technology and its impacts evolve.

4. Trust Is Task-Specific and Risk-Sensitive

Al trust is highly contextual. Human agents are most comfortable allowing Al to

handle simple FAQs, order status updates, and account changes.

However, as the complexity or sensitivity of the task increases, agent trust in Al

diminishes. Fewer agents are comfortable relying on Al for actions such as
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processing refunds or cancellations, managing account or profile changes, or

addressing billing issues.

Trust drops further for tasks involving complaints, escalations, or voice interactions,
where the stakes are higher and the potential for negative customer impact is
greater. This pattern underscores the limitations of current Al capabilities in handling
nuanced or emotionally charged interactions, where human judgment and empathy

remain critical.
Which Situations Do Agents Trust Al Most?

Simple FAQs 49.3%

Order status updates

38.2%

Account or profile changes 23.7%

Complaints or escalations 19.8%

Voice or phone interactions 19.3%

Don't strongly trust Al 15.5%

Refunds or returns 13.0%

Billing issues 12.1%

' 20 30 40 50

% of respondents (select up to 2, n=207)
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Without explicit policy hierarchies and scoped specialist roles for Al agents, human
agents are unlikely to trust Al in high-stakes scenarios. Trust is not purely about
model accuracy. It is about architectural clarity and role boundaries. Organizations
that define Al responsibility explicitly and allow agents to see how decisions are

made, will accelerate trust faster than those that rely on black-box automation.
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B5. Unseen Al Errors and the Need for a Human

Correction Loop

While it’s encouraging to see that 43% of human agents say that Al rarely or never
takes actions that they need to correct or undo, close to 50% of respondents

acknowledge they must frequently or occasionally address Al errors.

Perhaps more concerning is when mistakes occur, only 19% say the cause is “very
clear.” An additional 10% say they don’t ever realize Al made a mistake until a
customer reacts. Without robust monitoring dashboards, routing accuracy metrics,
escalation audits, and action validation loops, Al errors are discovered reactively

rather than proactively.

Does Al Take Actions That Agents
Later Need to Correct?

Occasionally

Rarely

Frequently

Al does not take autonomous actions
Never

Those findings illustrate that the integration of Al into customer service workflows
has not eliminated the need for human oversight. The prevalence of necessary
corrections underscores the limitations of current Al capabilities and the importance

of maintaining robust human-in-the-loop processes.

In a high-volume customer service environment, reactive correction is expensive. It

erodes trust, consumes agent time, and creates customer dissatisfaction. The future
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of agentic Al will depend on not just preventing mistakes but making Al behavior

transparent enough that human agents can diagnose and intervene confidently.

6. Support Ticket Ownership Remains Human: Even in

Multi-Agent Systems

Despite increasing automation, accountability remains largely human. One-third of
respondents say the human agent owns the support ticket outcome when multiple

Al systems are involved. Another quarter say supervisors or QA teams do.

However, nearly 20% admit ownership is unclear. This ambiguity is significant. When
Al acts autonomously, escalation quality and ownership must be pre-defined.

Otherwise, Al introduces governance risk rather than operational clarity.

Who Owns the Outcome in
Multi-Agent Interactions?

mmm The human agent
mmm A supervisor or QA team
mmm The Al system
Unclear who owns the outcome

Agentic Al does not eliminate human responsibility. It redistributes it. Organizations
that fail to define ownership boundaries will struggle with internal resistance,

compliance concerns, and workflow confusion.
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7. What Human Agents Actually Need to Improve Al
Usage

When asked what would most improve Al in their team, human agents did not ask
for more Al capabilities. They’d actually rather have the integration and unification of
Al tools, so they don’t have to rely on so many different ones. That was joined by
better training on the use of these tools as the top answer. There were also clearly
some safety concerns with Al rollouts as customer service reps noted “slower, more

2 <

thoughtful rollouts,” “clearer guardrails on Al actions,” and “more ability to override

Al” would all improve Al usage among their team members.

What Would Most Improve Al in Your Team?

Better training

15.5%
on Al tools

Better integration

15.0%
between tools °

Fewer tools,

o,
more unified 15.0%

Slower, more

12.1%
thoughtful rollout

Clearer guardrails

o,
on Al actions 1.6%

More ability to

10.1%
override Al °

More transparency

in Al decisions 9.2%

More input from

X 7.2%
frontline agents

7.5 10.0 12.5 15.0 17.5 20.0
% of respondents (n=207)
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The next competitive advantage in Al-powered customer service will not necessarily
come from better individual tools or models. It will come from consolidating,
coordinating, and supervising the ones already deployed, and ensuring a human

remains in the loop.

© 2025 Typewise Ltd. All rights reserved. 9




@ Typewise

8. The Bigger Picture: From Al Adoption to Al

Infrastructure

The findings of this report highlight both the progress and the challenges associated
with Al adoption in digital customer service. Al tools are now foundational for
operational efficiency, particularly in automating routine tasks. However, realizing the
full potential of Al requires addressing persistent issues in system integration, agent

training, feedback mechanisms, and accountability.

To maximize the benefits of Al in digital customer service, organizations should
focus on advancing the integration and orchestration of Al systems to eliminate silos
and improve workflow consistency. Clarifying accountability and ownership for Al-
driven outcomes is essential to maintain service quality and manage risk. Investing in
comprehensive training and establishing robust, responsive feedback channels will
empower agents to use Al effectively and contribute to continuous improvement.
Additionally, industry-specific customization can further enhance the value and

relevance of Al solutions.
In short, we are entering the orchestration phase of Al in customer service.

e The first phase was experimentation: pilots, copilots, drafting tools.

* The second phase was expansion: routing automation, action-triggering bots,
predictive suggestions.

e The third phase, now emerging, is architectural maturity. Organizations must
move beyond stacking Al features and toward designing coordinated multi-
agent systems governed by clear evaluation, integration, and collaboration

frameworks.

By prioritizing this orchestration stage, businesses can maximize the value of Al in
digital customer service, driving both operational excellence, time and cost savings,

and superior customer experiences.
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About Typewise

Typewise is an enterprise-grade Al customer service platform that brings Al agents
into production. Its Al Supervisor Engine orchestrates teams of specialized Al
agents, configured using natural language, to resolve complex service cases and
manage human handoffs seamlessly. Fortune 500 companies, including Unilever
and DPD, have reduced customer service effort by 50% or more using Typewise.
Backed by Y Combinator (S22), Typewise has been repeatedly recognized as a

“High Performer” in Al-driven automation on G2.

David Eberle — CEO & Co-founder, Typewise

David Eberle has over a decade of experience in tech strategy
and has led multi-million-dollar transformation projects for
Fortune 500 companies. A global entrepreneur, he has lived in

eight countries and speaks six languages.

Janis Berneker — CTO & Co-founder, Typewise

Janis Berneker leads Al and technology development at

Typewise. A lifelong Al innovator, he previously built data science

models for Swiss national TV (SRF) and has extensive experience

in large-scale data analytics and automation.

Contact

David Eberle — CEO & Co-founder | david.eberle@typewise.app
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