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This AI Tooling Guide establishes guidelines for the responsible, secure, and ethical use of artificial intelligence (AI) tools at [ORGANIZATION]. It applies to all employees, contractors, and interns who use AI tools on behalf of the company or on company-owned devices.


[bookmark: _Toc226904069]Scope
AI is a broad category. For the purposes of this policy, “AI tools” include:
· Generative AI (e.g., ChatGPT, Claude, Gemini, Copilot, or similar)
· AI-assisted features embedded in existing software (e.g., AI summarization in Zoom, Slack, Gmail, Microsoft 365, or similar) 
· Automation and workflow tools (e.g., Zapier, UiPath, or similar)
· AI-powered analytics, HR, or document tools
· Any internal AI systems developed or fine-tuned by the company

This guide does not replace existing policies; it is intended to supplement them in greater detail.

Please ensure you have read and understand the AI Usage Policy [LINK].

Information Security or management with security responsibilities must approve exceptions to this guide in advance through the form in Appendix B.

[bookmark: _Toc226904070]AI Tool Guidance
The following AI tools have been reviewed and approved for business use. Only tools on this list may be used for work-related activities without additional approval.
	Category
	Approved Tool(s)
	Guidance Status

	Generative AI (Text)
	TBD
	TBD

	Generative AI (Media)
	TBD
	TBD

	Meeting Assistance
	TBD
	TBD

	Code Assistance/Generation
	Claude Code
	Drafted

	Workflow Automation
	TBD
	TBD

	Customer Service
	TBD
	TBD

	Document Management
	TBD
	TBD
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Claude Code is an agentic coding tool that operates directly in developers’ terminals, with the same permissions as the authenticated user; it can read and modify files, execute shell commands, install dependencies, and connect to external services via the Model Context Protocol (MCP). This access model makes Claude Code significantly more capable than a standard chat-based AI, and significantly more dangerous if improperly configured or used on untrusted code/input.
These guidelines establish the minimum security expectations for using Claude Code at [ORGANIZATION]. They address installation, permission configuration, safe operational practices, MCP governance, and developer workflows.
NOTE: It’s been proven time and again that AI may violate or bypass controls if it is sufficiently rewarded for the behavior. A layered defense is needed for configuring AI Tools to limit the risk or blast radius of violations.

[bookmark: _Toc226904072]Prerequisites Before First Use
Before any developer runs Claude Code on company systems, the following must be completed:
· Verify version >= [VERSION]. This is due to security issues in prior versions.
· Never run Claude Code as root. AI agents should never hold administrator or super user privileges. Run Claude Code as a standard user account scoped to your working directory.
· Confirm you are using an approved deployment method listed in Deployment Options in this guide.
· Read and sign the AI Usage Policy before using Claude Code for any work-related task. 
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Claude Code uses a tiered permission system. Rules are evaluated in the order: deny -> ask -> allow. The first matching rule wins; explicit deny should always take precedence.
	Rule Type
	Behavior
	When to Use

	deny
	Completely blocks the matched action and cannot be overridden
	Sensitive files, destructive commands, network exfiltration vectors

	ask
	Prompts for manual confirmation before executing
	Any action not explicitly safe to auto-approve

	allow
	Executes automatically without prompting
	Routine, safe, read-only, or lint/test operations



Permission rules are stored in settings.json files at two levels:
· User-level: (~/.claude/settings.json): applies across all projects for the individual developer
· Project-level (./claude/settings.json in the repo root): applies to a specific repository; can be committed to version controls for shared team settings.
Organization-wide policy enforcement uses a managed-settings.json that individual developers cannot override.  
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Deny Rules (Mandatory)
The following deny rules must be present in every developer’s user-level or the organization’s managed settings configuration. 
{
  "permissions": {
    "deny": [
      "Read(./.env)",
      "Read(./.env.*)",
      "Read(~/.ssh/**)",
      "Read(**/secrets/**)",
      "Read(**/credentials/**)",
      "Read(**/*.pem)",
      "Read(**/*.key)",
      "Bash(curl:*)",
      "Bash(wget:*)",
      "Bash(nc:*)",
      "Bash(rm -rf:*)"
    ]
  }
}
The rules specifically block:
· Access to .env files and variants where API keys and database credentials commonly reside
· Access to SSH keys, certificate files, and private keys
· Access to any directory named secrets/ or credentials/
· Outbound data transfer commands (curl, wget, nc) that could be used for data exfiltration
· Recursive delete commands
Deny lists are your last line of defense on your device. A malicious prompt injection or compromised file could instruct Claude to exfiltrate credentials if these rules are absent.

Default Mode: Always Use “ask” as Fallback
Set permissions.defaultMode to “default” (ask-first) at the user-level. This helps ensure that any action not explicitly covered by an allow or deny rule should prompt for manual approval. 


Never set defaultMode to bypassPermissions in any settings file, and never commit this setting to a repository, as this mode disables all permission prompts.

Recommended Allow Rules
The following commands are generally safe to allow without prompting and reduce unnecessary interruptions:
{
  "permissions": {
    "allow": [
      "Bash(git status:*)",
      "Bash(git log:*)",
      "Bash(git diff:*)",
      "Bash(npm run lint:*)",
      "Bash(npm run test:*)",
      "Bash(npx tsc --noEmit:*)"
    ]
  }
}
Expand this list conservatively, only add commands you would be comfortable with Claude executing without your knowledge or confirmation, every time, in any context, with any data.

Hooks: Disable by Default
Claude Code support hooks, which are scripts that execute automatically at defined lifecycle points (e.g., PreToolUse or PostToolUse). Hooks provide powerful automation but also create a persistent execution surface that can be abused by malicious content:
· Disable all hooks in your configuration until you have a specific, reviewed use case
· When hooks are used, store them in version control and require peer review before deploying
· Never allow hooks sourced from third-party templates or unreviewed repositories to run without local inspection
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Never Open Untrusted Repositories with Claude Code
Claude Code’s trust dialog, which asks whether to trust a workspace before granting tool access, is the primary guard against repository attacks:
· A malicious repository can embed prompt injections in source files, READMEs, comments, or documentation, invisible to the human reader, but Claude can read and act on them during a session.
· Never run Claude Code against a repository from an unknown source, a third-party vendor, or any open-source project that you or an authorized group in the organization has reviewed.
· Treat any .claude/setting.json committed by a third party as potentially adversarial, review before trusting for use.

Never Paste Credentials or Secrets
Claude Code sends prompts and file contents to Anthropic servers for processing. The following must never be provided to Claude Code directly or be accessible in its working directory without a deny rule:
· API keys, tokens, passwords, or database connection strings
· Private certificates or cryptographic key material
· Production environmental variables
· Any credentials stored in .env, .env.local, .env.production, or similar files
Use a secrets manager or vault for all credentials. Reference secrets by name in code, never hardcode values, even temporarily.

Verify All AI-Generated Dependencies
Claude Code may suggest packages, import paths, or library functions that do not exist, or that exist as malicious clones of common package names. Before running npm install, pip install, or any equivalent package manager command recommended by Claude Code:
· Verify the package exists in the official registry.
· Check download counts and last-published date, as newly published packages with AI-hallucinated names are a known attack vector
· Run dependency scanning before committing new dependencies to your project/repo


Review All Output Before Executing or Committing
Claude Code operates with significant autonomy. Every output, whether a code change, a shell command, or a file creation, should receive human review before it is executed or committed:
· Do not use --auto-approve or bypassPermissions mode in any workflow that touches production systems or real data
· Review multi-file changes holistically, not file-by-file in isolation. Claude Code can introduce subtle inconsistencies across files that appear correct individually
· Pay particular attention to authentication flows, input validation, database queries, and any code involving secrets or user data

Security research indicates that approximately 80% of applications built with AI coding tools contain at least one exploitable vulnerability at launch. This is not a reason to avoid using Claude Code; it is a reason to enforce code review, scanning, and security testing as non-negotiable steps in every workflow.
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Claude Code can be deployed via multiple backends. 
	Deployment Method
	Data Routing
	Recommended
	Notes

	Direct Anthropic Cloud
	Anthropic servers
	Small teams, non-sensitive code/data
	Easiest setup, but the data leaves your network

	AWS Bedrock (Public)
	AWS infrastructure
	Most teams
	Keeps data within AWS

	AWS Bedrock (VPC)
	Private AWS VPC
	Regulated industries, sensitive data
	No public internet exposure, highest complexity

	Google Vertex AI (PSC)
	Google Cloud private service connect
	GCP-native teams
	Equivalent protection to Bedrock VPC

	Local/On-premises Model
	Internal infrastructure
	Maximum IP control
	Requires a self-hosted model and hardware investment



For teams handling regulated data (HIPAA, PCI-DSS, etc.), VPC-isolated deployment via AWS Bedrock or Google Vertex AI is required before using Claude Code on any related codebase.
Enterprise accounts can also enable Zero-Data-Retention (ZDR) mode, which ensures that no prompts or outputs are persisted on Anthropic’s servers.
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Running Claude Code in a sandboxed environment reduces the blast radius of any permission issue, prompt injection, or tool misuse or mistake. 

Sandboxing is mandatory when:
· Working on highly sensitive codebases, such as customer data processing, authentication, and payment systems
· Opening a repository from a third-party vendor, open-source project, or external contributor
· Testing autonomous or agentic Claude Code workflows for the first time
· Running Claude Code with any allow rules that permit shell command execution
Sandbox Claude Code: Option 1 – Docker Dev Container
Use VS Code Dev Containers or a custom Dockerfile to isolate Claude Code’s file system and network access:

FROM node:22-slim
WORKDIR /workspace
# Mount only the target project — not the full host filesystem
# Do not mount ~/.ssh, ~/.env, or system credential stores
RUN useradd -m developer && chown -R developer /workspace
USER developer

Mount only the specific project directory. Do not mount home directories, SSH keys, or system-level configuration.


Sandbox Claude Code: Option 2 – Virtual Machine
For maximum isolation, run Claude Code inside a dedicated VM. This provides OS-level isolation and prevents any file system access outside the VM boundary.

Sandbox Claude Code: Option 3 – Claude Code’s Native /sandbox Command
Claude Code includes a built-in /sandbox command that enables sandboxed execution for the current session. This is the lowest-friction option but provides less isolation than OS-level sandboxing. It is acceptable for moderate-sensitivity work on trusted repositories.
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MCP servers extend Claude Code’s capabilities by allowing it to connect to external systems, such as databases, APIs, project management tools, and internal services. This is where most enterprise security problems emerge. 

MCP Governance Rules:
· Only approved MCP servers may be used. No developer may connect an MCP server not on the company’s approved list without going through the Tool Approval Process in the AI Usage Policy.
· Never share credentials across MCP integrations. Each MCP server connection must use its own scoped service account or API token, not a developer’s personal credentials or a shared admin key.
· Apply read-only access by default. MCP connections to databases or internal services should be read-only unless a specific write workflow has been reviewed and approved.
· Log all MCP interactions. Every tool invocation, file access, and data query made through an MCP connection must be logged with user attribution for audit purposes.
· Scope MCP access explicitly. Use explicit allow-lists at the tool level (not deny-lists) to control exactly which operations each MCP server can perform. Agents do not share your mental model of “appropriate scope” and will query everything they can access.

Known MCP Attack Vectors:
· Tool Poisoning: Malicious MCP servers misrepresent their capabilities through hidden instructions or metadata that manipulate Claude’s behavior.
· Scope Creep: Claude Code may query far more data through an MCP connection than the developer intended; for example, pulling al records from a CRM when asked to “summarize key accounts”.
· Indirect Prompt Injection: Data retrieved through MCP, such as a database record, GitHub issue, or Jira ticket, can contain embedded instructions that alter Claude Code’s behavior mid-session.
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CLAUDE.md is a special file that Claude Code loads at the start of every session, providing a persistent project context. It is an important security control surface and a productivity tool.

Use CLAUDE.md to enforce consistent, safe behavior across your team’s sessions:

# Project: [Project Name]

## Security Rules
- Never read, modify, or reference files in .env, .env.*, secrets/, or credentials/
- Never suggest curl, wget, or outbound network commands without explicit approval
- Always include input validation on any user-facing function
- Always use parameterized queries — never string-concatenated SQL
- Flag any use of eval(), exec(), or dynamic code execution for human review

## Code Style
- Language: [e.g., TypeScript strict mode]
- Framework: [e.g., Next.js 15, App Router]
- Test framework: [e.g., Jest + React Testing Library]

## Workflow
- Plan before coding: describe approach and await approval on tasks > 50 lines
- Run `npm run lint && npx tsc --noEmit` after any series of file changes
- Commit message format: [e.g., conventional commits]

## Out of Scope for Claude Code
- Do not modify CI/CD pipeline configuration files without human review
- Do not interact with production environment variables or deployment configs

CLAUDE.md Guidelines:
· Keep it under 200 lines. Overly long CLAUDE.md files cause critical rules to be deprioritized, and Claude Code becomes less reliable at following all instructions as context grows.
· Never include secrets, credentials, or access tokens in CLAUDE.md as it is committed to version control.
· Review CLAUDE.md files from third-party or open-source repositories before trusting them. A malicious CLAUDE.md can override safe defaults.
· Treat CLAUDE.md as a security document. Changes to it should go through the same change review process as changes to CI/CD configurations.
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The Explore-Plan-Code-Commit Workflow

This four-phase workflow is the most reliable pattern for using Claude Code on production tasks while maintaining human control at every consequential step:
· Explore (Read-only): Ask Claude Code to read relevant files and describe its understanding of the codebase. Explicitly instruct it not to write any code yet. Verify that its understanding is accurate.
· Plan: Ask Claude Code to propose an implementation plan. Review the plan. Use plan mode (/plan) to prevent any file writes during this stage. Never skip the planning phase for tasks that touch authentication, data access, or external integrations.
· Code: Implement in stages, no more than one logical unit at a time. Review each stage before proceeding.
· Commit: After review, run linting, type checking, and automated tests. Only commit once all checks pass.

Context Management
Context quality directly affects output quality, and stale context is a security risk, as failed or contradictory instructions accumulate:
· Use /clear to reset context after two or more failed correction cycles; do not attempt to patch bad context with more corrections.
· Manually use /compact at approximately 50% usage on long sessions to prevent degraded instruction-following.
· Start new sessions for new features or tasks; do not carry context from an unrelated task into a new one.
· Use the /status command to verify the current Claude Code version before starting sensitive work.

Agentic and Autonomous Modes
Claude Code’s agentic capabilities require additional guardrails:
· Never run agentic modes against production systems. All autonomous workflows must operate against development or staging environments.
· Set explicit human checkpoints in the task specification. Ex: “After completing steps 1-3, pause and show me what you have done before continuing.”
· Review the full scope of what an autonomous session accessed, check /log after any agentic run to review all file modifications and commands executed.
· Do not use bypassPermissions mode in any automated pipeline without OS-level sandboxing fully in place.
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When integrating Claude Code into automated pipelines:
· Store any API keys used by Claude Code in CI as encrypted secrets, never as plaintext environment variables in pipeline configuration files.
· Apply deny rules for network commands and sensitive file access even in CI environments, treat the CI runner as an untrusted execution context.
· Add a code analysis tool as a required pipeline step after any Claude Code-assisted code change.
· Require human approval before deploying any pull request where more than 30% of the diff was AI-generated.
· Log the Claude Code version used in each pipeline run for traceability and incident response.
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Auditing and Monitoring
Deployments should follow a structured monitoring cadence:
· Daily: Automated alerts for denied actions and unusual access patterns
· Weekly: DevOps review of usage logs, anomalies, and MCP server activity
· Monthly: Audit managed-setttings.json for configuration drift; verify all developers are on the current required version.
· Quarterly: Full security review of Claude Code usage patterns; re-evaluate approved MCP servers

Incident Reporting
Report the following to IT/Security immediately:
· Claude Code accessed or attempted to access a file that it should not have, which contained credentials, secrets, production config, or similar
· A Claude Code session was run against a third-party repository and produce an unexpected command execution
· Prompt injection is suspected, as Claude Code’s behavior changed mid-session in a way not attributable to developer instructions
· A dependency installed at Claude Code’s suggestion was later identified as malicious or non-existent
· Any Claude Code CVE affecting the version in use is published; do not wait for the next update cycle
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Use this checklist when working with Claude Code.

Pre-Session
· Claude Code version is >= [version] by using /status to verify
· Not running as root or with elevated privileges
· Deny rules for .env, secrets, SSH, and network commands are active by using /permissions to verify
· Repository is from a trusted, internal source, or the sandbox is active for external repositories
· No credentials or API keys are present in the working directory without deny rules

During Session
· Sensitive data is masked or omitted from prompts, using placeholder values as needed
· Planned step is used before coding on any task that is more than 50 lines or touching auth/data layers
· Reviewing each file change before approving, not bulk-approving all changes
· Any newly suggested dependency has been verified in the official registry

Post-Session
· Reviewed /log for any unexpected file access or command execution
· Ran linting, type checking, and tests before committing
· Code scan completed on any AI-assisted changes before merge
· No credentials, tokens, or secrets appear in committed code
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The following are additional resources on using AI tools securely.

[bookmark: _Toc226904085]Claude Code
Claude code security: enterprise best practices & risk mitigation from MintMCP
https://www.mintmcp.com/blog/claude-code-security 

Backslash: Claude Code Security Best Practices
https://www.backslash.security/blog/claude-code-security-best-practices 
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