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This AI Interaction Guide establishes guidelines for the responsible, secure, and ethical use of artificial intelligence (AI) tools at [ORGANIZATION]. It applies to all employees, contractors, and interns who use AI tools on behalf of the company or on company-owned devices.
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AI is a broad category. For the purposes of this policy, “AI tools” include:
· Generative AI (e.g., ChatGPT, Claude, Gemini, Copilot, or similar)
· AI-assisted features embedded in existing software (e.g., AI summarization in Zoom, Slack, Gmail, Microsoft 365, or similar) 
· Automation and workflow tools (e.g., Zapier, UiPath, or similar)
· AI-powered analytics, HR, or document tools
· Any internal AI systems developed or fine-tuned by the company

This guide does not replace existing policies; it is intended to supplement them in greater detail.

Please ensure you have read and understand the AI Usage Policy [LINK].

Information Security or management with security responsibilities must approve exceptions to this guide in advance through the form in Appendix B.
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This document provides practical, role-specific guidance for interacting with AI tools in a responsible and effective manner. It is organized into two primary sections:
· Part I is written for software developers and technical staff who integrate, prompt, or build on top of AI tools in their day-to-day development work.
· Part II is written for business analysts, managers, and operations staff who use AI to improve productivity, decision-making, and workflows.
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[bookmark: _Toc226904052]Understanding AI Coding Assistants
AI coding assistants have matured significantly and are now embedded throughout the development lifecycle, from code completion in the IDE to autonomous agents that can execute multi-step tasks. However, increased productivity comes with increased responsibility. Developers must understand not just how to use these tools effectively, but where they fail and how those failures can introduce serious risk.
No AI coding assistant is a substitute for engineering judgment. Developers are accountable for every line of code they commit, regardless of its origin.
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AI coding tools introduce a new class of security risks that are distinct from traditional development risks. Awareness of these failure modes is the first line of defense.

Insecure Code Generation
A large percentage of code generated by AI models contains vulnerabilities. AI models generate code based on training data that includes both secure and insecure patterns, and they do not inherently understand what secure code looks like, your specific threat model, compliance requirements, or business logic. Common issues include:
· SQL Injection and XSS vulnerabilities generated in data-handling code
· Insecure deserialization in APIs
· Hardcoded secrets or credentials appearing in generated configuration and connection code
· Excessive permissions granted in IAM policies or authentication configurations
Never assume AI-generated code follows industry-recognized best practices. Treat all AI-generated code as unreviewed code submitted by an unknown contributor. 

Overconfidence (“False Security Bias”)
Studies show that developers who use AI assistants can write significantly less secure code than those who do not, while simultaneously believing their code is more secure. This overconfidence bias is one of the most dangerous risks associated with AI coding tools. It leads to reduced code review rigor precisely when it is most needed.

Data Leakage Through Prompts
A good percentage of files and prompts submitted to GenAI tools contain sensitive information, including source code, access credentials, proprietary algorithms, and company secrets. If a developer pastes proprietary source code, API keys, database schemas, or production credentials into an AI tool that is not under a data processing agreement, that data may leave the organization permanently.
The following must never be pasted into AI tools without explicit approval:
· Production credentials, API keys, secrets, or tokens
· Proprietary or client-owned source code
· Data containing PII or regulated data
· Internal system architecture diagrams or network maps
· Any code or data explicitly marked as confidential

Prompt Injection and Malicious Configurations
AI coding agents that have file system or repository access can be compromised through indirect prompt injection, where malicious instructions are embedded in files, comments, dependencies, or documentation that the agent consumes. Threat rules.md files, third-party configuration files, and any AI agent-readable content from unverified sources as potentially adversarial.

Hallucinated Dependencies (“Package Hallucination”)
AI assistants may suggest packages, library functions, or import paths that do not exist. Attackers have begun registering malicious packages with names that AI tools commonly hallucinate, a technique called dependency confusion, or typo squatting. Always verify that suggested packages exist and are maintained in the official registry before installing.
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Scope and Access Restrictions
Apply the principle of least privilege to AI tools just as you would any system:
· Limit AI assistant access to specific repositories, branches, and file paths, not the entire codebase
· Log every file an  AI assistant reads or writes
· Use separate environments for AI-assisted experimentation; never connect AI agents to production systems without explicit approval
· Sandbox AI agents in container-restricted environments when testing agentic or autonomous behaviors


Code Review and Validation
AI-generated code must go through the same review process as any human-authored contribution:
· Never merge AI-generated code without human code review, even for minor changes
· Run static analysis and linting on all AI-generated output
· Use Software Composition Analysis (SCA) tools to scan AI-suggested dependencies for known CVEs
· Integrate security scanning in CI/CD pipelines so vulnerabilities in AI-generated code are caught before reaching production

Prompt Security for Developers
When building AI-powered features or using API integrations:
· Sanitize and validate all user-facing inputs before they reach an LLM as malicious users may attempt prompt injection to manipulate model behavior
· Never construct prompts dynamically by directly concatenating raw user input with system instructions
· Set explicit rate limits, access controls, and output filters on any AI feature exposed to end users
· Log AI interactions (inputs and outputs) in production systems for incident response and auditability
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Writing effective prompts is a core engineering skill when working with LLMs. Poor prompts produce poor output. The quality of the model’s responses is a direct function of the quality of the instructions provided.

Foundational Principles
· Be specific and explicit. Vague prompts produce vague results. State the language, framework, version, constraints, and expected output format.
· Provide context. Include relevant code snippets, error messages, architecture constraints, and the business purpose of the task.
· Assign a role or persona. Framing the model with a role can often improve output quality.

Prompt Structure for Development Tasks
<Role>You are a [role/expertise]</Role>
<Task>Your specific task</Task>
<Context>
  - Language/framework: [e.g., Python 3.11, FastAPI]
  - Constraints: [e.g., must not use external libraries, must handle null inputs]
  - Existing code or error: [paste relevant snippet]
</Context>
<Output>
  - Format: [e.g., a single function, a list of refactoring suggestions]
  - Tone: [e.g., include inline comments, explain each change]
</Output>

Iteration and Chain-of-Thought
For complex tasks, break problems into sequential steps rather than asking for everything at once:
· First prompt: “Identify all the potential edge cases in this function.”
· Second prompt: "Now write unit tests that cover each of the edge cases you identified.”
· Third prompt: “Review the tests you just wrote for completeness and suggest improvements.”

This iterative approach will typically produce more reliable output than a single large, ambiguous request.

Prompt Anti-Patterns to Avoid
	Anti-Pattern
	Problem
	Suggested Approach

	“Write me a login system”
	Too vague, no context
	Specify language, framework, authentication method, and security requirements.

	Pasting entire codebases
	Data exposure risk and context overload
	Paste only the relevant function or module

	Accepting output without review
	Overconfidence bias and security risk
	Treat output as a draft, always review and test

	“Fix this bug” with no error message
	No diagnostic content
	Include the full error, stack trace, and relevant code

	Using public chat tools for proprietary code
	Data leakage
	Use only approved AI tools with data agreements
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When integrating AI into automated workflows:
· Treat any AI-powered step in a CI/CD pipeline as a risk point that requires its own testing, monitoring, and rollback plan
· Document which steps in a pipeline involve AI assistance, what data those steps access, and what human review occurs before the output is acted upon
· Establish clear escalation thresholds, define conditions under which an AI-powered pipeline step should fail, pause, or require human approval before proceeding
· Store logs of AI pipeline inputs and outputs for a minimum of 30 days to support incident response
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For non-technical business users, AI tools function most effectively as force multipliers, amplifying the capacity of skilled professionals to research, analyze, communicate, and make decisions faster. They do not replace professional judgment; they should augment it. Some impactful business use cases are:
· Content creation with drafting reports, proposals, marketing copy, and internal communications
· Data analysis with interpreting datasets, generating summaries, and building quick dashboards
· Meeting and document intelligence with transcription, summarization, and action item extraction
· Research and competitive analysis with synthesizing information from multiple sources
· Workflow automation with routing tasks, processing forms, and triggering notifications
· Decision support with scenario modeling, forecasting, and risk summary generation
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Prompt engineering for business does not require coding knowledge. It requires clear thinking about what you want, who the audience is, and what format the output should take. The single most common cause of poor AI output is a vague, context-free prompt.

The Goal-Context-Framework
Structure every business prompt around three building blocks:
· Goal: What do you want the AI to produce
· Context: Who is it for? What background does the AI need to produce useful output?
· Constraint: What limitations, formats, or rules must the output follow?

Weak Prompt: “Write an email about the project update.”

Strong Prompt: “Write a professional email to our client context at Acme Corp summarizing this week’s project progress. Key updates are: (1) design phase completed on schedule, (2) development starts on Monday, (3) we need their logo files by Friday. Keep it under 150 words and close with a clear ask.”

The second prompt invokes all three components and is more likely to produce a usable draft on the first attempt.

Assigning a Role or Persona
Assigning the AI a role can dramatically improve the quality and focus of outputs:
· “You are a financial analyst presenting a budget variance summary to a non-finance executive team.”
· “You are a project manager writing a risk log entry for a missed deadline.”
· “You are a marketing strategist creating a competitor positioning table for a quarterly review.”

Role assignment shapes the model’s vocabulary, tone, and level of assumed expertise is in its response.

Department-Specific Prompt Examples
Operations / Project Management:
“You are a project coordinator. Review the following task list and identify the three items most likely to create a bottleneck based on dependencies and due dates. Explain your reasoning briefly: [task list].”

Sales / Business Department:
“You are a B2B sales professional preparing for a discovery call. Based on the following company overview and recent news, draft five open-ended discovery questions that could surface unmet needs without leading the prospect: [paste company info].”

Finance / Analysis:
“You are a business analyst. Here is our Q1 revenue data by product line. Summarize the key trends, flag any anomalies, and suggest two hypotheses that could explain the underperformance in the software segment: [paste data].”

NOTE: Include the data only if this is an approved tool with appropriate data security safeguards in place.

Marketing:
“You are a content strategist for a regional professional services firm. Generate five LinkedIn post ideas for this month that address our target audience of small business owners. Tone: authoritative, but approachable. Do not use jargon.”

HR / Management:
“You are an HR professional writing a job description for a mid-level operations analyst role at a 5—person company. The role involves workflow analysis, vendor management, and process documentation. Write a clear description under 350 words.”

Iteration: How to Refine AI Output
AI outputs rarely require zero editing, and that is expected. Treat the first response as a draft and use follow-up prompts to refine it:
· “That’s a good start. Make it more concise, cut to 3 bullet points.”
· “Revise the tone to be less formal. This is for an internal Slack message, not a client email.”
· “The second point is not accurate for our context, replace it with [correct information].”
· “Add a section addressing the concern that this change may impact the operations team.”
The iterative approach can produce significantly better results than writing a perfect prompt on the first attempt.
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Never Input Confidential Data
The most consequential mistake business users make is pasting sensitive company or client information into AI tools that are not approved for handling confidential data. 

The following must not be entered into AI tools without explicit approval:
· Customer names, contact details, or account numbers
· Employee personal information (salaries, performance reviews, HR records, etc.)
· Financial projections, M&A strategy, or pricing models
· Contracts, legal filings, or privileged communications
· Any document marked Confidential or Internal Use Only

Verify AI Outputs Before Acting on Them
AI tools produce plausible-sounding text that can be factually incorrect, a phenomenon called hallucination. The risk is highest when AI outputs inform decisions about finance, legal matters, personnel, or customer-facing communications. Business users must apply a verification standard appropriate to the level of risk the output represents.

Red flag signs of hallucination: Overly specific statistics without a clear source, confident claims about recent events, names or citations that cannot be independently verified, and logic that is internally consistent, but externally inaccurate.

Maintain Human Ownership of Decisions
AI is a decision-support tool, not a decision-maker. No material business decision involving budget, personnel, contracts, or customer commitments should be made solely on the basis of AI output without a human applying professional judgment. AI can summarize, analyze, and suggest. Humans own the outcome.

Be Transparent About AI Use
When AI tools contribute meaningfully to a deliverable, be transparent about that use when appropriate:
· Inform clients if a deliverable they expect to be human-authored was substantially AI-generated, consistent with any agreement or disclosure obligations
· Do not represent AI-generated analysis as proprietary company research without meaningful human refinement and validation
· Internal team members should feel comfortable noting when AI assisted in preparing a document, enabling peers to apply appropriate scrutiny
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AI workflow automation tools go beyond chat-based AI by connecting applications and automatically triggering actions. These tools can deliver significant productivity gains but also carry heightened data-handling risks.

High-Value Business Automation Opportunities
· Document routing and approval workflows that automatically route contracts, invoices, and forms to the right approvers based on content
· Report generation that can auto-compile KPI dashboards and send scheduled summaries to leadership
· Customer inquiry triage that can use AI classification to route inbound tickets or emails to the right team
· Meeting follow-up automation that can trigger task creation and calendar reminders from meeting transcript summaries
· Data entry and CRM updates that parse structured data from emails or forms and populate records automatically

Governance Requirements for Automated Workflows
Any workflow that processes customer data, financial transactions, or employee information requires additional oversight:
· Document every workflow that involves AI, including what data it accesses and what actions it can take
· Implement human checkpoints at any decision point that affects a customer, vendor, or employee
· Test automated workflows in a non-production environment with sample (not production) data before going live
· Monitor for drift as automated workflows can produce incorrect results if the underlying data format or tool behavior changes; schedule regular reviews
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For Developers
	Do
	Don’t

	Review and test all AI-generated code
	Commit AI-generated code without review

	Use role-specific, context-rich prompts
	Paste credentials or secrets into AI tools

	Scan dependencies suggested by AI
	Assume AI-generated code is secure

	Restrict AI assistant file system access
	Grant AI agents production system access

	Log AI interactions in production systems
	Use consumer AI tools for proprietary code

	Threat AI output as a starting draft
	Merge without static analysis or testing




For Business Users
	Do
	Don’t

	Use the Goal-Context-Constraint framework
	Submit vague, context-free prompts

	Verify facts and figures independently
	Act on AI output without verification

	Assign the AI a role for better output
	Paste customer or employee data into unapproved tools

	Iterate and refine output with follow-ups
	Use AI as the sole basis for personnel or financial decisions

	Disclose AI use when appropriate
	Represent AI-generated work as fully human-authored without review

	Use approved enterprise AI tools
	Use personal or free-tier AI tools for company work
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If you encounter any of the following, report it immediately to IT or your management:
· An IT tool produced an output that disclosed information that you did not provide it
· You believe confidential data was inadvertently entered into an AI tool
· An AI-generated output contained false information that was acted upon before discovery
· You discovered an AI tool being used by a team member in a manner that appears to violate this guidance and/or policy
· You received a prompt injection attempt, suspicious AI behavior, or an AI-generated communication from an unexpected source

The AI landscape is evolving rapidly. These guidelines will be updated at least annually. Employees who identify emerging risks or have suggestions for improvement are encouraged to share them with [responsible person/role].
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The following are additional resources on using AI tools securely.
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AI Coding Assistants: 17 Risks from Forbes
https://www.forbes.com/councils/forbestechcouncil/2025/03/21/ai-coding-assistants-17-risks-and-how-to-mitigate-them/ 

Backslash: Claude Code Security Best Practices
https://www.backslash.security/blog/claude-code-security-best-practices 

Claude code security: enterprise best practices & risk mitigation from MintMCP
https://www.mintmcp.com/blog/claude-code-security 

The Risks of Code Assistant LLMs from Unit 42 at Palo Alto
https://unit42.paloaltonetworks.com/code-assistant-llms/ 
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Prompt engineering: A guide to improving LLM performance from CircleCI
https://circleci.com/blog/prompt-engineering/#c-consent-modal 

AI hallucinations: what business leaders should know from PWC
https://www.pwc.com/us/en/tech-effect/ai-analytics/ai-hallucinations.html

SMB Compliance in 2025 from Intelligent Dataworks
https://intelligentdataworks.ai/smb-compliance-in-2025-what-really-matters-and-how-ai-keeps-you-ahead/ 
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