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We propose a fault-tolerant quantum computer architecture for trapped-ion devices, which we
call the walking cat architecture. Our blueprint includes a compiler, a detailed description of
all the quantum error-correction protocols, a micro-architecture, a sufficiently fast decoder, and
thorough simulations. The backbone of the architecture is a cat factory, producing cat states
distributed throughout the machine, which are consumed to perform logical operations. The walking
cat architecture is based entirely on a modern quantum error-correction approach called low-density
parity-check (LDPC) codes. We design two factories that produce magic states directly in a quantum
LDPC code, based respectively on the Meier, Eastin, and Knill scheme and on cat-based Clifford
measurements.

We identify promising instances of the walking cat architecture, such as (1) a simple architecture
based on a single LDPC code used both as a memory and as a magic factory, (2) a fast architecture
based on fast logical gates relying on a [[70, 6, 9]] code we introduce here, equipped with Clifford-
frame tracking for any 6-qubit Clifford gate, and (3) a dense architecture based on a new [[102,
22, 9]] code encoding 22 logical qubits per memory block. Our dense architecture provides a design
with 110 logical qubits executing about one million 7" gates per day using only 2,514 physical qubits,
which counts all qubits used for correction of errors, leakage and loss, magic factories, cat factories,
reservoirs, and routing qubits. Using our fast architecture with 10,000 physical qubits, we estimate
that the quantum Hamiltonian simulation of a Heisenberg model on 100 sites can be executed within
one month, including all shots required to achieve chemical accuracy, suggesting that such a device
could enter the regime of classically intractable physics simulations.

Our design relies on hardware components that have been experimentally demonstrated on small
devices. We emphasize simplicity over hypothetical performance to facilitate the practical realization
of this machine. Based on this approach, we believe that a fault-tolerant quantum computer with
hundreds of logical qubits capable of running millions of logical gates can be built in the near term,
providing a platform to explore a broad range of applications.
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Part 1

Introduction and
overview

I. INTRODUCTION

Current quantum computers, broadly classified as
Noisy Intermediate-Scale Quantum (NISQ) devices [I],
can run thousands of gates on hundreds of physical
qubits [2], but rapidly accumulate errors during execu-
tion. While such devices are experimentally impressive,
solving utility-scale problems will likely require a fault-
tolerant quantum computer (FTQC) capable of reliably
executing tens of millions of gates on thousands of qubits
[3]. The transition from a NISQ device to a large-scale
FTQC calls for more than just a substantial increase in
gate and qubit count; it requires a paradigm shift in
terms of architecture [4]: Whereas a NISQ application
is compiled directly into the physical instructions avail-
able on the physical qubits, an FTQC application must
be decomposed into logical instructions executed on log-
ical qubits, which are themselves encoded into blocks
of physical qubits that are corrected regularly to avoid
the accumulation of errors. This imposes stringent con-
straints on the design of an FTQC, requiring a funda-
mental rethinking of the architecture from compilation
to micro-architecture, with an entirely new intermediate
layer describing error correction and logical instructions
as represented in Fig.

Quantum computation at the logical qubit level in-
curs significant qubit and gate overheads, but improved
resource estimates suggest that practical applications of
quantum computing may yet be closer than previously
expected [3, BHR]. They show, for instance, that an
FTQC with about 100,000 physical qubits could be suffi-
cient to break widely adopted cryptographic protocols—
uch as 2,048-bit RSA or 256-bit ECC—in a reasonable
amount of time [9HI3]. Such estimations rely on the use
of modern quantum error-correcting codes [14] such as
quantum low-density parity-check (LDPC) codes [15} [16],
more efficient operations [I7H25], quantum algorithm im-
provements [I3], and significant expectations for hard-
ware advances.

Despite great progress toward resource estimates for
quantum computation [11 12, 26H29], an end-to-end
blueprint for an FTQC architecture based on modern
quantum error-correcting codes and designed with real-
istic engineering constraints in mind is still missing in the
literature. In this work, we bridge the gap from NISQ de-
vices to FTQCs by providing a detailed FTQC architec-
ture for a trapped-ion quantum computer [30], includ-
ing compilation, quantum error correction, and micro-
architecture, together with a sufficiently fast decoder to
correct errors faster than they accumulate, based entirely
on quantum LDPC codes. We rely extensively on archi-

tecture principles and techniques developed by the clas-
sical computer architecture community to leverage their
extensive experience in computer design [31],[32]. In par-
ticular, we borrow the three design principles from [32]:
hierarchy, modularity, and regularity, which we comple-
ment with simplicity, crucial when building a new type
of device with formidable complexity. See Section [[] for
a discussion on the design principles we follow.

Our architecture for a trapped-ion FTQC is capable of
running millions of gates on hundreds of logical qubits
using only a few thousand physical qubits, and is based
on hardware components already experimentally demon-
strated in small devices. We select the regime of hundreds
of logical qubits and millions of gates because it is far
beyond classical simulation capability, it surpasses any
NISQ machine, and we expect that such a machine would
empower the broad scientific community to explore new
quantum computing applications. We anticipate that a
device utilizing our proposed architecture can be built in
the near term, constituting a major advance in quantum
computational power and being a stepping stone toward
larger FTQCs.

The primary goal of this paper is to provide a
blueprint to enable this breakthrough, including a com-
plete description of the architecture components and sub-
components, as well as thorough simulations of their per-
formance. The result is an FTQC design capable of exe-
cuting a complex quantum program described in a high-
level language, which is then mapped onto a sequence of
low-level device instructions, which, in our case, refers
to the instructions available in a trapped-ion quantum
computer. These low-level instructions are described by
the Quantum Charge-Coupled Device (QCCD) architec-
ture [33] [34], which allows us to move ions in a two-
dimensional chip and perform single-qubit gates, two-
qubit gates, and measurements in dedicated zones of the
chip. The QCCD architecture has been validated exper-
imentally on devices with up to 98 qubits [35-38] and
many trapped-ion experiments have been reported [39-
50]. NISQ architectures for trapped ion quantum com-
puters are considered in [33] 34, E7H61] and certain as-
pects of FTQC architecture based on surface codes and
color codes are discussed in [62H68]. We significantly ex-
pand this line of work by providing a unified picture from
compilation to micro-architecture, using a modern ap-
proach based on quantum LDPC codes and achieving a
more efficient encoding.

Our proposed FTQC architecture, which we call the
walking cat architecture, is designed based on the three
levels of abstraction corresponding to layers of the hi-
erarchy in Fig. it includes a compiler, producing a
sequence of logical instructions corresponding to an in-
put quantum program, a logical architecture, providing
a description of the logical operations available, and a
micro-architecture mapping the logical instructions onto
QCCD instructions.

The walking cat architecture relies on two essential
features of trapped ions. First, we leverage the record
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FIG. 1: Layers of abstractions of an FTQC architecture.
Depending on the context, one may consider a refined
decomposition of some of the layers. The top layer
provides a description of a quantum program. It is
mapped onto a sequence of logical instructions by the
compiler. Following the convention of the quantum
computing community, we use the term logical as a
synonym for error-corrected and we refer to the
operations used to design logical instructions as physical
instructions. The physical instructions are mapped onto
the device instruction by the micro-architecture. In the
case of trapped ions, the device instructions represent
the operations available in a QCCD quantum
computer [33] 34]. This paper focuses on the three inner
layers of this stack. A more refined stack used in
classical computer architecture can be found in [32].

fidelity of electronic qubit control, demonstrated experi-
mentally with two-qubit gates fidelity above 99.99% [69]
and single-qubit gates fidelity above 99.999% [70]. These
high-fidelity operations allow for the preparation of large
resource states—which are post-selected with a small re-
jection probability to remove residual errors—in a regime
where more noisy technologies would be facing rejection
probabilities close to 1. The resource states we rely on are
physical cat states, after which we name our architecture.
Cat states appeared in fault-tolerant quantum computing
as early as 1996, when Shor built the first fault-tolerant
quantum error correction scheme [4]. However, they are
typically reserved for small codes and rarely adopted in
practical FTQC architectures for the reasons explained
above. Second, the ability to reliably move ions [33], [71]
lets us transport qubits through the machine. This un-
locks the ability to implement non-local quantum error-

correcting codes such as quantum LDPC codes, known
to outperform surface codes [72] [73], providing a simple
alternative to the manufacture of long-range couplers re-
quired to implement these codes with superconducting
qubits [IT}, [73]. We also leverage qubit transport to es-
tablish connections between physically separated logical
qubits, allowing us to build fully connected logical qubits.

We discuss several instances of the walking cat archi-
tecture, achieving different tradeoffs between space, time
and simplicity. We showcase three carefully engineered
quantum LDPC codes with parameters [[102,22,9]],
[[70,6,9]] and [[54, 2, 10]], which we refer to as Q102, Q70
and Qb54, respectively.

1. Our simplest instance relies entirely on a single
quantum error-correcting code, in contrast to other
proposed architectures which use a variety of codes
for memory, magic state cultivation, CCZ state
production [IT), T2, 29]. The code Q70 is care-
fully selected to allow for the implementation of the
magic state distillation scheme of Meier, Eastin,
and Knill, referred to as the MEK scheme [74].
This code is used to perform quantum error correc-
tion in the memory and to produce magic states,
unifying the design of the memory block and the
magic factory. As a memory, it stores 6 logical
qubits, and as a magic factory it produces 2 logi-
cal magic states which can be consumed to perform
two T gates. The single-code architecture discussed
in Section [VIITF] allows to adjust the allocation of
resources to memory or magic state production dur-
ing the computation to accommodate the compiler
needs.

2. To obtain faster gates, we design a more efficient
magic factory utilizing cat-based Clifford measure-
ments in Q54, which we call CH2. Moreover,
our architecture provides a quasi-instantaneous im-
plementation of any Pauli operation and any 6-
qubit logical Clifford gate by software-based frame-
tracking inside any memory block based on Q70.
For comparison, the surface code generally only al-
lows for the frame-tracking of Pauli operations [75].

3. We propose a high-rate memory based on Q102,
which encodes 22 logical qubits into 102 phys-
ical qubits, providing 2.75x more logical qubits
than biplanar LDPC codes of [73] with compara-
ble length and minimum distance (e.g., [[90, 8, 10]],
or [[108,8,10]]). Moreover, we prove in Proposi-
tion [6] that such quantum LDPC codes cannot be
implemented within the biplanar architecture, illus-
trating the greater flexibility of trapped ions. For
comparison, if we were to use surface codes, encod-
ing 22 logical qubits with the same minimum dis-
tance would require 1782 physical qubits instead of
102 using Q102.

Table [[] illustrates the performance of different in-
stances of the walking cat architecture with about 100 to



200 logical qubits, capable of implementing up to 1 to 10
million T gates per day (including magic state production
and T gate implementation). The 5 x Q102 4+ 1 x CH2
configuration provides a memory of 110 logical qubits
and executes up to a million 7" gates per day using only
around 2,500 qubits. With 7,600 qubits, one can reach
220 logical qubits and more than 10 million T" gates per
day.

Table [I] corresponds to a target logical error rate of
10719, A larger number of logical qubits can be obtained
when targeting a higher logical rate or by varying the
degree of parallelism of logical operations.

Configuration I(;?lgblictzl T gates/day P(;i’]:llf:l
17 x Q70 + 3 x MEK 102 1.3M 5,722
17 x Q70 +1 x CH2 102 1.1M 5,280
5 x Q102+ 1 x CH2 110 1.0M 2,514
17 x Q70 + 24 x MEK 102 10.4M 11,847
17 x Q70+ 9 x CH2 102 10.3M 8,114
5 x Q102 4+ 10 x CH2 110 10.56M 5,475
34 x Q70 + 3 x MEK 204 1.3M 10,625
34 x Q70+ 1 x CH2 204 1.1M 10,239
10 x Q102+ 1 x CH2 220 1.0M 4,540
34 x Q70 + 24 x MEK 204 10.4M 17,000
34 x Q70+ 9 x CH2 204 10.3M 13,264
10 x Q102 + 10 x CH2 220 10.5M 7,559

TABLE I: Examples of instances of the walking cat
architecture and their computational power. A
expanded version of this table including the detailed
qubit allocation can be found in Section [VIIT D}

We estimate that Shor’s algorithm can be executed in
an instance of a walking cat architecture with the con-
figuration 34 x Q70 4+ 9 x CH2, which consumes about
13,000 physical qubits to factor 30-bit numbers within
less than a day. This allows us to factor a number
such as 1,071,514,531 = 32,749 x 32,719. For compar-
ison, the record-size implementation of Shor’s algorithm
in a quantum device remains to be the factorization of
15 =3 x 5 [76]. See [77] for a discussion on the difficulty
of quantum factorization.

Rather than optimizing a specialized architecture for a
specific application, such as breaking cryptosystems, the
aim of this work is to lay the foundation for a general-
purpose FTQC with greater flexibility. We prioritize
practical simplicity over performance in order to facili-
tate the fabrication of the actual machine, recognizing
the integration complexity of a system at this scale. In
the future, we consider improving efficiency for specific
applications by integrating specific components such as
an optimized adder or the 87-to-CCZ distillation factory
of [10]. With hundreds of logical qubits and millions of
T gates available, we expect this machine to play a key
role in exploring new applications in a broad range of
scientific domains.

To illustrate the potential of our FTQC architec-
ture, we compile the quantum Hamiltonian simulation

of a Heisenberg model on a random regular graph with
degree-seven over 100 sites on the walking cat architec-
ture, which utilizes 162 logical qubits and about 10,000
physical qubits. We estimate that the execution of this
quantum algorithm, including all the shots needed to
reach sufficient accuracy, would take about one month.
We expect this type of material science problem on high-
degree regular graphs (e.g., 3D glasses) to be classically
intractable and out of reach for NISQ machines, as it
requires millions of quantum gates.

The remainder of this paper is organized as follows.
Part [2] introduces the moving-qubit model, which de-
scribes the physical instruction set used to the build the
logical architecture, and its noise model. An overview
of the logical architecture, its components and their sub-
components, and a description of the logical instruction
set is provided in Part [3] Then, Part [] provides an in-
depth description of the implementation of each compo-
nent of the logical architecture, illustrated with simu-
lations. The micro-architecture is described in Part [Bl
Finally, Part [6] describes the compiler and provides re-
source estimates for quantum applications executed on
instances of the walking cat architecture.

II. ARCHITECTURE DESIGN PRINCIPLES

This section discusses our design strategy, inspired by
classical computer architecture. We use the abstraction
levels of Fig. [I]to design an architecture allowing for the
decomposition of a quantum program into low-level de-
vice instructions so that it can be executed.

To enable the execution of quantum programs, we de-
sign a logical architecture set, providing a set of instruc-
tions that can be fault-tolerantly implemented on the log-
ical qubits. The logical instructions and their cost (ex-
ecution time, qubit consumed, etc.), accounting for the
resources consumed by all error-correction subroutines,
is given to the compiler. The compiler is designed to be
agnostic to the details of the error correction subroutines:
a change in one of these subroutines requires only an up-
date to the resource cost, not to the compiler, directly.

The logical architecture is built around a simplified
model of for the QCCD architecture that we call the
moving-qubit model, and detail fully in Section [[V] The
goal of this model is to capture the crucial features of
the QCCD architecture, while removing technical details
that are not expected to significantly affect the perfor-
mance of our error correction protocols. For example, in
the QCCD architecture, implementing a two-qubit gate
requires four steps: transporting the two target qubits to
a gating zone, merging them into a two-qubit chain, ap-
plying the gate, and finally splitting the temporary chain.
This level of detail is unnecessary when designing a quan-
tum error correction scheme. Instead, the moving-qubit
model assumes that qubits are placed on the sites of a
square grid and that two-qubit gates can be implemented
on nearest neighbors.



The moving-qubit model is designed to capture the
ability to move qubits and the locality of two-qubit gates,
and includes noise in all qubit operations, idling, and
transport. We also factor in leakage and loss, which is
not considered in many resource estimations. We refer
to the instructions available in the moving-qubit model
as the physical instruction set.

Once the logical architecture is designed, our final task
in detailing all layers of abstraction in Fig.[l|is to map to
the device instructions. While the most straightforward
way to do this would be decomposing each instruction
of the physical instruction set into instructions available
within the constraints of the QCCD chip, doing so could
alter the performance of the error-correction protocols
and logical instructions built within the logical architec-
ture layer. To avoid this, the approach we take is to
optimize the mapping of an entire component of the logi-
cal architecture and the logical instructions they provide
directly onto the device instructions. We refer to the
low-level description of a logical architecture component
as the micro-architecture of a component. In this work,
we propose a micro-architecture for the three most crit-
ical components of the logical architecture: the memory
block, the magic factory and the cat factory. By imposing
this hierarchy, we can explore the algorithmic impact of
component performance targets, which then inform a co-
design process between the micro-architecture and chip
design.

Our architecture is designed based on the following
HMRS (pronounce ‘hammers’) principles, inspired by
classical computer architecture.

e Hierarchy: The chip is tiled with components that
execute sub-components. For the components, we
use memory blocks to store logical qubits, magic
factories, cat factories and Bell factories producing
their respective states, and a qubit factory used to
replace lost qubits due to ion loss.

e Modularity: The components execute their func-
tions independently, in parallel with other compo-
nents, and they interface exclusively through re-
source states produced in a component and trans-
ported to another component where they are con-
sumed.

e Regularity: The chip is tiled with many copies of
the same components and the memory block and
the magic factory use identical sub-components for
error correction, leakage detection, loss detection,
and decoding. Moreover, our architecture is built
around cyclic shifts of the qubits which move qubits
along a ring. This primitive is easy to implement
using trapped ions and extensively used in memory
blocks, magic factories and cat factories. Finally,
the walking cat architecture is entirely based on
quantum LDPC codes, unlike previous work, which
typically uses a combination of topological codes
and LDPC codes. We introduce a unified error-
correction framework to encompass all the code

layouts used in our architecture including general-
ized bicycle (GB) codes [78], bivariate bicycle (BB)
codes [73] and cyclic hypergraph product (HGP)
codes [79]. As a result many quantum LDPC codes
can be immediately integrated in our architecture

(see Appendix .

e Simplicity: To reduce the risks coming with the
design of an entirely new type of computer, we pri-
oritize simplicity. We design new magic factories,
which do not rely on the widely adopted magic state
cultivation [IT], 12| [I8] 29], because cultivation is
quite technical, involving color codes, surface codes
and a merge color-surface codes. Moreover, we rely
exclusively on cat states to perform logical mea-
surements, whereas most recent works use complex
resource states [I7], T9H23]. The simplicity of our
approach is well illustrated by the walking cat ar-
chitectures using the single LDPC code in all the
memory blocks and the magic factories.

The first three principles are adopted from classical com-
puter architecture community [32]. Simplicity is added
for our purpose to reduce the risks in the hardware design
and manufacture of the machine.

Our architectural blueprint is substantially more de-
tailed than typical resource estimations in several ways.
Rather than giving a rough gate-count estimate for a
specific algorithm, we fully specify a compiler, evaluate
a complete logical architecture, and propose a concrete
micro-architecture—critical details often omitted from
high-level resource estimates. We account for not only
circuit-level noise but also leakage and qubit loss, both
of which can significantly impact resource estimates. We
provide a noise sensitivity analysis to investigate the im-
pact of varying different sources of noise (two-qubit gate
noise, measurement noise, idle noise, transport noise, loss
or leakage). We estimate reloading requirements, and
also describe all the routing paths required to reload
qubits in each component of the architecture. We include
local reservoirs in the components where fast reloading
is required to avoid stalling the whole computation, or
seriously harming the code performance by letting the
impact of a qubit loss spread. Moreover, we include a
global reservoir that stores freshly loaded qubits until
they are distributed to refill the local reservoirs. The
tradeoff between the ion reloading speed and the global
reservoir size is optimized using a discrete-time Markov
chain, see Section [XVI} Finally, we provide a streaming
decoder fast enough for online decoding and we analyze
its runtime distribution over millions of rounds of error
correction. Our results show that our decoder is suffi-
ciently fast and accurate for real-time decoding and its
reaction time is small enough to avoid stalling logical op-
erations in the walking cat architecture.

Throughout this paper, our estimate for the time to so-
lution of quantum algorithms is based on resource counts
within the moving-qubit model. Namely, we assume that
preparation, gates and measurement all take 200 micro-



seconds while a transport step is executed in 10 micro-
seconds (see Section for details). While directly sim-
ulating our micro-architecture at the device instruction
level would give a more accurate estimate for the time to
solution, we expect that progress in hardware design will
lead to variations in the micro-architecture runtime that
will make our result inaccurate rapidly after the publi-
cation of this paper. To keep this paper relevant over
the long term, we use the simplified time estimate based
on the moving-qubit model which we expect to be more
stable over time. Moreover, the main message of this
paper—that we expect to be able to build a breakthrough
machine capable of running millions of gates on hundreds
of logical qubits in the near-term—is not affected by small
variations of the operation time. The main goal of the
micro-architecture presented in this work is to provide a
detailed proof-point of the logical architecture to facili-
tate the fabrication of the actual machine.



Part 2
The moving-qubit model

III. REVIEW OF THE FULLY CONNECTED
MODEL

In this section, we review the fully connected model
which is one of the most popular model for the simula-
tion of quantum error correction codes and fault-tolerant
gadgets. This model assumes no restriction on qubit con-
nectivity or operation parallelism, and errors are modeled
as depolarizing noise inserted after each operation at the
physical circuit level. The main features of the fully con-
nected model are summarized in Table [l

. . Error rate|Error rate
Operation |Location . ..
(uniform) | (ionic)
Preparation |Any qubit p p/10
One-qubit gate|Any qubit P p/10
Two-qubit gate| Any pair P P
Measurement |Any qubit P p/10
Idle Any qubit P p/100

TABLE II: Operations in the fully connected model.

We consider a register of qubits equipped with the fol-
lowing operations: Preparation of a single-qubit state,
single-qubit unitary gates, two-qubit unitary gates such
as CX (CNOT), CY, CZ, and measurement of a qubit
in any basis. We assume that measurements are non-
destructive. The state of a qubit after measurement is
either |0) or |1), depending on the outcome measured.
We can reset a qubit left in |1) to |0) by applying an X
gate. We assume that this reset if free as it can be done
by relabeling the two qubit states in the classical control.
This technique is sometimes referred to as physical Pauli
frame tracking [75], B0H&4].

We assume that the qubits are fully connected in the
sense that two-qubit gates acting on any pair of qubits
are available.

For simplicity, we suppose that any operation is imple-
mented in depth one, i.e., all operations take the same
amount of time. Moreover, we assume full parallelism,
which means that any disjoint set of operations can be
implemented concurrently.

With uniform circuit-level noise, single-qubit prepara-
tions, idle qubits, and unitary gates (single-qubit or two-
qubit) are followed by depolarizing noise on their sup-
port. The noise rate is p for preparations, idle qubits, and
unitary operations. Measurement outcomes are flipped
with probability p.

The ionic circuit-level noise is defined similarly but
with noise rate p for two-qubit gates, p/10 for single-
qubit operations, and p/100 for idle steps. In the rest of
this paper, we adopt this variant of the circuit-level noise
because it is a reasonable model for trapped ions.

The main advantage of the fully connected model is

that it is widely adopted in the literature, which facili-
tates comparison with previous work. However, it does
not include locality constraints of quantum operations
and qubit transport. Moreover, important sources of
noise are missing, such as qubit losses or leakages, which
we consider next in Section [Vl

IV. THE MOVING-QUBIT MODEL

The moving-qubit model is a refined version of the fully
connected model, capturing the main features of a two-
dimensional grid of qubits, where qubits can be physically
moved. In this model, they are susceptible to not only
circuit-level noise, but also leakages and qubit losses. The
main features of the moving-qubit model are summarized
in Table [II}

Operation Location Error | Loss |Leakage| Time
rate | rate rate |(in POC)
Preparation Any qubit p/10 Ploss Pleak 1
One-qubit gate Any qubit p/10 | Dioss Dleak
Two-qubit gate | Nearest neighbors| p Ploss Dleak 1
Measurement Any qubit p/10 Ploss Pleak 1
Leakage reset Any qubit p/10 Ploss Pleak 1
Idle Any qubit p/100 | Pioss Pleak 1
Transport step Any qubit /2000 | pross /20| preax/20 1/20

TABLE III: Operations in the moving-qubit model.
The operation time is measured in physical operation
cycle or POC (see Section [[VB]). Other variants of the

moving qubit model can be considered by adjusting the
relative strength of noise sources.

Our main motivation is to explore the design of
fault-tolerant quantum computing architectures based on
trapped ions [33]. The moving-qubit model may also pro-
vide insights for neutral atoms [85], spin qubits [86], and
electrons floating on helium [87]. We use this model to
design and optimize a fault-tolerant quantum computing
architecture. In Section [KIX] we discuss a refined design
for trapped ions based on a micro-architecture model that
captures more detailed features of the chip.

A. Operations available

The chip is represented by an L x L square grid of sites.
Each site is either empty or it holds a physical qubit. A
site cannot hold more than one physical qubit. When
it is clear from the context, and no confusion is possible
with the logical qubits, we refer to the physical qubits as
qubits.

Qubits are moved through sequences of transport steps.
During a transport step, each qubit either remains in its
current site or is moved to one of the four neighboring
sites, with the constraint that after these moves any site
still contains at most one qubit. We allow a transport
step to swap neighboring qubits.



Our architecture is designed around specific transport
paths that can be optimized in hardware. The cyclic
shift is one such transport operation during which a set
of qubits move all together along a loop. Several compo-
nents of our architecture are built on top of cyclic shifts
of the qubits.

In addition to transport, we consider the same opera-
tions as in the fully connected model, with the exception
that two-qubit gates are only available between nearest-
neighbor sites. We call these computational operations.
We assume that transport and computational operations
cannot be performed simultaneously.

B. Operation time

We refer to the concurrent implementation of a set of
disjoint computational operations as a physical operation
cycle or POC, and the time it takes as the POC time.
The POC time of each operations of the moving-qubit
model is reported in Table [[TT}

To keep the model simple, we assume that all compu-
tational operations take the same amount of time, equal
to 1 POC. The measurement time is set to 1 POC, in-
cluding the leakage and loss measurement introduced in
Section [V Dl We could assume that measurements with-
out leakage and loss outcome are faster, but we do not
distinguish these cases for simplicity. The leakage reset
also takes 1 POC and is treated as a computational oper-
ation. Any set of computational operations acting non-
trivially on disjoint sets of qubits can be implemented
simultaneously in 1 POC.

We assume that transport is faster than computational
operations, and a transport step is implemented in 1/20
POC. For long-distance transport, we use a highway ca-
pable of faster transport. For simplicity, we assume that
the highway transport is instantaneous. This assumption
is discussed in Section [XIX]

C. Noise model

We consider the same noise rates as in the ionic circuit-
level noise for computational operations, which we com-
plement with qubit loss and leakage to make the model
more realistic.

During a transport step, we assume that all qubits,
transported or idle, suffer from independent depolariz-
ing noise with rate p/2000. This corresponds roughly to
1/20th of the idle noise per POC. This model is moti-
vated by the fact that transport noise is expected to be
similar to idle noise for trapped ions [7I] and the factor
1/20 comes from the fact that a transport step is assumed
to be 20 times faster than a computational operation (see
Section .

Qubit loss originates from the physical loss of the car-
rier of the quantum state (e.g., an atom or electron),
which requires replacement. We define a qubit loss rate
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Ploss per POC: after each POC, each qubit is lost in-
dependently with probability pjoss. During transport,
each qubit, transported or not, incurs an independent
loss probability piess/20 per transport step. Any non-
measurement operation involving a lost qubit is replaced
with the identity operation, and any two-qubit gate in-
volving a lost qubit propagates the loss to the other qubit
involved in the gate. One could consider a model where a
loss does not always propagate through a two-qubit gate.
By designing our architecture for the most harmful model
where losses propagate the fastest, we guarantee that it
is also viable for other loss models. Loss measurements
are discussed in Section [VD] The replacement of lost
qubits requires reloading which is allowed during trans-
port steps by inserting fresh qubits into empty sites on
the boundary of the L x L grid, provided no site is doubly
occupied at the end of the step.

We define a qubit leakage rate pieax per POC. Phys-
ically, leakage processes result from encoding qubits
in objects which themselves possess higher-dimensional
Hilbert spaces. A leaked qubit remains in the same
site, but its state is mapped onto the orthogonal comple-
ment of the computation space, which we call the leakage
space. After each POC, each qubit leaks independently
with probability pieak. During transport, we assume a
leakage rate preax/20 per qubit per transport step. Any
two-qubit gate involving a leaked qubit is replaced by
the identity (i.e., the two-qubit gate is removed), and
the noise associated with the gate remains. Any single-
qubit gate involving a leaked qubit is similarly replaced
by the identity with its associated noise applied. We as-
sume that an leakage reset operation is available to reset
a leaked qubit to the maximally mixed state /2 |88, [89].
If a leaked qubit experiences loss, it becomes a lost qubit.
When a leaked qubit interacts with a lost qubit, the loss
propagates to the leaked qubit.

D. Loss and leakage measurements

In addition to measurement in the computational ba-
sis, which projects a qubit onto the state |0) or |1) and
returns the corresponding outcome 0 or 1, we assume that
our system is equipped with measurements informing us
about qubit loss and leakage [90].

The loss measurement of the qubit returns the outcome
‘lost’ if this qubit is lost and the leakage measurement
of the qubit returns the outcome ‘leaked’ if the qubit is
leaked. Loss and leakage measurements are only avail-
able immediately after a qubit is measured in the com-
putational basis, and, for simplicity, we assume that they
are applied after every measurement. Therefore, one can
think of these operations as four-outcome measurements
returning one of the four values 0, 1, ‘lost’ or ‘leaked’.
We assume that the outcomes of the loss and leakage
measurements are noiseless. More details on their imple-
mentation can be found in Section [XIXl



E. Noise strength and physical operation cycle
time

In this work, the logical architecture and all its com-
ponents are built for the moving-qubit model. We focus
on the noise regime with p = 1074, pleax = 107° and
Ploss = 1077. We assume a POC time of 200.s.

Experiments on small trapped-ion devices with elec-
tronic qubit control show two-qubit gates with noise rate
of the order of 10~* [69] and single-qubit gates with
noise rate around 107 [70], we motivates us to prove
the regime p = 1074,

We motivate preax = 107° and pigie = 1076 with the
assumption that the qubit levels are encoded inside the
Ds > metastable states of 3"Ba*, both of which decay
at a 1/e lifetime of approximately 30 seconds [9I]. The
qubit levels can be chosen such that they are first-order
insensitive to magnetic field noise and with low second-
order field sensitivity, such that the encoded qubits can
have long coherence times greatly exceeding their natural
lifetime (136 + 42 s demonstrated in Ref. [92]) if erasure
errors from decay to ground states are detected. Imper-
fections in gate mechanism can add additional leakage
error rate on top of the 6.7 x 1079 contribution from the
30 s lifetime, and we assume that less than 10 % of the
total two-qubit gate error budget comes from exciting un-
wanted spectator transitions based on preliminary atomic
physics simulation. We assume pjoss = 1077 and provide
a motivation based on experimentally feasible vacuum
pressure and resulting collision rate between a trapped
ion and a background gas particle in Appendix [H]

A detailed discussion on the operation time in trapped-
ion devices is provided in Section [XKIX| justifying our
simplified model with 200 us per POC and 10 us per
transport step.
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Part 3
Overview of the logical
architecture

V. THE LOGICAL ARCHITECTURE
COMPONENTS

A high-level view of a walking cat architecture is repre-
sented in Fig.[2} Quantum information is stored in mem-
ory blocks and logical circuits are implemented through
two types of operations: logical magic state preparation
and logical Pauli measurements. This model of compu-
tation, called the Pauli-based computation model, intro-
duced in [93], is widely adopted in fault-tolerant quantum
computing architectures based on surface codes [10, [75]
[94] or quantum LDPC codes [11], 12, 29]. However, our
design of the components of the architecture and our im-
plementation of the logical instructions is fundamentally
different from previous work.

All the quantum codes used in this paper are stabilizer
codes [95]. For a review of the stabilizer formalism, see
Appendix

Our memory is based on quantum LDPC codes imple-
mented by moving qubits along cyclic shifts whereas su-
perconducting qubit implementations rely on long-range
couplers [29] and neutral atom implementations typically
rely on long-distance transport of blocks of qubits [28] or
long-range Rydberg gates [96] [07]. Moreover, our mem-
ory is equipped with leakage and loss correction, ignored
in these previous works.

Logical magic states are produced in magic factories
and consumed to implement logical T' gates on memory
qubits. We design new classes of magic factories based
on custom LDPC codes. Previous architectures typically
rely on magic state distillation in surface codes [98] [99]
or magic state cultivation [I8].

Logical Pauli measurements are implemented using
physical cat states produced in cat factories and trans-
ported next to the qubit to measure. The idea of using
cat states to perform fault-tolerant measurements origi-
nates from Shor’s first paper on fault-tolerant quantum
computing [4] but is rarely used in fault-tolerant quantum
computing architecture because building large cat states
generally requires many attempts. Recent experimental
breakthroughs proved that trapped ions can achieve fi-
delity above 99.99% [69], unlocking the ability to prepare
large cat states in few attempts. Moreover, because one
can move qubits, we can design dedicated cat factories in
specific regions of the chip and transport the produced
cat states wherever they are needed. For comparison,
previous work relies on lattice surgery consuming large
ancilla patches of surface codes [75] or complex ancilla
qubit systems [17, [19-H23, [100].

To perform a logical measurement supported on two
different blocks, that may be far from each other, we
stitch two cat states together and send them each to one
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FIG. 2: Simplified representation of a walking cat
architecture. The logical qubits are stored in memory
blocks (M), logical magic states are generated in magic
factories (T), physical cat states are generated in cat
factories (C) and physical Bell states are generated in
Bell factories (B). The cat states are transported next to
a memory block or a magic factory where they are used
to perform a logical measurement. The Bell states are
used to stitch two cat states together, which are then
used to perform a joint logical measurement supported
on two different blocks, allowing us to entangle logical
qubits in different blocks and to distribute magic states.
Each logical measurement consumes multiple cat states.
After being measured, the cat state qubits are sent back
to Bell factories and cat factories to be reused. To
compensate for qubit loss, we include a qubit factory
(Q), consisting of a global reservoir and loading zones
(L), which loads and stores extra qubits that can be
delivered to all the components when a loss is detected.

of the blocks, where they are consumed to perform the
join measurement. The stitching is performed using Bell
states, produced in Bell factories and distributed to the
cat factories.

This section provides a qualitative overview of the
main components of the architecture and their sub-
components listed in Fig.[3] Concrete examples including
numerical estimates of the performance of each compo-
nents are provided in Section [VIII]

A. The memory component

The memory component is designed to store logical
information. Its four sub-components are responsible
for the execution of quantum error correction protocols.
The error-correction sub-component corrects errors that
preserve the computational space, the leakage correction
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FIG. 3: Representation of the main components in the

walking cat architecture and their sub-components. The

three types of interfaces between these components are
represented with diamond shapes.
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FIG. 4: A memory block consists of four rows: a row of
data qubits (dark green) to store the logical
information, a row of ancilla qubits (light green) to
perform error correction, a row of beacon qubits
(vellow) used for the detection of qubit loss, and an
initially empty row, called the “highway”, that facilitates
the transport of ancilla qubits during syndrome
extraction. Syndrome extraction consists of alternating
rounds of two-qubit gates and moves of the ancilla
qubits along three types of cyclic shifts (Section .
The highway is shown here with three “rings” to
demonstrate that there are three fundamental shift
operations used; in practice, these rings all utilize the
shared highway row. Gray qubits represent a local
reservoir used to rapidly replace lost qubits.

sub-component corrects leakages outside of the computa-
tional space and the loss correction sub-component cor-
rects the loss of a qubit. The beam decoder sub-component
uses the measurement outcomes observed to determine
the effect of errors, leakages and losses so that they can
be reversed without affecting the result of the logical com-
putation.

The logical information is stored in memory blocks,
represented in Fig. [l Each block stores k logical qubits
using an [[n, k,d]] stabilizer code, and consumes a to-
tal of 3n + 10 physical qubits split into four functions
as follows. We use n data qubits to encode the k logi-
cal qubits, n ancilla qubits to perform error and leakage
correction, n beacon qubits to correct losses [101], and
an extra 10 qubits are kept in local reservoirs inside the
memory block to refill lost qubits. We select the sta-
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bilizer code among three extensive classes of quantum
LDPC codes: generalized bicycle (GB) codes [78], bi-
variate bicycle (BB) codes [73], and cyclic hypergraph
product (HGP) codes [79] (see also [102] for the original
construction for HGP codes), giving us a broad catalog
of codes to choose from, including codes that outperform
the surface codes for storage density [73] [79, [T03].

We use a syndrome extraction circuit, and a layout
based on cyclic shifts of the ancilla qubits unifying the
BB code layout of [I04] and the cyclic HGP layout of [79]
and the GB code layout of [105]. We refer to our unifying
picture as the three-ring framework.

In what follows, we refer to a round of syndrome ex-
traction as a syndrome eztraction cycle or SEC. One can
think of the SEC time as the logical clock cycle time of
a fault-tolerant quantum computer.

We introduce a local reservoir inside each memory
block instead of using the global reservoir in order to
reload the lost qubits as fast as possible without incurring
any delay due to the transport from the global reservoir
to the memory block. The global reservoir is then used
to refill the local memory reservoirs with less stringent
time requirements.

All the codes considered in this work are decoded using
the beam decoder, which can be used for any quantum
LDPC code and achieves state-of-the-art performance for
BB codes and cyclic HGP codes [106]. To make it prac-
tical, we introduce a streaming version of the beam de-
coder, capable of decoding on-the-fly by sliding a decod-
ing window [I07HI09]. To confirm that our decoder is
sufficiently fast to fulfill the requirements for our archi-
tecture, we perform a simulation of one million SEC for
two different codes used throughout this paper. We esti-
mate the average runtime and the reaction time for the
extraction of all logical measurement outcomes during a
destructive measurement. As in previous work, we ob-
serve that the beam decoder achieves a better logical
error rate than BP-OSD [II0HIT2]. These simulations
confirm that the streaming variant of our decoder satis-
fies all the requirements of our architecture.

A complete description of the memory blocks, their
syndrome extraction circuit and all the codes we use is
provided in Section [X] The loss correction and leak-
age correction gadgets are described in Section [X] The
streaming beam decoder is described in Section [XVTI]

B. The magic factory component

The purpose of the magic factory component is to pro-
duce logical resource states called magic states, which are
consumed for the implementation of logical T gates. Our
magic factory is also a memory so that it can store the
produced logical magic state until it is consumed. The
magic factory includes five sub-components, the first four
being identical to the memory sub-components. What
differentiates the magic factory from a memory block is
the physical H state preparation sub-component, which is
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FIG. 5: The magic factory is built on top of a memory
block and therefore its high-level structure is identical
even though the code used may be different from the

memory block code. The only difference is the H box on
the left of the ancilla row, which represents an extra

ancilla qubit used prepare a physical H state. The magic
factory produces magic states and stores them until
they are consumed for the implementation of T gates.

used to inject a magic state into the code. Like in a mem-
ory block, logical magic states are protected from errors,
leakages and losses, and decoded using a beam decoder.
One may use different codes in magic factories and mem-
ory blocks, but these codes are selected from the same
families: GB codes, BB codes, cyclic HGP codes.

The magic state distillation procedure produces a few
high-fidelity logical magic states from multiple noisy
copies of a logical magic state [98] [99] [113] 114]. Magic
state distillation has been extensively optimized for sur-
face codes. However, because it is implemented at the
logical level, distillation consumes a large number of
qubits. For example, the 15-to-1 distillation scheme [98],
which distills one logical T' state from 15 noisier logical
T states, consumes 15 patches of surface codes and ad-
ditional patches to execute the distillation circuit.

Alternatives based on physical operations and verifi-
cation have been considered to produce magic states in
surface codes or color codes [I15HIT7], culminating with
the cultivation scheme, which is far more efficient than
surface code distillation [I8]. However, implementing
this protocol is very technical as it involves color codes,
surface codes, merged color-surface codes and a decoder
capable of handling all these codes. Other variants of
the cultivation scheme remove the need for a color code,
but they require non-trivial qubit topology or connectiv-
ity [118-120]. Moreover, to implement a T gate using
these magic states in our architecture, we would have
to connect the output code of the cultivation scheme to
another family of codes—the LDPC codes hosting our
memory blocks—necessitating additional code connector
gadgets and increasing architectural complexity.

To reduce the qubit overhead induced by the surface
code, it is natural to consider switching from the surface
code to higher rate codes. Recent progress led to the de-
sign of constant-overhead magic distillation schemes in
the asymptotic regime [I2THI25]. Unfortunately, these
results cannot be used in the present work as they rely
on very large codes and it is unclear if these codes perform
well with circuit-level noise as they are not LDPC and
making them fault tolerant might be resource intensive.
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The tricycle codes of [126] could be more practical but
these three-fold product codes are not immediately com-
patible with our architecture focused on two-fold prod-
ucts.

To avoid the large overhead of topological codes and
the complexity of the cultivation scheme, we design two
magic factories producing magic states directly in quan-
tum LDPC codes. These two factories produce H-type
magic states, referred to throughout as H states:

|H) = cos (7/8)]0) + sin (7/8) |1), (1)

which is the +1-eigenstate of the H gate. They provide
the same computational power as T states because these
states are Clifford-equivalent: |H) = SH|T). We can
also see the H state as the Y version of the T state in the
sense that |H) = e~ ™/8Y|0) whereas |T) = e~ /87 |4).

Our first magic factory is based on the Meier, Eastin,
and Knill (MEK) distillation scheme [74], which produces
2 logical H states from 10 physical H states. The main
novelty in our approach is that the distillation is imple-
mented directly in a custom quantum LDPC codes com-
patible with our architecture. This LDPC code is de-
signed to have 6 logical qubits, which is enough to run the
MEK distillation circuit, and has the property that all
6-qubit Clifford unitaries can be implemented by frame
tracking, making the MEK circuit faster to execute.

Our second magic factory, which we call CH2, is imple-
mented in a custom [[n, 2, d]] LDPC code with a strongly
transversal H gate (H®" = H®?2). This property al-
lows us to prepare two logical H states and to verify
them by direct measurement of the logical operator H®2.
The measurement of H®? is performed using n-qubit cat
states, leveraging the strongly transversal H gate. We
want to keep n small to minimize the size of the cat state
consumed, while having a sufficiently large minimum dis-
tance d to achieve a low logical error rate. The code Q54
is selected for this task.

In both cases, the quantum LDPC code hosting the
magic factory is selected from the three families of codes
compatible with our memory design so that the same de-
sign can be shared between the memory and the magic
factory. This leads to a magic factory design with the
same sub-components as the memory, with the excep-
tion of a physical H state preparation which is used to
inject an H state in a logical qubit. The magic factory
consumes a total of 3n+ 11 physical qubits, with a struc-
ture similar to the memory, although the underlying code
might be different and may have a different code length
n.

The MEK factory and the CH2 factory are described
in Section [XV1

C. The cat factory component

The cat factory component is dedicated to the pro-
duction of cat states which are consumed in order to
perform logical measurements. The cat state production
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FIG. 6: Like the memory block and magic factory, the
cat factory consists of four rows of qubits. A cat state is
prepared using a sequence of CX gates and cyclic shifts

in the production zone. Then, it is verified to detect
errors, leakages and qubit losses using stabilizer

measurements and cyclic shifts. Finally, it is sent to a
memory block or a magic factory where it is consumed
to measure a Pauli operator. After the measurement, its

qubits are sent back to a cat factory and stored in the

local reservoir.

sub-component produces cat states, and these are then
verified for the presence of errors, leakage or loss by the
error detection sub-component, the leakage detection sub-
component and the loss detection sub-component.

Many cat factories have been proposed to produce and
verify cat states that are fault-tolerant with a level of
protection that corresponds to the code distance [4} 127
134]. In this work, we propose a different approach which
results in more efficient cat factories. We fix a verification
threshold € and we verify that the cat state does not
contain correlated errors which could degrade the code
performance with probability larger than €.

The cat factory is parametrized by the verification
threshold ¢ and the maximum size w of the cat states
it can produce. The cat factory is built around a cyclic
shift as shown in Fig. [6] and it consumes 2w qubits in
total. The parameter w is carefully optimized to keep
the qubit cost of the cat factory small while allowing suf-
ficiently large cat states to provide a broad set of logical
measurements.

A cat state is prepared using a sequence of CX gates
and cyclic shifts of the cat qubits. Then, cat state stabi-
lizers are measured using to detect the presence of errors,
leakages or losses on the cat state qubits. The verification
consumes one ancilla per cat qubit and is implemented
using CX gates and cyclic shifts.

Any cat state that does not pass verification is dis-
carded to avoid injecting noise into the computation. Its
qubits are reused for another cat state preparation at-
tempt. Leaked qubits are reset and lost qubits are re-
placed by sending fresh qubits from the global reservoir
to the cat factories. The verification does not completely
remove the possibility of a correlated error, a leaked qubit
or a lost qubit in the cat state, but it makes the prob-
ability of such an event sufficiently small to guarantee
that it does not significantly affect the logical error rate
of the memory block. The remaining noise on the cat
qubits is corrected by the error-correction mechanisms of
the memory and the magic factory.

To speed up the cat state production and to achieve at
least one cat state per SEC, we use standard computer ar-
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chitecture techniques such as instruction pipelining [32].
The basic idea is to perform the cat state transport while
the next cat state is produced. This requires enough
qubits to run these two stages in parallel.

The cat factory is described in Section [XI} The trans-
port overhead due to pipelining is discussed in Sec-

tion VIIICl

D. The Bell factory component

The role of the Bell factory component is to produce
physical Bell states which are used to stitch together two
cat states. It is the simplest component as it only per-
forms a single CX after preparing two qubits in the state
|+) ® |0). This is the task accomplished by the Bell pro-
duction sub-component.

Even though it is a trivial component, the Bell fac-
tory plays a key role in the walking cat architecture as it
allows for the implementation of entangling logical oper-
ations between two distinct memory blocks and for the
application of a logical T' gate in a memory consuming a
magic state from a magic factory.

The Bell factory is described in Section [XII]

E. The qubit factory component

The qubit factory produces new qubits to replace the
lost ones. It includes a qubit loading sub-component which
is used to reload new qubits at regular time intervals and
a qubit storage sub-component which stores newly loaded
qubits in a reservoir, which we refer to as the global reser-
voir because its qubits are distributed to all the compo-
nents of the chip. We also include a loss detection sub-
component and a leakage detection sub-component exe-
cuted at regular interval to avoid dispatching qubits from
the global reservoir when they are already lost or leaked.

New qubits are loaded at regular intervals in loading
zones placed at the edge of the chip. The number of load-
ing zones must be adjusted to compensate for the qubit
losses in the whole architecture during a computation.
Trapped-ion reloading was demonstrated experimentally,
reaching hundreds of strontium-88 ions per second in [30]
and tens of barium-138 ions per second in [I35]. Experi-
mental demonstrations with neutral atoms reached hun-
dreds of ytterbium atoms per second in [I36] and were
used to maintain a 3,000 qubit array of rubidium atoms
with continuous reloading over two hours in [137].

The global reservoir holds reloaded qubits until a loss
is detected in a memory block, a magic factory or a cat
factory. Even though losses occur in other places (during
transport, in the Bell factory), they are only detected
in these three components. Once a loss is detected, the
lost qubits are replaced by sending qubits from the global
reservoir.

The global reservoir has a maximum capacity which
cannot be exceeded. Its size must be carefully opti-



mized, together with the number of reloading zones, to
avoid consuming too many resources (loading zones and
reservoir qubits) while limiting the risk of system fail-
ure, which occurs if the global reservoir is empty and a
qubit is requested by another component. We consider
this event as a system failure because qubit losses spread:
a two-qubit gate targeting a lost qubit triggers the loss
of the other qubit supporting the gate. As a result, a
lost qubit that cannot be rapidly replaced might trigger
an avalanche loss destroying logical information. Alter-
natively, one could wait until the lost qubits are replaced
but a long wait time without error correction would af-
fect the logical error rate because idle noise, leakage and
loss accumulate. The global reservoir is designed to make
such an event sufficiently rare so that it can be ignored.
The qubit factory is described in Section [XVI]

F. Component interfaces

The components of the walking cat architecture are
connected through three types of interfaces enabled by
qubit transport which we can see as a quantum version
of a data bus.

The qubit factory must be connected to all the other
components in order to support the reloading of their
local reservoir. The interface between the qubit factory
and another component is triggered when a loss is de-
tected. It handles the routing of the qubits from the
global reservoir to the local reservoir that needs to be
refilled.

The Bell factory interacts with the cat factory to per-
form the stitching. When two cat states need to be
merged in order to perform a logical measurement sup-
ported on a pair of blocks, the stitching interface is used.
It drives the production of Bell states and route their
qubits to the two cat factories where they are consumed
to merge cat states.

Logical measurements are orchestrated using the cat-
based measurement interface which is responsible for
transporting cat states (potentially stitched) from the
cat factories to the memory blocks or the magic facto-
ries where measurements are requested. The cat state
qubits are moved under the data qubits supporting the
operator to measure and the measurement is executed by
a round of two-qubit gates followed by the measurement
of the cat state qubit. Multiple round of cat states mea-
surements are consumed for each logical measurements.

VI. ACCESSIBLE LOGICAL OPERATIONS

This section introduces accessible logical Pauli oper-
ators, describing the available logical measurements and
accessible logical Clifford gates which are the logical gates
that can be implemented fully in software by frame-
tracking.

16

In what follows, a block refers to either a memory block
or a magic factory. Each block comes with an associated
cat factory as shown in Fig.[2] In this section, we consider
a fixed block with n data qubits, k logical qubits using a
stabilizer code.

A. Logical operators and their physical
representatives

To introduce a Clifford frame, we first need to review
the notion of symplectic basis which is used to select a
basis for the code space.

A symplectic basis of the block is defined to be a set of
n-qubit Pauli operators denoted X1, Z1, . .., X, Zj, com-
muting with all the stabilizers of the code and satisfying
the same relations (commutations and products) as the
standard Pauli operators X1, Z1,..., Xk, Z. For CSS
codes, one can build a symplectic basis with the addi-
tional property that the operators X; belong to {I, X }®"
and the operators Z; belong to {I,Z}®". We refer to
such a basis as a CSS symplectic basis.

A symplectic basis or a CSS symplectic basis can be
computed by a modified Gaussian elimination in O(n?)
bit-operations (see [138], Section 10.5.7). It can be stored
as a 2k x 2n binary matrix, whose rows represent the basis
elements, together with a phase (power of ) for each row,
consuming O(n?) bits in memory.

Given a symplectic basis B = {X1,Z1,..., X, Zx},
one can define |0F) to be the state of the code space
fixed by the operators Zi, ..., Z;. The commutation re-
lations between the symplectic basis and the stabilizers
guarantee that this state exists and is unique. Then,
from |0%), define |a) := X} ... X"*|0%) for all u € Z&.
The states |u) belong to the code space for all u thanks
to the commutation between the symplectic basis and
the stabilizers. One can prove that the 2% states |u)
form an orthonormal basis of the code space. This
leads to an encoding map Ui mapping the k-qubit state
[¥) := 2 uezs Qulu), with a,, € C, onto the code state

[0) = aula)- (2)

ueZ’;

From the same symplectic basis B, we also build the
transformation mapping any k-qubit Pauli operator P =
Hle X 7P with a;,b; € {0,1} onto the n-qubit Pauli
operator

k
P=J[ X2 (3)
=1

By construction, we have P|i)) = Ply) which can be
written as the following commutative diagram:



) ——— |¥)
Pl iﬁ
Pl¢) —5— Pl¥)

This proves that applying P on the data qubits is equiv-
alent to the application of P on the logical qubits. More-
over, for any stabilizer S, the operator PS has the same
effect as P on the code states. For this reason, we refer
to P € Py as a logical operator and any operator of the
form PS € P,,, where S € S is a stabilizer, is called a
physical representative of P.

B. Accessible logical Pauli operators

This subsection defines the set of logical Pauli mea-
surements which are allowed in the logical instruction
set. We first define the set of accessible logical Pauli op-
erators and then we explain how the cat factory size is
tuned to make this set measurable using cat states.

For each block, we introduce a parameter w, that we
call the logical width of the block. A logical operator
P € Py, is said to be an accessible logical Pauli operator
if its logical weight (i.e., its weight in Py) is less than or
equal to the logical width. The set of accessible logical
Pauli operators is denoted €.

To measure a logical Pauli operator P € Pj, we must
specify a physical representative PS € P, of the oper-
ator. To maximize the number of logical Paulis which
can be measured within our architecture, we choose a
low-weight representative of the logical Pauli, Popt (cal-
culated using the weight-reduction algorithm of Sec-
tion [XIV])). We define a map

q)B :Qw — Pn, (4)
Pr— popt- (5)

In software, @5 can be stored as a lookup table containing
|2, | n-qubit Pauli operators. This lookup table size is
bounded by 4F but remains small in practice. For the
codes used later in this work, we have |Q,,| = 15 for Q54
(logical width w = k = 2), |Q,] = 4,095 for Q70 (w =
k =6), and |Q,,| = 43,725 for Q102 (w = 3,k = 22).
Moreover, in our case, the measurement procedure re-
lies on cat states, thus we must make sure that the cat
factory of the block is capable of producing sufficiently
large cat states. The block width, denoted w, is defined
to guarantee this property. It is defined as the maxi-
mum weight of any representative P,y = ®5(P) of an
accessible logical Pauli operator P. To ensure that the
accessible logical Pauli operators can be measured using
the companion cat factory of the block, this cat factory
is set to produce cat states with weight up to w.
Overall, to design a block and its companion factory in
the walking cat architecture, we first select a symplectic
basis for the code and we pick a logical width. We search
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for minimum-weight physical representatives for all ac-
cessible logical operators. Then, we compute the block
width which is used to set the cat factory size.

The exact implementation of the measurement of a log-
ical representative is discussed in Section [XIIIl The ac-
cessible logical Pauli operators of a block depend on the
code used, the symplectic basis and the logical width.
We provide concrete examples in Section [XIV] The sec-
tion also sets out a weight-reduction algorithm generating
low-weight logical representatives to optimize the block
width required to reach a given logical width.

C. Clifford frame-tracking

In a measurement-based setting, some logical opera-
tions can be implemented entirely in software, without
any action on the qubits [80, BI]. This strategy, called
frame-tracking, is commonly used to implement Pauli op-
erations in surface codes [75], [82H84] or to correct Pauli
or even Clifford errors without any physical action on the
qubits [139]. Here, we discuss a frame-tracking protocol
for the implementation of a subset of Clifford gates that
depends on the sets of accessible logical operators. This
provides a broad set of fast logical Clifford gates.

Consider a unitary k-qubit Clifford gate U followed
by a sequence of measurements of Pauli operators
Py, P, ..., P;. The unitary gate U can be pushed to the
end of the circuit and removed by replacing each Pauli
operator P; by UTP,U without changing the quantum
circuit outcome distribution. The Clifford frame is intro-
duced to keep track of this conjugation.

For each block, we store a pair (B,U) where B is a
symplectic basis and U is a k-qubit Clifford gate which
we refer to as the Clifford frame. The Clifford frame is
initialized with U = 1.

In the presence of a Clifford frame (B, U), the measure-
ment of a logical Pauli operator P is performed in two
steps. The software first conjugates the target logical
operator P by the inverse of the current Clifford frame,
computing UTPU. It then queries the lookup table ®p
to obtain the physical representative P = ®5z(UtPU)-
The classical control system then sends this string P to
the hardware to be physically measured. Measuring this
physical representative P has the effect of measuring the
logical operator P preceded by the application of the log-
ical Clifford gate U, without ever needing to physical ap-
ply an operation to the qubit to implement the gate U.
This gate is applied simply by storing U in the Clifford
frame. This leads to the Clifford gates by frame tracking.

The frame-tracking implementation of a k-qubit Clif-
ford gate V is defined to be the update of the Clifford
frame U « VU.

To execute a Clifford gate by frame tracking, we store
two components:

1. The lookup table representing ®z.
2. The Clifford frame U, stored as a 2k x 2k binary



symplectic matrix with 2k phases. This tracks the
dynamic software state and consumes O(k?) bits.

In this setting, implementing a frame update requires
only multiplying the parameter U by V (U <+ VU), tak-
ing O(k3) classical bit-operations and reading a value in
a lookup table.

D. Accessible logical Clifford gates

To check whether a measurement sequence can be im-
plemented within our architecture, it suffices to check
that each logical operator of the sequence belongs to the
accessible set €,,. The frame-tracking makes the sit-
uation more complicated because a frame update may
change the set of accessible logical operators. Then, the
accessible set at a given time step depends on the entire
history of Clifford updates preceding this time step. To
avoid this issue, we focus on a subset of Clifford gates
that map accessible logical Pauli operators to accessible
logical Pauli operators.

We define an accessible logical Clifford gate to be a uni-
tary Clifford operation V which preserves the accessible
logical Paulis of Section [VIB| under conjugation, that is
VQ,VT = Q,. This is the subset of logical Clifford gates
that we implement by frame-tracking in our architecture.

For some stabilizer codes, we can set the logical width
to k while preserving a relatively small block width.
Then, all logical Paulis are accessible and the whole k-
qubit Clifford group is accessible. This is the case for
example with Q54 and Q70 for which we get a physi-
cal width of 16 and 18 respectively. In the case of the
code Q102, we select a logical width of 3, which induces
a block width of 30. Then, any logical Pauli operator
with weight up to 3 is accessible. All logical SWAPs and
single-qubit Clifford operators are guaranteed to be ac-
cessible. This is because SWAP and single-qubit Clifford
operations preserve the weight of Pauli operators.

Any Clifford operations which are not accessible
are implemented using the techniques set out in Sec-

tion [VITTL

VII. LOGICAL INSTRUCTION SET

This section describes the logical instruction set, that
is the abstracted set of logical operations provided by a
walking cat architecture.

Our logical instruction set consists of logical state
preparations (zero, plus, magic state), logical Pauli mea-
surements, and a subset of logical Clifford gates imple-
mented entirely in software by frame updates.

Throughout this section, we consider an instance of the
walking cat architecture. Each block comes with corre-
sponding sets of accessible logical Pauli operators and ac-
cessible logical Clifford operators as defined in Section[VI]
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A. The logical instruction set

The logical instruction set is made of the following log-
ical instructions.

e (LZ) Logical zero preparation: Prepare or reset
all the logical qubits of a block in the state |0).

e (LP) Logical plus preparation: Prepare or reset
all the logical qubits of a block in the state |4).

e (LT) Logical magic state preparation: Prepare
a pair of logical qubits in a magic factory in the
state |H).

e (LM1) In-block logical measurement: Measure
an accessible logical operator in a block.

e (LM2) Inter-block logical measurement: Mea-
sure the product of two accessible logical operators
in two different blocks.

e (CLIF) In-block logical Clifford gate: Apply an
accessible Clifford operation by frame-tracking in a
block.

A block must be prepared with (LZ), (LP) or (LT) before
any of the other logical instructions are implemented.

The logical instruction set is defined relative to the
set of accessible operations. Logical measurements are
selected in the set of accessible logical operators to guar-
antee that sufficiently large cat states are available to
measure their representatives.

The logical Clifford operations (CLIF) implemented by
frame-tracking are required to be accessible so that if we
provide an implementation of each of the instructions of
the logical instruction set, then any sequence of opera-
tions from the logical instruction set can be implemented,
independently of the previous instructions.

A magic factory is a memory block with the extra abil-
ity to prepare magic states. Therefore, all the logical
instructions are available for magic factories but the log-
ical instruction (LT) is not available in memory blocks.
A magic factory can also be used as a memory block if
needed.

At the beginning of the computation, all magic facto-
ries are available. Any available magic factory can be
allocated to prepare magic states using the instruction
(LT). The logical magic state preparation is not guar-
anteed to succeed. If it succeeds, we obtain two magic
states. If it fails and one still needs a magic state, we
can reallocate the magic factory for another attempt.
A magic factory remains allocated until the end of the
preparation attempt. If a magic factory containing magic
states is allocated for a preparation attempt, its magic
states are lost.

Both (LM1) and (LM2) consume cat states. The in-
struction (LM2) allows for joint logical measurements
between two memory blocks, or a memory block and a
magic factory, or two magic factories. We refer to (LM2)



as a two-block instruction. All the other instructions are
single-block instructions.

In this work, we design walking cat architectures with
accessible sets providing all the logical instructions re-
quired for the implementation of CX gates between any
pair of qubits with the circuit of Fig. |§|(c) Together with
the instruction (LT), this makes the logical instruction
set universal for quantum computation.

Our logical instruction set is similar to the Pauli-based
computation model introduced in [93]. However, instead
of including arbitrary Pauli measurements, we only allow
for some specific Pauli measurements corresponding to
accessible logical operators.

Another related logical gate set is the logical instruc-
tion set of the surface code [94) [140], 141] or Floquet
codes [142H144]. Our architecture offers a broader set of
logical measurements like a Y measurement without con-
suming any extra logical ancilla. The ability to measure
a logical Y unlocks the full single-qubit Clifford group by
frame-tracking.

In some cases, we even have access to all logical mea-
surements inside a block including multiple logical qubits,
like with the code Q70 used later in this work, for which
we can measure arbitrary 6-qubit logical Pauli operators
in a block. The ability to measure all 6-qubit logical Pauli
operators allows for a frame-tracking implementation of
arbitrary 6-qubit Clifford gates acting on a block.

Finally, we also have more flexibility than typical log-
ical instruction sets because inter-block logical measure-
ments are available between any pair of blocks whereas,
for example, they are limited to nearest-neighbor blocks
in the surface code. The connectivity induced on the log-
ical qubits, discussed in Section [VITE] is not limited by
locality.

B. Destructive measurements

This subsection introduces two additional logical in-
structions. These logical instructions are not necessary
for universality as the previous set is already sufficient,
but they provide alternative logical measurements that
are sometimes faster than (LM1) and (LMZ2).

This work focuses on CSS codes and therefore X-type
and Z-type operators play a special role. For each block,
denote by Lx and Ly the sets of logical operators ad-
mitting at least one physical representative in the set
of {I,X}®" and {I,Z}®", respectively. If the Clifford
frame of the block is trivial, all the operators of Lx can
be measured simultaneously through a direct measure-
ment of the data qubits in the X basis in a single POC.
The same holds for Lz by measuring the data qubits in
the Z basis in one POC. If the Clifford frame is non-
trivial, we can still measure all the data qubits in the X
basis (or the Z basis), but the set Lx (or Lz) of logical
operators whose outcomes can be extracted from these
data qubit measurements must be adjusted. This is done
by updating the sets Lx and Lz and replacing them by
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UTLxU, and UL U, respectively.
This provides two new logical instructions.

e (DMX) Destructive X measurement: Measure
all the logical operators of the set UTLx U in a block
with Clifford frame U.

e (DMZ) Destructive Z measurement: Measure
all the logical operators of the set UTLzU in a block
with Clifford frame U.

When using these operations, one must be careful with
the exact logical measurements implemented because the
sets of measured logical operators depend on the logical
frame of the block and these sets may be modified during
the computation.

A destructive measurement returns the outcome of a
complete set of commuting measurements at once but the
block is destroyed and must be re-prepared using (LZ),
(LP) or (LT) before being used again. The timing of all
these operations is discussed in Section [VIII]

The main advantage of destructive measurements is
their speed: they can extract many logical measurement
outcomes at once with a single POC, immediately fol-
lowed by running the decoder.

C. Implementation of the logical instruction set

A complete description of the implementation of each
instruction of the logical instruction set is provided in this
paper. Fig. [7]illustrates the primitive operations used to
implement these logical instructions.

We use a standard implementation of the logical block
preparation (LZ) and (LP). To initialize a block in the
logical zero state, it suffices to prepare all the data qubits
of a block in the state |0) and to perform a round of syn-
drome extraction. The preparation of logical plus states
is similar, starting with the data qubits in the |+) state.

We also use a standard approach for the destructive
measurements (DMX) and (DMZ). In (DMX), the data
qubits are measured in the X basis and the logical out-
comes are extracted by the decoder. The logical instruc-
tion (DMZ) is implemented similarly. We simulate a de-
structive logical measurement with the streaming beam
decoder in Section [KVII] demonstrating that the logi-
cal outcomes can be extracted by the decoder before the
beginning of the next SEC.

Logical measurements are performed using cat states
produced by the companion cat factory of the block.
Cat states are post-selected in the cat factory to guar-
antee that the noise introduced on the data qubits can
be corrected by the following SECs without significantly
affecting the logical error rate [4]. The outcome of a
cat-based measurement cannot be corrected by the code
itself. We design three protocols for this task: An error-
detected measurement or EDM, which detects errors on
the measurement outcome using a fixed number of cat-
based measurements, an error-corrected measurement or
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FIG. 7: Decomposition of the logical operations from the logical instruction set.

ECM, which corrects errors on the measurement outcome
using a fixed number of cat-based measurements, and a
Viterbi measurement which is an optimal adaptive pro-
tocol relying on the Viterbi algorithm [145] to interrupt
the cat-based measurement sequence as soon as the logi-
cal outcome has reached a target likelihood. Section [XITI]
provides detailed descriptions and simulations of EDM,
ECM and Viterbi measurements.

We select Viterbi measurements for the implementa-
tion of in-block and inter-block logical measurements be-
cause their average runtime is more favorable than ECM.
EDMs are used in a subroutine of the magic factories
where restarts upon error detection are possible without
disrupting the entire computation.

The logical magic state preparation (LT) is performed
inside a magic factory using Viterbi measurements, an
H injection circuit which injects a physical H state on a
logical qubit and an H®? measurement circuit which per-
forms the measurement of a logical H®? gate using a cat
state. The H injection circuit and the H®? measurement
circuit are described in Section [XVI

The implementation of Clifford gates by frame-
tracking was covered in Section [VIC|

D. The T gate and the double T gates

This section describes implementations of T and T
based on instructions from the logical instruction set con-

suming a magic state and pipelined versions of these op-
erations.

Our starting point is the implementation of the gate
TT based on an H state described in Fig. |8 For the sake
of completeness, we provide a proof that this sequence of
Pauli measurements and Clifford gates implements T'F.

Proposition 1 (Measurement-based T gate). The cir-
cuit of Fig. Ia(a) implements the gate TT.

The proof of this proposition is straightforward, and
closely follows Fig. 7 of [75]. It is deferred to Appendix|G}

Proposition 2 (Measurement-based T' gate). The cir-

cuit of Fig.[§(b) implements the gate T.

Proof. The T gate implementation in Fig. (8 l is derived
from the TT implementation in Proposition [1] using T =
STT.

In this work, we consider magic factories producing
pairs of H states. The implementation of the two corre-
sponding T gates can be pipelined to reduce their run-
time using destructive measurements in the circuits of

Fig. [8fc) and (d).

Proposition 3 (Double T gate). The circuits of
Fig.[§(c) and (d) implement the gate T @ T.

One can design a double Tt gate in a similar way start-
ing from the circuit of Proposition
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FIG. 8: Orange square boxes represent Pauli
measurements and rounded corner gray boxes represent
Clifford gates. A Clifford gate connected to a Pauli
measurement by a thick line represents a Clifford gate
conditioned on the measurement outcome being
non-trivial. (a) TT gate implemented using an H state,
Pauli measurements and Clifford gates. (b) T gate
implemented using an H state, Pauli measurements and
Clifford gates. (c) and (d) A pair of T' gates
implemented using two H states, Pauli measurements
and Clifford gates, where the final measurement of the
two H states is performed simultaneously using a
destructive measurement (DMX) in (c¢) and (DMZ)
in (d).

Proof. The circuit of Fig. c) is constructed by applying
the circuit of Proposition [2] to two magic states and two
target qubits and grouping together the X measurement
of the two input H states.

The circuit of Fig. [§(d) is derived from the circuit (c)
by inserting two H gates right after the preparation of
each of the two H states and pushing these H gates
through the whole circuit. The insertion of these H gates
does not change the operation performed by the circuit
because H|H) = |H). O
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If the Clifford frame U is such that UTLxU = Lx or
U'L,U = Lx then, one can implement the two logical
X measurements in Fig. c) in a single SEC using a
destructive measurement (DMX) or (DMZ) respectively.
Similar conditions holds for the double T' gate based on
(DMZ). In this work, we use the double T gate for magic
states generated with the CH2 factory introduced later
because the Clifford gates it includes satisfy the condition
state above. However, the magic states generated using
the MEK factory are consumed using two sequential T’
gate using the circuit of Fig. (b) The execution time
for these variants of T gates is analyzed in Section [VIII

E. Logical connectivity and parallelism

The walking cat architecture is designed to ensure
maximum connectivity and parallelism at the block level.

To keep the discussion simple, we assume throughout
this subsection that the SEC time of all the blocks of the
architecture is identical.

The quantum computation is executed as a sequence
of instructions from the logical instruction set. Initially,
all the blocks are available. At the beginning of each
SEC, a set of logical instructions is assigned to the blocks
available. These blocks then become unavailable for the
duration of the instruction. The execution time of each
logical instruction is a random variable depending on the
implementation of the instruction and the block details.

An available block can be assigned any single-block
instruction, except (LT) which can only be assigned to
a magic factory. Moreover, we say that the walking cat
architecture has full block connectivity because any two-
block operation (LM2) can be assigned to any pair of
available blocks, independently of the distance between
the blocks.

The walking cat architecture is said to have full block
parallelism because at a given time step, we can execute
simultaneously any combination of logical instructions
acting on different blocks. Therefore, with N blocks,
we can execute simultaneously up to N single-block in-
structions or | N/2| two-block instructions. We can also
execute simultaneously a combination of s single-block
instructions and ¢ two-block instructions with s+2t < N
as long as these instructions are supported on different
blocks.

To ensure the full block connectivity and parallelism,
we pipeline the cat state factories, the cat qubit rout-
ing and the Bell qubit routing. This guarantees that cat
states are produced fast enough to support the full block
parallelism and to keep up with the SEC time, and Bell
states can be distributed fast enough to stitch arbitrary
pairs of cat states providing the full block connectivity.
The cat factory pipelining and the qubit routing are an-
alyzed in Section [VIII] In this work, when we report the
total number of physical qubits in a walking cat archi-
tecture, we include all the physical qubits consumed for
the cat factory pipelining and the qubit routing.



F. Derived logical operations and enrichments
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FIG. 9: We use the notation of Fig.[8| (a) ST gate
implemented Pauli measurements and Pauli gates. (b)
S gate implemented Pauli measurements and Pauli
gates. Both S and St gadgets shown here closely follow
Fig. 11(b) of [75]. (¢) CX gate implemented using Pauli
measurements and Pauli gates (circuit from [146]).

Additional logical operations can be derived from the
logical instruction set. For example, all logical Pauli op-
erations can be implemented by frame-tracking as part of
the logical instruction (CLIF). In other words, the set of
accessible logical Clifford gates always contains the full
Pauli group.

In Section we discussed the implementation of
the T gate, the T gate and their double version using
Pauli measurements and conditional Clifford operations.
Unitary Clifford gates can be implemented in a similar
way using Pauli measurements and conditional Pauli op-
erations from the logical instruction set. Fig.[9shows the
implementation of the S gate, the ST gate and the CX
gate. The implementation of the CY and CZ gates as a
sequence of logical instructions can be derived from the
CX implementation by conjugating the target qubit by a
single-qubit rotation.

Additional logical operations can be added to our ar-
chitecture, providing a broader logical instruction set at
the price of making the architecture more complex. Even
though in this paper we favor the simplest design based
on the previously described logical instructions, we dis-
cuss enrichments of the walking cat architecture based
on transversal gates and permutation-based gates in Sec-
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tion XVIII

VIII. INSTANCES OF THE WALKING CAT

ARCHITECTURE

In this section, we discuss specific instantiations of the
walking cat architecture. Based on the analysis and sim-
ulations of all the components of the logical architecture
discussed in Part [4] we estimate the compute capacity
and the resource cost of these examples.

All the estimates reported in this section are based
on the moving-qubit model with noise rate p = 1074,
Preak = 107° and piess = 1077 and POC time of 200 us
and transport step of 10 us described in Section [[VE]

A. Walking cat architecture configurations

A walking cat architecture configuration is defined by
selecting the number of memory blocks and their type
and the number of magic factories and their type.

Here, we focus on the three specific codes introduced
previously Q54, Q70 and Q102. These three codes all
achieve a logical error rate per SEC of the order of 10710
with a SEC time around 30 POC, that is about 6 ms
(see Table . In principle, we can select any code from
the three-ring framework which covers GB codes, BB
codes and cyclic HGP codes. More examples of codes
compatible with our architecture are provided in Ap-
pendix [C]

We consider two options for the memory code: Q102
or Q70. For the magic factory, we use either the MEK
factory implemented inside Q70 or the CH2 factory im-
plemented in Q54. The performance of these two magic
factories is analyzed in Section [XV] and summarized in
Table [XIX]

We use the notation
Ny x Q102 + Np x CH2 (6)

to represent the walking cat architecture configuration
based on Nj; memory blocks built over Q102 and Np
CH2 factories. Similar notations are used for other con-
figurations.

For simplicity, we assume that all the memory blocks
are based on the same code and all the magic factories are
identical. This constraint can be relaxed to build other
instances of the walking cat architecture.

B. Component allocation

As shown in Fig. 2| we use one cat factory for each
memory block and one cat factory for each magic factory
to maximize the logical measurement parallelism. The
cat factories associated with the memory and magic fac-
tory may have different sizes because the corresponding
block could be different.



For the memory block, the logical width is set to 6 for
the Q70 and 3 for Q102, corresponding block width of 18
and 30 respectively.

The MEK magic factory based on Q70 uses the same
block width of 18. The CH2 magic factory is a special
case. We say that it has block width 54 because it re-
quires a companion factory producing 54-qubit cat states
to implement the CH2 scheme.

The cat state verification threshold is set to ¢ = 10719
which is sufficiently low to have a negligible effect on the
logical error rate of the code.

Block SEC |Block|Prod. time|Distrib. time
(POC)|width| (POC) (POC)
Q102 33.70 30 14 5.10
Q70 27.70 18 14 3.50
Qb4 28.15 16 13 2.70
MEK 27.70 18 14 3.50
CH2 28.15 54 15 2.70

TABLE IV: Comparison between the SEC time and the
cat state production and distribution time. We assume
the each cat qubit is transported over at most n steps

during the distribution where n is the length of the code

used in the target block.

The cat state factory must be fast enough to produce
a cat state and deliver it to the associated block within
1 SEC. Table [Vl shows that our cat factories are fast
enough in all cases. These numbers are based on the
results of Section [XI

Following the analysis of Section [XII we allocate
[N/3] Bell factories where N is the total number of
blocks (memories or magic factories).

We set the reservoir size to 200 physical qubits which
is large enough for tens of blocks based on Section [XVI]

C. Transport overhead

We previously argued that a cat factory can produce
and distribute a cat state fast enough to send a cat state
to its companion block within less than one SEC. How-
ever, once the cat state is consumed, the cat qubits must
be sent back to the cat factory after going through the
chip outer loop as shown in Fig.[2l To make sure that the
cat factories have available qubits to start the production
of a new cat state at the beginning of each SEC, we in-
clude additional cat qubits so that a cat can be prepared
while others are transported.

To compute the length of the chip outer loop, we as-
sume that each memory block and each magic factory
occupy a 4 x n rectangle where n is the length of the un-
derlying code. Moreover, a cat factory for a block with
block width @w occupies a 4 x 2w rectangle. We insert
one empty horizontal row between any two block for cat
state transport. The outer loop is the smallest rectangle
that contains all the architecture components. Its length
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can be calculated for any walking cat architecture con-
figuration.

Overall, the number of additional transport cat qubits
required is obtained as [t/f] where ¢ is the time taken
to go through the outer loop in SEC and f is the cat
factory flow, that is the number of qubits going through
the cat factory per SEC. The cat factory flow is reported
in Table XTIl The number of transport Bell qubits is
estimated similarly from the Bell factory flow that can
be found in Table XVI

This approach provides an upper bound on the number
of qubits required for cat qubit and Bell qubit transport.
Shorter transport paths are possible. One could for in-
stance directly send these qubits back to their factory.
This could reduce the total qubit count but transport
only accounts for a small fraction of the total number of
qubits, therefore we choose the simple solution provided
by the outer loop transport.

D. Qubit allocation

Qubit allocation in six instances of the walking cat ar-
chitecture with about 200 logical qubits running up to 1M
or 10M T gates per day are shown in Fig. See Table[[]
for the exact number of logical qubits and T gates per
day achievable by these configurations. These numbers
account for all the physical qubits used, including trans-
port and local and global reservoirs. As expected, in-
creasing the T' gate requirements leads to a greater qubit
allocation toward magic factories. Moreover, we see that
the CH2 magic factory consumes fewer qubits than the
MEK magic factory. The high density of logical qubits
offered by Q102 is also clear.

The detailed qubit allocation for all the instances of
the walking cat architecture presented in Table [[] and
additional instances with 300 logical qubits are provided

in Section [VIITDI

E. Logical instruction sets

The logical instruction set depends on the code and the
logical width chosen. Table[VIshows the set of accessible
logical Pauli operators and the set of accessible logical
Clifford gates that is available for the logical instructions
(LM1), (LM2) and (CLIF). The notation P> refers to
the set of all 22-qubit Pauli operators with weight up
to 3. We use the notation Clif,,, for the m-qubit Clifford
group and Cliff922 refers to the products of single-qubit
Clifford gates.

The time for the logical instructions available and de-
rived logical operations is reported in Table [VII] for our
two options for logical memories.

The time for logical measurements is estimated using
the results of Section We assume that (LM1) and
(LM2) are implemented using Viterbi measurements. We
estimate the average number of SEC required for this



Configuration qﬁ%is T i&;tyes/ Memory Magic Cat Bell| Reserv tr(;in trﬁilslp (I:u}‘ltiis
17 x Q70 + 3 x MEK 102 1.3M| 3,740 (65%)| 663 (12%)| 720 (13%)| 84 (1%)]200 (3%)| 280 (5%)| 35 (1%)| 5,722
17 x Q70 + 1 x CH2 102 LIM| 3,740 (71%)| 173 (3%)| 720 (14%)| 72 (1%)]200 (4%)| 339 (6%)| 36 (1%)| 5,280
5x Q02 + 1 x CH2 10| 1.0M| 1,580 (63%)| 173 (7%)| 408 (16%)| 24 (1%)|200 (8%)| 121 (5%)| 8 (0%)| 2,514
17 x Q70 + 24 x MEK | 102|  10.4M| 3,740 (32%)|5,304 (45%) | 1,476 (12%)|168 (1%)]200 (2%)| 861 (7%)| 98 (1%)] 11,847
17 x Q70 + 9 x CH2 102|  10.3M| 3,740 (46%)|1,557 (19%)|1,584 (20%)|108 (1%)[200 (2%)| 862 (11%)| 63 (1%)| 8,114
5 x Q102 + 10 x CH2 110|  10.5M| 1,580 (29%)|1,730 (32%) |1,380 (25%)| 60 (1%)|200 (4%)| 500 (9%)| 25 (0%)| 5,475
31 x Q70 + 3 x MEK 204]  1.3M] 7,430 (70%)| 663 (6%)]1,332 (13%)]156 (1%)]200 (2%)] 703 (7%)| 91 (1%)] 10,625
34 x Q70 + 1 x CH2 204|  1.IM| 7,480 (73%)| 173 (2%)[1,332 (13%)|144 (1%)]200 (2%)| 814 (8%)| 96 (1%)| 10,239
10x QI02+1x CH2 | 220]  1.0M| 3,160 (70%)| 173 (4%)| 708 (16%)| 48 (1%)|200 (4%)| 235 (5%)| 16 (0%)| 4,540
34 Q70 + 24 x MEK | 204|  10.4M| 7,480 (44%) 5,304 (31%) 2,088 (12%) 240 (1%)|200 (1%)| 1,508 (9%) 180 (1%)| 17,000
34 x Q70 + 9 x CH2 204|  10.3M| 7,480 (56%)|1,557 (12%)|2,196 (17%)|180 (1%)|200 (2%)|1,516 (11%)|135 (1%)| 13,264
10 x Q102 + 10 x CH2 220 10.5M| 3,160 (42%)|1,730 (23%)|1,680 (22%)| 84 (1%)|200 (3%) 670 (9%)| 35 (0% 7,559
50 x Q70 + 3 x MEK 300 T.3M[ 11,000 (71%)| 663 (4%)]1,008 (12%)]216 (1%)]200 (1%)] 1,325 (9%)]162 (1%)] 15,474
50 x Q70+ 1 x CH2 300|  1.IM|11,000 (73%)| 173 (1%)]1,908 (13%)|204 (1%)|200 (1%)|1,482 (10%)|170 (1%)| 15,137
14x Q102+ 1x CH2 |  308]  1.0M| 4,424 (72%)| 173 (3%)| 948 (15%)| 60 (1%)|200 (3%)| 347 (6%)| 25 (0%)| 6,177
50 x Q70 + 24 x MEK| 300 10.4M 11,000 (50%) 5,304 (24%) 2,664 (12%) 300 (1%)]200 (1%)]2,294 (10%)|275 (1%)| 22,037
50 x Q70 + 9 x CH2 300|  10.3M|11,000 (60%)| 1,557 (9%)|2,772 (15%)|240 (1%)|200 (1%)|2,310 (13%)|200 (1%)| 18,279
14 % Q102+ 10 x CH2| 308  10.5M| 4,424 (48%) 1,730 (19%)|1,920 (21%)| 96 (1%)|200 (2%)| 824 (9%)| 48 (1%)| 9,242

TABLE V: Qubit allocation for instances of the walking cat architecture with 100, 200 and 300 logical qubits and 1

to 10 million T gates per day.

Q54 Q70 Q102
Logical width 2 6 3
LM1 P, Ps Py
LM2 P2 x P2|Ps X Ps P{; X 7)233
CLIF Clify | Clifg |Clif??* + SWAPs

TABLE VI: Logical measurements and logical Clifford
gates available by frame-tracking for three examples of
codes with a specific choice of the logical width.

measurement as a function of the weight of the physi-
cal representative of the logical operator measured. We
use the block width as an upper bound for this weight
(leading to a pessimistic estimate of the runtime). An
additional SEC is added for the decoding reaction time.
The logical measurement time in SEC is converted to
seconds using the estimates for the SEC time provided
in Table X1

When an inter-block logical measurement (LM2) is
performed between two blocks hosting two different
codes, we use the slowest of the two SEC time to es-
timate the runtime in SEC. Extra idle steps must be in-
serted into the SEC of the slowest of the two codes to keep
them synchronized during such an inter-block measure-
ment. We expect that this does not significantly impact
the code performance because the SEC times are relative
close to each other and the idle noise rate is sufficiently
low.

The duration of inter-block measurements between all
pairs of codes is reported in Table

The time for magic state preparation and 7' gate de-
pends on the magic factory analyzed in Section [XV] The
average time for magic state generation with (LT) is de-

Operation Q70| Q102
LZ / LP 0.0055(0.0067
LT (CH2) 0.0757(0.0757
LT (MEK) 0.26430.2643
LM1 0.0337(0.0414
LM2 0.0342{0.0495
CLIF 0 0
SWAP 0 0
DMX / DMZ 0.0055(0.0067
T gate x2 (CH2) [0.1507(0.1652
T gate x2 (MEK) |0.4000|0.4297

TABLE VII:
The magic factory prepares a pair of T' together. For
LT, we report the time for the preparation of both
magic states. The T gate time given is also for two T
gates. We assume that these T" gates are performed
with the double T gate for the CH2 factory and with
two consecutive T gates for the MEK factory. We

report the time in second and not in SEC because the
architecture may involves codes with different SEC time

in the magic factory and the memory block.

Q102
0.0495
0.0490
0.0419

Q70
0.0490
0.0342
0.0347

Q54
0.0419
0.0347
0.0346

Q102
Q70
Q54

TABLE VIII: Duration of an inter-block logical
measurement (LM2) in seconds for all pairs of blocks.

rived from the expected time per attempt and the failure
rate per attempt reported in Table [XIX] To obtain the
double T gate time, we add the time for two inter-block

Average logical operation times in seconds.




Qubit allocation — 200 logical qubits, 1M T gates/day
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(b)

FIG. 10: Qubit allocations in instances of walking cat
architectures with at least 200 logical qubits capable of
executing up to 1M T gates per day (a) and 10M T
gates per day (b). Here the T gate time includes magic
state preparation and implementation of a 1" gate on a
logical qubit in an arbitrary memory block. This T gate
time assumes the double T' gate circuit of Fig. @

logical measurements between the magic factory code and
the memory code and the time for a destructive measure-
ment. The time for two T gates is estimated similarly.

F. The single-code architecture

Here, we describe a particularly simple instance of the
walking cat architecture that relies entirely on a single
quantum error-correcting code obtained from the config-
urations of the form

Ny x MEK, (7)

made with Ny copies of the MEK factory.

Each MEK factory can be used either as a magic fac-
tory producing pairs of magic states or as a memory
block storing six logical qubits in the code Q70. A block
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Single-code architecture

Configuration
12M —e— 10xMEK (2,210 phys. qubits)
—e— 20xMEK (4,420 phys. qubits)
—e— 30xMEK (6,630 phys. qubits)
10M pnys. q
T 8M1
°
-
3
c 6M-
o
-
FAYE
2M
04

0 25 50 75 100 125 150 175
Logical qubits
FIG. 11: Tradeoff between the number of logical qubits
and the magic state production achievable using the
single-code architecture Ny x MEK for Ny = 10, 20, 30.
We can use m of the Ny MEK factories to play the role
of memory blocks, forming 6m logical qubits, and keep
the remaining Ny — m MEK factories to produce magic
states.

may assume different roles at distinct stages of the com-
putation to accommodate the varying needs for magic
states and memory of the compiler. The configuration
Nt x MEK can be used to achieve any of the configura-
tions

m x Q70 + (N — m) x MEK, (8)

where m may vary between 0 and N¢ during the compu-
tation. Fig. [I1]shows the tradeoffs achievable by varying
m for 10, 20 and 30 blocks.

To guarantee that no information is lost when allocat-
ing a memory block as a magic factory, one must make
sure that this block does not contain any logical informa-
tion. To avoid losing magic states when a magic factory
is made a memory block, it is better to consume its magic
states before initializing it with a logical zero preparation
(LZ) or a logical plus preparation (LP).



Part 4
Implementation of the
logical instructions

IX. THE MEMORY BLOCK

In this section we introduce the three-ring framework,
which provides a unified architectural description of the
three LDPC code families considered in this work: GB
codes [78], BB codes [73] and Cyclic HGP codes [79].
The key idea is to index qubits by elements of a finite
abelian group with three cyclic factors and to realize syn-
drome extraction through cyclic transport along three
corresponding ring families.

This framework is the basis of the memory component
used throughout the walking cat architecture. It gives a
common description of the code families compatible with
our transport model.

The architecture examples presented in this work focus
on three concrete memory blocks, denoted Q102, Q70,
and Q54. We introduce the shorthand GBw and BBw for
generalized bicycle and bivariate bicycle codes of check
weight w. The Q102, Q70, and Q54 codes are built from
[[102,22,9]] GBS, [[70,6,9]] BB7, and [[54,2,10]] GBS
codes, respectively.

Their essential properties—alongside those of other
three-ring codes—are summarized in Table [[X] while the
schedule permutations and circuit-level distances of the
syndrome-extraction circuits used in this work are col-
lected in Table [X] Additional properties for the codes
introduced in this work, including the lattice dimensions
¢ and m and the generating polynomials, are given in
Appendix [C] which also contains many other examples
of codes compatible with the walking cat architecture.

The rest of this section is organized as follows. Sec-
tion[[X'A]introduces the common algebraic and transport
picture. Section [[XB]describes the syndrome-extraction
circuit enabled by the three-ring layout.

A. The three-ring framework

We formally define a three-ring code and its associated
transport structure, which together constitute the three-
ring framework.

a. Algebraic structure. Let a,b,c¢ > 1 and define

n = abc.

G =%y XLy X e,

Each element g = (u,v,2) € G labels both a data qubit
and an ancilla qubit. We denote these by §(g) and a(g),
respectively. Accordingly, we write

D:={i(g):9€ G}, A:={a(g):9€G},

for the full data and ancilla registers.
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Family [[n,k,d]] Tene | deire | Weheck Reference
GB (102, 22, 9] | 1/5 | 9 8 | This work (Q102)
BB [[70, 6,9]] |1/12| 9 7 This work (Q70)
GB (54, 2, 10]] | 1/27] © 8 | This work (Q54)
BB 30, 4,5]] | 1/8] <5 5 03]

BB (48, 4, 7] |1/12] <7 | 5 [103]
Cyclic HGP | [[450, 32, 8]] |1/14| <8 | 6 79l
Cyclic HGP | [[882, 98,8]] | 1/9 | <8 | 8 ]
Cyclic HGP | [[882, 50, 10]] | 1/18 | < 10| 6 )]

BB 72,12, 6]] | 1/6 | <6 | 6 &)

BB (90, 8, 10]] |1/11] <8 | 6 731

BB [[144, 12, 12]] | 1/12]| < 10| 6 731

TABLE IX: Representative three-ring codes compatible
with the walking cat architecture. The first three rows
correspond to the codes used in the walking cat
architecture memory and magic factory code blocks.
The parameters [[n, k, d]] give the number of data
qubits, logical qubits, and code distance; the data and
ancilla registers together use 2n qubits before the
beacon and local reservoir qubits of the full memory
block are added. The encoding rate is rep. = k/n. The
circuit-level distance dgiyc is the minimum number of
faulty operations in the syndrome-extraction circuit
required to generate an undetectable logical error. The
check weight weneck gives the number of data neighbors
visited by an ancilla during one SEC.

b. Physical layout and transport. Data and ancilla
qubits are arranged in two parallel rows as depicted in
Fig. {4l with 6(u, v, z) aligned vertically above a(u, v, z).
We refer to this arrangement as the one-dimensional lay-
out: one row contains the data qubits and the other row
contains the ancilla qubits, and in each row the qubit
labeled by (u, v, z) is placed at position

q = ubc + vc + z.

Syndrome extraction alternates between nearest-
neighbor two-qubit gates acting on aligned pairs and
cyclic transport of ancilla qubits. In the walking cat
architecture, the one-dimensional layout is augmented
by two additional rows. The first additional row
corresponds to the beacon qubits which facilitate loss
detection (described further in Section see in par-
ticular Section . The second additional row is an
otherwise empty transport “highway” that accelerates
ancilla motion during syndrome extraction.

Transport is implemented using three families of cyclic
rings (throughout this paper, the term ‘“ring” always
refers to the shape, not the algebraic structure), repre-
sented in Fig. b), corresponding to the three factors of
G

In the one-dimensional layout, the labels short,
medium, and long refer to the spatial period with which
the corresponding transport pattern repeats along a row:

e short rings, corresponding to shifts in the z axis,
have period ¢ in the one-dimensional layout, with a
shift of ¢ corresponding to a displacement of ¢ sites,



e medium rings, corresponding to shifts in the v axis,
have period bc in the one-dimensional layout, with
a shift of s corresponding to a displacement of sc
sites,

e long rings, corresponding to shifts in the u axis,
have period abc in the one-dimensional layout, with
a shift of r corresponding to a displacement of rbc
sites.

It is sometimes useful to apply different cyclic shifts
to disjoint subsets of ancillas associated with the three-
ring structure. The long-ring case is trivial, since a long
ring contains all n ancillas and therefore does not sin-
gle out a proper subset. By contrast, the ancillas in a
given medium ring are often shifted independently, for
example in the decomposed transport operations used in
the syndrome-extraction circuit of Section[[X B| For each
ug € Zg, define the corresponding medium-ring block

My, = {a(ug,v,2) : (v,2) € Zy x Z.} C A.

In the one-dimensional layout, M,,, occupies a contigu-
ous block of bc ancilla sites, corresponding to a single
medium ring. A three-ring transport is specified by a
choice of medium-ring block M,,, together with a shift
vector (r,s,t) € G. We denote it by Shift(M,,; 7, s,1t)
and define its action on ancilla labels by

aludr,vds, z@t),
a(u@r, v, Z)a

U = Uuo,

au,v,z) — { w .
where @ denotes modular addition in each coordinate.
The long-ring component shifts every medium-ring block
by r, while the medium- and short-ring components act
only on the selected block M,,,. In particular, if » = 0,
then every ancilla outside M,,, is fixed. An example of
three different ring shifts on medium-ring blocks is given
in Fig. [[2}

A transport on M, consists of a global long-ring cycle
together with medium- and short-ring shifts restricted to
that block.

The three-ring framework includes the following code
families:

1. BB codes. Let S,, denote the m x m circulant ma-
trix whose first row is (0,1,0,...,0). For integers
£, m, define

:=85Q Iy, y::Iz®Sm.

BB codes are CSS codes with

Hy=[A|B], Hz=[B"|A"]

where A and B are sums of monomials 'y’ with
1 € Zy and j € Z,,. Equivalently, BB codes are
three-ring codes over Zs X Zy X Z,, [104]. A BB
code with check weight w is denoted BBw.
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| SASIASI R R2ALIASS § CASAASS

FIG. 12: Examples of different ring shifts for
G = 7Z3 X Z3 x Z3. There are three medium-ring blocks:
My (the left 9 ancilla qubits), M; (the middle 9 ancilla
qubits), and My (the right 9 ancilla qubits). The shift
operations in this figure are (1) Shift(M,; 0,0,1), where
qubits in M shift by 1 on the short rings, (2)
Shift(My; 0,1, 2), where qubits in M shift by 2 on the
short rings and by 1 -3 on the medium ring, and (3)
Shift(Ms; 0,2,0), where qubits in My shift by 2- 3 on
the medium ring. The gray qubit in each medium-ring
block marks the qubit that was originally the left-most
qubit in that block. Since r = 0 for each shift, these
operations can all be performed in parallel.

2. GB codes. GB codes [78] arise as the special case
m = 1 of BB codes. In this case x = Sy and y = I,
so A and B are circulant matrices. In the three-ring
picture the group is Zy x Z¢ X Z1, meaning one ring
family is trivial. A GB code with check weight w
is denoted GBw.

3. Cyclic HGP codes. Cyclic HGP codes [79] may
also be viewed as a special case of BB codes, in
which A is a sum only of powers of x and B is a
sum only of powers of y.

B. Syndrome extraction circuit

The syndrome extraction circuit described in this sub-
section applies only to three-ring codes with a = 2, i.e.,
exactly the BB codes (and therefore also GB and cyclic
HGP codes). Accordingly, we specialize to

G =79 X Ly X Zp.

For a > 2, the first cyclic factor would require a more gen-
eral routing rule than the binary A/B alternation used
below. In this a = 2 setting, we also write Ax := Mg
and Az := M; for the two medium-ring blocks occupied
by the X- and Z-check ancillas, respectively.

The syndrome extraction circuit described here mildly
generalizes earlier cyclic-shift-based syndrome extraction
circuits for BB memories [I04], shuttling-based GB mem-
ories [I05], and cyclic HGP codes [T9] by allowing the
schedule-permutation freedom emphasized for BB codes
in [73]. This flexibility matters because different sched-
ule permutations induce different hook-error propagation
patterns. We therefore search over them for circuits that
preserve the leading-order circuit-level suppression expo-
nent of the underlying code. In the examples consid-
ered here, the chosen schedules satisfy [deirc/2] = [d/2].



Writing

A=Ai+-+4,  B=Bi+---+B,

as sums of monomials 2y’ (so each A, and B, is a single
term of that form), a schedule permutation is simply an
ordering of the monomial terms that specifies the order in
which an ancilla visits the corresponding data neighbors
during one SEC. For example, when

A=A+ Ay, B = B1 + B,

a full weight-4 maximally parallel schedule can be written
in the paired tuple form

S = ((B1,B]), (A1, A7), (A2, AL), (Bs, BY)).

Each pair (T)((T ),Tg)) specifies the monomial visited in
round 7 by the X-check ancillas and Z-check ancillas, re-
spectively: the X ancillas follow the first entry of each
pair, while the Z ancillas follow the second. In the sched-
ule above, the X ancillas visit Bi, A1, As, B> and the
Z ancillas simultaneously visit B, AT AT BT In the
polynomial representation, transposition acts on a mono-
mial by inversion:
(@'y)! = (a'y’) " =2y,

with exponents taken modulo the ring sizes. This is be-
cause each monomial z'y? is a permutation matrix, and
the transpose of a permutation matrix is its inverse.

A high-level description of the syndrome extraction cir-
cuit is given in Algorithm

A concrete example of a full SEC for a BB4 code with
¢ =3 and m = 3 is shown in Fig.

Supplementary Sec. 1 of Bravyi et al. [73] proves that
a valid maximally parallel schedule must be a sequence

1 1 Wchec Wchec
E:((T)((),Té)),...,(T)(( b k),Té b k)))

of length wcpeck, Wwhere wepeck is the check weight and
each pair is either of the form (AZ-,A?) or of the form

(Bi, B]T) Fix a nominal starting point in which ancilla
qubits are paired one-to-one with data qubits. Then
each schedule pair (T)((T ), g)) specifies two target an-
cilla alignments for round 7: one for the X-check ancillas
and one for the Z-check ancillas. The first round can be

executed by relabeling the ancilla in software so that the

initial alignment already matches (T)((l)7 Tél)), after which
the scheduled parallel two-qubit gates are applied with-
out any physical transport. For each subsequent round
T € {2,..., Weheek }, the circuit computes the common
long-ring shift r together with the medium- and short-
ring components (sx,tx) for Ax and (sz,tz) for Az,
applies the resulting transport step, and then performs
the scheduled parallel two-qubit gates for round 7. Be-
cause each schedule pair is jointly A-type or jointly B-
type, the long-ring component is shared between X and
7 ancillas; by contrast, the s and ¢ components generally
differ between them.
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The initial alignment of data and ancilla goes as fol-
lows. In the one-dimensional layout, «(0,0,0) is aligned
with data qubit 0, while «(1,0,0) is aligned with data
qubit n/2. Equivalently, the ancillas «(0,v,z) with
(v,2) € Zp X Z. form the medium-ring block Ax = My
and occupy the first half of the ancilla row, while the
ancillas a(1,v, z) form the medium-ring block Az = M;
and occupy the second half. With this convention, each
A; term implicitly refers to an alignment in which the
X ancillas are matched, up to a permutation within that
half, with the first n/2 data qubits, and each transposed
term A7 refers to the analogous alignment of the Z ancil-
las with the second n/2 data qubits. Passing to the sup-
port of the B polynomial applies the long shift (1,0,0),
which swaps these two halves: the Z ancillas align with
the first n/2 data qubits and the X ancillas align with
the second n/2.

These shifts are computed from two consecutive sched-
ule pairs.  Given (T¢ ", 70 Y) and (T, 7)), we
first compute the common long-ring shift r from the fam-
ily change between the two rounds: we set r = 1 if the
schedule pair changes family (A versus B), and r = 0
otherwise. We then compute the medium- and short-ring
components separately for the X and Z ancillas. If, for
ancilla type ¢ € {X, Z}, the terms in rounds 7 — 1 and 7
are z“~y"~ and x"+y"+, respectively, then s = uy —u_
and t, = vy —v_, with the differences taken modulo the
relevant ring sizes. s, and t; record the changes in the
exponents of z and y, respectively.

Thus, the circuit algorithm is essentially the same as
the memory-block syndrome extraction circuit of Bravyi
et al. [73] with the only difference being the addition of
explicit ancilla cyclic shift transport operations: between
two rounds of two-qubit gates, we specify the three-ring
cyclic shift transport operations needed to bring each an-
cilla next to the data qubit it must visit in the next round.

X. CORRECTION OF LOSSES AND LEAKAGES

This section explains how the walking cat architecture
deals with leakage and loss at the memory-block level.

In Sections [V C] and [V D] we introduced the moving-
qubit loss and leakage model: the rates pjoss and pieak,
the way these faults propagate through operations, and
the measurement primitives that reveal them. These
events are qualitatively different from the Pauli faults
for which standard stabilizer-code decoding is designed.
Loss removes the physical carrier of the qubit, whereas
leakage transfers population outside the computational
two-level subspace and can seed downstream correlated
faults [147]. To keep the memory blocks fault toler-
ant, the architecture must therefore detect these events
quickly, and reset or replace them before the usual de-
coder handles the remaining Pauli noise [148].

Qubit loss is handled with a dedicated loss-detection
protocol that checks whether each data qubit is af-
fected by a loss after each scheduled layer of two-
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Code Q102 Q70 Q54
Circuit-level
distance dcjrc
Schedule
permutation

9 9 9

((B1, BY), (A1, AT)), (43, AT), (B2, BY), | ((B1,BY), (A1, AT), (A4, AT), (B2, BY), | ((B2, BY), (A1, A]), (B4, BT), (A3, AT),
(Bs, BY), (A4, AT), (A2, AT), (By, BT)) | (As, AT), (A2, AT), (Bs, BY)) (A2, AT), (B3, BT), (A4, AT), (B, BT))

TABLE X: Summary of the syndrome-extraction schedules used for the memory blocks Q102, Q70, and Q54. The
schedule-permutation row lists one known maximally parallel schedule for the circuit described in this subsection,
written as a sequence of paired X- and Z-check terms. The circuit-level-distance row reports the corresponding dgiyc,
the minimum number of faulty operations in the syndrome-extraction circuit required to produce an undetectable
logical error. Unless noted otherwise, whenever we refer to the circuit for one of these codes, we mean the circuit
defined by the listed schedule permutation.

{=m=3 A=14+2=A;+ A, B=1+4+u2y=DB)+ By
BT =14+2%? =B + Bl AT =142% = AT + AT
X ancilla £ ancilla Ly e et s g |y n a2 ety
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FIG. 13: Example of a syndrome extraction circuit for a BB4 code with ¢ = m = 3, defined by A =1+ x and
B =1+ zy. To simplify slightly, we removed the beacon qubits from the diagram. Syndrome extraction proceeds by
iteratively aligning ancilla qubits with the data qubits they must entangle. One X ancilla and one Z ancilla are
shown in blue and red respectively. They are tracked as their position changes. In round 1, the (0,0,0) X ancilla is
already aligned with the A; = 1 term, so a sequence of CX gates is applied from the X ancilla qubits to the data
qubits. In round 2, we align the (0,0, 0) ancilla with the Ay = 2 term by applying the (0, 1,0) medium-ring shift to
the left medium-ring block. By symmetry, this simultaneously aligns all X ancilla qubits with their corresponding
data qubits. After a (1,0,0) long-ring shift aligns the X ancilla qubits with the right medium-ring block, rounds 3
and 4 proceed analogously. The Z ancillas undergo the analogous transport sequence using the inverse terms of the
generator polynomials and apply CZ gates to their aligned data qubits.

qubit gates within the SEC and locally reloads the af-
fected qubits when a loss is flagged. Leakage on an-
cilla qubits is detected with the leakage measurement in-
troduced in Section [VD] while leakage on data qubits
is detected with a teleportation-based leakage detection
unit (LDU) [81] 149 150]. Any qubit flagged as leaked
is then reset to the computational subspace. We then

quantify the resulting memory-block performance, iden-
tify the dominant physical noise sources, and study the
space-time trade-offs of the loss-detection protocol.

The main properties of the loss- and leakage-corrected
memory blocks are summarized in Table [XI]

The rest of this section is organized as follows. Sec-
tion [XA] describes the simulation workflow used to



Algorithm 1: Base SEC for a three-ring
memory block with a = 2

Data: Data qubits, ancilla qubits, and a valid
maximally parallel schedule
- ((T)((l),Tél)), o (Tg(wc}leck)’ Téwcheck))) for
a three-ring code with a = 2
Prepare all ancilla qubits in |+);
Relabel the ancilla in software so that the initial
alignment matches the first schedule pair in ¥;

Apply the scheduled parallel gates for (T )((1), Tg)): CX
from each aligned X-check ancilla to its data qubit,
and CZ between each aligned Z-check ancilla and its
data qubit;

for 7 € {2,...,Wcheck } dO

5 Compute the common long-ring shift 7 from the

family change between rounds 7 — 1 and 7,

together with (sx,tx) from Tg*l) and T)(;) and

(sz,tz) from Tg_l) and Tg);

6 Apply the transport step consisting of a global

long-ring cycle by r on all ancilla qubits together

with the medium/short shifts (sx,tx) on the
medium-ring block Ax and (sz,tz) on the
medium-ring block Az;

7 Apply the scheduled parallel gates for (T' )(;), Téﬂ):

CX from each aligned X-check ancilla to its data

qubit, and CZ between each aligned Z-check

ancilla and its data qubit;

8 Measure all ancilla qubits in the X basis;

N =

w

I

model loss and leakage. Section [XB]introduces the loss-
detection protocol: the beacon protocol. Section [XC|es-
timates the synchronization overhead caused by rare local
reloads. Section [XD] presents the leakage-detection and
reset protocol for ancilla and data qubits. Section [XE]|
reports the logical performance of the candidate memory
blocks. Section[XFlidentifies the dominant physical noise
sources. Section [X G| studies space-time optimizations of
the loss-detection protocol.

A. Simulation with loss and leakage

We simulate standard stim circuits [I5I] annotated
with detectors and logical observables, and use these cir-
cuits as the common input to all of our simulations. For
noise models containing only Pauli errors, we use the
standard stim Monte Carlo shot sampler. To incorpo-
rate qubit loss and leakage, we pass the same annotated
circuits to a bespoke stabilizer simulator extending this
workflow.

The simulator executes the circuit gate by gate using
a Pauli tableau representation while tracking, for every
qubit, whether it is in the computational subspace, lost,
or leaked. Operations involving lost or leaked qubits fol-
low the rules of the moving-qubit noise model described

in Section [[VCl

At the start of each simulated time step, the simulator
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samples independent loss and leakage events for every
qubit at the prescribed rates scaled by the duration of
that step in POCs. All qubits appearing in the circuit
are susceptible to these events, including qubits used in-
side loss- and leakage-detection gadgets. When such gad-
gets are added to a nominal syndrome extraction circuit,
we also include the additional gate and idle noise accom-
panying the physical operations required to execute the
gadget. Apart from these extensions, the simulator oper-
ates like a standard Monte Carlo shot sampler for Clifford
circuits with Pauli noise.

The loss distributions reported in Table [XI| are ob-
tained from the simulation workflow described above.
For outcomes that were sampled in the 10%-shot Monte
Carlo run, we report the empirical frequencies directly.
For rarer outcomes that were not observed in that Monte
Carlo sample, we estimate the corresponding probabili-
ties with a compound Poisson model. We approximate
the number of initial loss events in one SEC by a Poisson
random variable X with mean pjoss Zt N;A;, where Ny
is the number of qubits exposed during simulated time
step t and A, is its duration in POCs. Let dpoc = >, Ay
denote the total SEC duration in POCs for the memory
block under consideration. In this rare-event model, we
approximate the time of an initial loss event as uniformly
distributed over that SEC duration. For each initial loss
event, we introduce a loss multiplicity random variable
Y': with probability 1/dpoc, the event occurs in the final
measurement layer of duration 1 POC and contributes
Y = 1 lost qubit; with the remaining probability, the
event occurs during or before the loss detection proto-
col and contributes Y = 3, corresponding to the loss of
one beacon qubit, one data qubit, and the ancilla that
most recently interacted with that data qubit. The total
number of lost qubits in the model is then

X
L=y
j=1
where the Y; are independent copies of Y.

B. Qubit loss detection protocol

In this subsection, we introduce the walking cat archi-
tecture’s loss-detection protocol. Although the walking
cat architecture applies to general moving-qubit families,
the protocol analyzed here is tailored to trapped ions in
the QCCD architecture. In the trapped ion QCCD archi-
tecture, ions are transported in small wells that must be
merged together to perform two-qubit gates, and then
split apart to allow subsequent interactions with other
ions. In that setting, attempting an ion merge/split oper-
ation after one ion has been lost can dramatically heat the
remaining computational ion [I52], thereby likely com-
pletely losing the ion. Therefore, in our model, we always
treat any merge/split operation involving a lost ion as a
propagated loss. We can exploit this fact by pairing each
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Code Q102 Q70 Q54
Physical 316 220 172
qubits
Logical error
ragte ) SEC 1011 10—10 3% 10~10
Ancilla reset 1 Ancilla reset 1 Ancilla reset 1
2q gate layer 8 | 2q gate layer 7 | 2q gate layer 8
SEC time budget | Cyclic shift 15.65 | Cyclic shift 11.65 | Cyclic shift 10.10
in POC Loss and leakage checks 8.05 | Loss and leakage checks 7.05 | Loss and leakage checks 8.05
Measurement 1 | Measurement 1 | Measurement 1
Total 33.70 | Total 27.70 | Total 28.15
gfé’i‘tzelrogtf Probability gfé?tbselrogf Probability gfﬁzefosf Probability
0 0.999148 0 0.999580 0 0.999689
1 3.20-107° 1 1.30-10—° 1 1.50-10—°
Loss distribution 2% 3.20-10~10 2% 1.15-10—10 2% 6.10 - 10~ 11
per SEC 3 8.18 104 3 4.07-10~% 3 2.96-10~4
4* 2.09-10-8 4* 6.14-10~° 4* 3.31-107°
5* 2.64-1013 5* 4.65-10"14 5* 1.83-10714
6 2.00-10-9 6* 8.19-10-8 6* 4.50-10~8
> 6* 1.03-10~10 > 6* 1.23-10~11 > 6* 5.00 - 1012

TABLE XI: Summary of the memory blocks studied in this section. The physical-qubit count includes data qubits,
ancilla qubits used for syndrome extraction, beacon qubits used for loss correction, and a reservoir used for
reloading. The logical error rates correspond to the operating points used throughout this section: p = 1074,
Preak = 1072, and pioss = 10~7. The SEC time budget in POC decomposes the time spent during a single SEC. The
“Ancilla reset” entry is conservatively counted as 1 POC, assuming the worst-case scenario that a qubit needs to be

reset due to leakage (see Sections [[T]] and [[V B]). The loss

distributions were obtained from Monte Carlo simulation

with 10® shots. Entries marked with an asterisk were not observed directly in the Monte Carlo sample and are
instead estimated using the compound Poisson rare-event model described in Section @

data qubit with an aligned ancillary qubit that can be
measured repeatedly for loss without disturbing the data
qubit’s quantum information. We refer to these ancillary
qubits as beacon qubits, and the loss detection protocol
that involves them as the beacon protocol. This approach
was introduced for long chains in [10I], we extend that
approach here to the moving-qubit model.

After each scheduled layer of two-qubit gates within
the SEC, we merge and split every data qubit with its
aligned beacon qubit and then perform a loss-detection
measurement on the beacon. If the data qubit was al-
ready lost, the loss propagates to the beacon, so a ‘lost’
outcome on the beacon serves as a proxy for data-qubit
loss. We check for loss immediately after each scheduled
layer of two-qubit gates within the SEC, before the loss
can spread through subsequent interactions. Because this
check does not require an additional physical two-qubit
gate, it reduces both time and noise overhead relative to
earlier loss-detection schemes.

The syndrome extraction circuit extended to include
the beacon protocol and leakage detection (which is de-
tailed later in Section is summarized in Algorithm
and the loss-triggered reloading and start-of-SEC data-
leakage routines it invokes are collected in Algorithm

Even a per-qubit loss probability as low as pioss =
10~7 per POC of computational operations is damag-
ing at scale. For a device with N =~ 10* physical
qubits, the expected rate of initial loss events per POC
is Npioss = 1073, so one initial loss event occurs every

~ 1/(Npioss) =~ 10 POCs. If a loss is not immediately
corrected, subsequent entangling operations spread the
loss; in the worst case, the affected region can double
after each scheduled layer of two-qubit gates within the
SEC. Thus a single initial loss event can rapidly grow to
a size where an unrecoverable logical error is inevitable,
effectively limiting reliable execution to O(10%) POCs.
This is orders of magnitude below what is required to re-
alize a computation with 10° logical T’ gates, motivating
explicit loss detection and correction.

Figure shows that a high loss rate is a major is-
sue. We plot the logical error rate as a function of the
loss rate parameter using the moving-qubit noise model
on all operations with fixed noise parameter p = 1073,
varying pioss between 1078 and 10~2 for our Q102 mem-
ory block, all with loss correction via the beacon protocol
enabled. When pjoss approaches p, ion loss strongly de-
grades logical performance, which may be an issue for
technologies where loss is a dominant source of noise.
By contrast, trapped ions can be confined more reliably
due to their charge. Indeed, the low-loss operating point
Ploss = P/1000 considered here is a conservative estimate
relative to cryogenic trapped-ion experiments that report
holding chains of over 100 ions for hours in a low-collision
environment [153].
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Algorithm 2: Beacon-assisted syndrome
extraction with loss and leakage handling. Lines
or phrases marked with [*] are additions or
modifications relative to Algorithm [f}

1 [*] Data: A data register D, an ancilla register A, a
beacon register B, a local reservoir register R
containing fresh replacement qubits, and a
valid maximally parallel schedule
S= (T8, TY), .. (T, TE™)) for a
three-ring code with a = 2

2 [x] RUNDATALEAKAGEDETECTION(D, A, R);

Prepare all ancilla qubits in |+);

4 Relabel the ancilla in software so that the initial
alignment matches the first schedule pair in ¥;

5 Apply the scheduled parallel gates for (T° )((1), Tg)): CX
from each aligned X-check ancilla to its data qubit,
and CZ between each aligned Z-check ancilla and its
data qubit;

6 [*] Merge and split each data qubit with its aligned
beacon qubit, then perform a loss-detection
measurement on the beacon qubit;

7 [*] Let £ be the set of beacon qubits whose
loss-detection measurement returns ‘lost’;

8 [*] if £ # () then

9 | [*] RELOADAFTERLOSS(L, D, A, B, R);

10 for 7 € {2,...,w} do

11 Compute the common long-ring shift r from the

family change between rounds 7 — 1 and 7,

together with (sx,tx) from T¢ ™" and T{” and

(sz,tz) from Tg_l) and Tg);

12 Apply the transport step consisting of a long-ring

cycle by r on all long-ring blocks together with

the medium/short shifts (sx,tx) on Ax and

(Sz7 tz) on Az;

13 Apply the scheduled parallel gates for (T)<(T)7 Téﬂ):

CX from each aligned X-check ancilla to its data

qubit, and CZ between each aligned Z-check

ancilla and its data qubit;

14 [*] Merge and split each data qubit with its

aligned beacon qubit, then perform a

loss-detection measurement on the beacon qubit;

15 [*] Let £ be the set of beacon qubits whose

loss-detection measurement returns ‘lost’;

16 [+] if £ # 0 then

17 \ [x] RELOADAFTERLOSS(L, D, A, B, R);

18 Measure all ancilla qubits in the X basis;

19 [*] Replace any ancilla qubit flagged lost during

readout by a fresh qubit prepared in I/2 from R;

w

C. Synchronization overhead from local reloading

To limit the impact of reloading on the time of an SEC,
we assume that the reservoir is placed so that each re-
placement requires only a few transport steps. For exam-
ple, if one data qubit and one beacon qubit are missing, a
short chain of fresh qubits can be shifted from the reser-
voir toward the left and then downward so that the two
vacancies are filled locally. In the memory-block layouts
considered here, we use a preliminary design assumption

Algorithm 3: Subroutines for loss-triggered
reloading and data leakage detection

Data: A data register D, an ancilla register A, a
beacon register B, and a local reservoir register
R containing fresh replacement qubits

1 Function ReloadAfterLoss(L, D, A, B, R)
2 Let J be the ancilla qubits that interacted in the
current layer with the data qubits indexed by L;
3 Eject the corresponding data qubits from the
system if they are still present;
4 Replace lost data qubits and ancilla qubits by
fresh qubits from R prepared in I/2;
5 Replace the lost beacon qubits indexed by £ by
fresh qubits from R prepared for the next loss
check;
Function RunDataLeakageDetection(D, A, R)
Prepare the ancilla qubits in |0);
8 Apply the teleportation-based leakage detection
unit of Fig. in parallel between each data
qubit and its aligned ancilla qubit;
9 Measure the old data qubits in the X basis using
the augmented loss/leakage readout;
10 If the computational outcome of that X-basis
measurement is 1, apply Z to the aligned ancilla
qubit via virtual frame tracking;
11 Physically exchange the data and ancilla rows
through transport, equivalently swapping their
roles, so that the teleported state now occupies
the data row and the measured qubits become
ancillas for the next SEC;
12 Let K be the set of indices whose old data-qubit
measurement reports ‘leaked’;
13 Reset the output data qubits indexed by K to the
maximally mixed state I/2;

b )

that this bounded reloading overhead is three transport
steps, i.e., 3/20 POC in the moving-qubit timing model.

The SEC times reported in Table [XI] assume that no
loss-triggered reloading occurs during that cycle. When
a loss is detected, the affected block must execute the
local reservoir refill before continuing, so its SEC becomes
longer by at most

AT, _3 POC
reload — 20

under this preliminary three-transport-step local-refill as-
sumption.

Let qrelona denote the probability that a given block
requires at least one local reload during an SEC. At the
operating points reported in Table [XI} we estimate this

from the probability that at least one qubit is lost during
the SEC:

Greload = 1 — Pr[0 qubits lost],

8.52 x 107* for Q102,
= 1420 x 10~* for Q70,
3.11 x 107*  for Q54.

Proposition 4 (Synchronization overhead from local
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FIG. 14: Teleportation-based data-qubit leakage
detection unit shown as a physical state-transfer
diagram [8T], T49]. The ancilla qubit is prepared in |0)
and targeted by a CX from the data qubit. The old
data qubit is then measured in the X basis using the
augmented loss/leakage readout; if the computational
outcome is 1, a Z correction is applied to the teleported
state before a final exchange restores the data/ancilla
ordering. In the moving-qubit model, this exchange can
be implemented with physical transport operations
rather than a SWAP gate.
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FIG. 15: Logical error rate as a function of the loss rate
parameter pjoss for the Q102 memory block with loss
correction, using the moving-qubit noise model with

fixed p = 1073.

reloading is bounded and small). Let M; denote the num-
ber of loss-triggered reload rounds executed by block i dur-
ing one SEC, let Myelona = E[M,], and let T, be the
nominal SEC time of one memory block in the absence
of loss-triggered reloading. Assume that each local reload
adds at most ATiel0aa = 3/20 POC. If Ny memory
blocks must remain synchronized, then their average SEC
time satisfies

(Nb)

0
TSEC )

3
< TS(EC + %Nblkmreload- (9)
Equivalently, the relative SEC overhead obeys

7(Nbik) 0
TSEbclk _TS(E)C

(0)
Tsgc

3A]\/vblkmreload
20T,
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Proof. If block ¢ executes M; local reload rounds during
the SEC, then its completion time is at most TS(%)C +

M; AT el0aq. Define

Mpax = max M.

1<i<Npix

Synchronization forces every block to wait for the slowest
block, so

T(Sjglék) S TS(%)C + AT‘rebad E[Mmax] .

Since

Nk
Mmax S Z Miv
i=1

taking expectations gives

Npix
]E[Mmax} S Z E[Mz] = Nblkmrcload'
i=1

Substituting this into the previous inequality and using
ATrel0aa = 3/20 POC yields Eq. (9). O

At the noise rates in Table [XT reload rounds are ex-
tremely rare, SO Myeloaa differs from grelona = Pr[M; > 1]
only through events with two or more distinct reload
rounds in one SEC, which occur at rate ~ p? ., which
is effectively negligible. Substituting Myeload = Greload
into the relative-overhead bound from Proposition [f] and
using

T, € {33.70, 27.70, 28.15} POC
and
Qreload € {8.52 x 1074, 4.20 x 1074, 3.11 x 10~ %}

for Q102, Q70, and Q54 gives isolated-block overhead es-
timates of only 0.00038%, 0.00023%, and 0.00017% for
Q102, Q70, and Q54, respectively, under the prelimi-
nary three-transport-step local-refill assumption. Even
for Ny = 100 synchronized blocks, the estimated over-
head remains below 0.04%: 0.038% for Q102, 0.023% for
Q70, and 0.017% for Q54.

This proposition clarifies the role of the local memory-
block reservoir described in Section [[Xt it confines rare
reload events to a short bounded delay. The shared reser-
voir, whose global replenishment model is developed later
in Sections [KXVI| and [KVIA] can then refill the local one
asynchronously. The resulting extra idle time is negligi-
ble both for runtime and for logical performance.

D. Leakage correction gadget

Figure [I6] shows that a high leakage probability is a
major issue. We plot the logical error rate as a function



of the leakage rate using the moving-qubit noise model on
all operations with fixed noise parameter p = 103 and
Ploss = 0, varying the leakage rate piea between 10~° and
103 with leakage correction enabled.
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FIG. 16: Logical error rate as a function of the leakage

rate pieax for three codes with leakage correction, using

the moving-qubit noise model with fixed p = 10~2 and
DPloss = 0.

When pe.x approaches p, leakage strongly degrades
logical performance, which may be an issue for technolo-
gies where leakage is a dominant source of noise. How-
ever, leakage affects code performance less than loss. A
single leakage error can affect at most one qubit, whereas
qubit loss, when detected only after each scheduled layer
of two-qubit gates within the SEC, affects at least two
qubits, such as a data qubit and the last ancilla with
which it interacted.

Leakage detection is handled differently between an-
cilla and data qubits. For ancilla qubits, we use the leak-
age measurement introduced in Section [VD] obtained
when the ancillas are measured at the end of each SEC.
For data qubits, we use the teleportation-based leakage
detection unit (LDU) shown in Fig. run at the start
of the SEC with ancillas reset to |0): a one-qubit tele-
portation gadget adapted from [8T], [149].

Whenever leakage is flagged, we apply a leakage re-
set that resets the leaked qubit to the computational
manifold before the next SEC. In our simulations, this
reset is modeled as replacement by a fresh maximally
mixed qubit. This operation executes in one POC in the
moving-qubit model; see Sections [[VB]and [V C]

Because every qubit is checked for leakage at least once
per SEC (ancillas when they are measured at the end of
the SEC, and data at the start of the SEC through the
teleportation-based LDU), the timelike support of one
leakage event is bounded to at most two SECs: the SEC
where leakage first occurs and the following SEC after
reset.
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E. Memory block performance

We summarize in Figure [I7] three Q102 curves compar-
ing the no-loss/no-leakage reference configuration with
two configurations that activate the loss- and leakage-
handling protocol. All curves are simulated with circuit-
level noise using the moving-qubit noise model.

Q102 memory performance

1073
—8— No loss/leakage
—®— Loss only
—8— Loss + leakage
3 1075
L
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FIG. 17: Logical error rate per SEC as a function of the
physical error rate p for the Q102 memory block under
the moving-qubit noise model, comparing the cases
Ploss = Pleak = O, DPloss = p/lOOO and Dleak = 07 and
Ploss = /1000 and pieax = p/10. Dashed segments
indicate fit extrapolations obtained from the
three-parameter ansatz pl%ir/21 exp(ap? + p + ¢).

The reference curve, with pjoss = 0 and preax = 0, is
obtained from a standard Monte Carlo simulation us-
ing stim [I5I]. The remaining curves are generated
with the loss- and leakage-aware simulator described
in Section [XA] augmented to enforce the correspond-
ing loss/leakage-handling protocol. In these protocol-
enabled simulations, beacon measurements are explicitly
included whenever pjoss > 0, together with the associated
memory error channels during beacon measurement (idle
dephasing, leakage, and loss), and teleportation-based
LDU checks are explicitly included whenever pjeac > 0.
By contrast, the reference curve does not include these
additional protocol steps or their accompanying noise.
Consequently, the effective multiplier reported in the ta-
ble below should be interpreted as the combined cost of
enabling the active loss/leakage-handling protocol at the
stated (prosss Dleak); Tather than as an isolated penalty
from loss and leakage alone.

F. Noise sensitivity analysis

To identify the physical sources of error that dominate
the logical error rate, we perform a one-at-time sensi-
tivity analysis on Q102 with p = 1073, ploss = 1076,



and preak = 107%. We independently double each noise
parameter while keeping all others fixed, and we report
the resulting logical error rate normalized by the baseline
value.

The results are summarized in Figure I8 The dom-
inant contribution comes from two-qubit gate errors,
whose doubling increases the logical error rate by 21.06 x.
The next largest effects come from leakage (4.90x ), trans-
port (3.03x), and idle errors (2.58x). Doubling the mea-
surement error rate produces a comparatively modest
1.13x increase, and doubling the initial qubit loss rate
Ploss produces only a 1.10x increase in this operating
regime. This is because the beacon protocol localizes a
detected loss to a rare flagged Clifford fault on at most
two qubits: the affected data qubit and the ancilla that
most recently interacted with it. Its leading-order im-
pact is therefore comparable to a two-qubit flagged fault
event at a rate of only pjoss. Scaling transport length cor-
responds to scaling the noise rates of all sources of noise
occurring during transport: depolarizing noise, loss and
leakage on all qubits (transported or idle). This aggre-
gate effect still produces a substantial 3.03x increase be-
cause roughly half of the execution time of a syndrome
extraction round is spent in transport.

G. Optimizing beacon protocol space and time
overhead

We next study two beacon-protocol trade-offs for Q102
using the moving-qubit noise model with pioss = p/1000
and preax = p/10: reducing the beacon-measurement fre-
quency (Figure and reducing the number of bea-
con qubits measured per scheduled layer through bea-
con reuse (Figure . In this regime, we can preserve
a logical error rate per SEC near 107 !0 either by mea-
suring beacon qubits after every other scheduled layer
of two-qubit gates (half frequency) or by measuring bea-

Rates

Logical error

Logical error

Ansatz

09| (pross: Preakd) | at p=10~3 | at p=10-* | P (2,8,9) deire
(0,0) 5.28E—07 2.50E—12 | 1.00 (6810, 656, 19.3)

Q102 (p/1000, 0) 7.34E-07 3.78E—12 1.07 (—4210,501,19.7) 9
(p/1000, p/10) | 5.00E—06 281E—11 | 1.57| (1.03E+05,481,21.7)

Q7o (0,0) 9.72E-07 7.27TE—-11 1.00 | (1.07TE+406, —3410, 23.0) 9
(p/1000,p/10) | 3.69E—06 9.71E—11 | 1.31 | (8.46E+05, —1910, 23.2)

Q54 (0,0) 5.37TE—06 1.58E—10 1.00 | (5.29E+405, —1810, 23.7) 9
(p/1000,p/10) | 3.64E—05 3.08E—10 | 1.39| (—3.76E+04,235,24.1)

TABLE XII: Logical error rates for the reference and

protocol-enabled memory-block configurations. The
factor peg is defined relative to the no-loss/no-leakage

reference curve so that the full protocol-enabled

configuration at the stated loss/leakage scaling is
approximated by replacing the physical gate error rate p
by pefip. pesr absorbs both the effect of loss/leakage and

the protocol overhead required to detect them. The
fit-parameter column lists («a, 3, (), where available, for
the ansatz pl%ir/21 exp(ap® + Bp + ¢) used to
extrapolate the p = 10~% logical error.
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Q102 noise sensitivity

2q gates

Leakage

Transport

Idle

Measurement

lon loss

T T
10 15 20
Logical errors (x baseline)

T
0 5

FIG. 18: Sensitivity analysis showing the impact of
doubling each noise parameter on the logical error rate.

3Q102 Beacon Measurement Frequency Optimization
10~

—8— 1/2 beacon frequency
10~% 4 —@— 1/3 beacon frequency

1073 5
1076 4
1077 4
1078 4 .

1079 5 .

Logical error rate / SEC

10710 -,//

1011 4

10712 :
1074 1073

Physical noise rate, p

1072

FIG. 19: Logical error rate per SEC versus beacon
measurement frequency for Q102 under the
moving-qubit noise model with piess = p/1000 and
Pleak = p/10. Dashed segments indicate extrapolations
obtained from the three-parameter ansatz

p"dcirc/2—‘ exp(OZPQ + ﬁp + C)

con qubits after every scheduled layer of two-qubit gates
while checking only half of the data qubits at a time (half
beacon count).

By contrast, reducing to one-third frequency or one-
third beacon count is too aggressive. The reason is that
reducing temporal or spatial beacon coverage increases
the effective weight of each loss event by a constant fac-
tor that grows exponentially with the reduction factor.
For example, at one-third frequency, a single undetected
loss can spread to an effective weight-8 event before it is
flagged and corrected. At that point, loss events are es-
sentially always logical errors, and the logical error rate
becomes lower bounded by the rate of loss.
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FIG. 20: Logical error rate per SEC versus beacon
qubit count for Q102 under the moving-qubit noise
model with pjoss = p/1000 and pieax = p/10. Dashed
segments indicate extrapolations obtained from the
three-parameter ansatz pldeire/2] exp(ap? + Bp + ().

XI. THE CAT FACTORY

In this section, we design a cat factory for the walk-
ing cat architecture, tailored to the constraints of the
moving-qubit model.

Cat states are ubiquitous in quantum computing and
quantum communications [4, [I54]. They are used in var-
ious fault-tolerant constructions as a means of measuring
Pauli observables without propagating errors between the
measured qubits [4]. For cat states to be useful, they
should not have too many correlated errors. Previous
works have proposed factories which produce cat states
fault-tolerantly [4] 127HI34].

Fault-tolerance can be relaxed in practice and the cat
states we use in our architecture are not fault-tolerant in
the sense of these previous works. They are built in such
a way that, with the exception of a small set of errors with
total probability € = 1071°, the produced cat states suf-
fer from any given Pauli error e with probability at most
plel, where |e| is the weight of e. This property guaran-
tees that the cat state noise is quasi-independent, which
means that it can be consumed safely to perform logical
measurements without degrading the code minimum dis-
tance, and without significantly affecting its logical error
rate. In Section [XIII] we use these cat states for perform-
ing logical measurements while keeping the logical error
rate in the regime of our desired value of 10710,

The properties of the cat factories and the cat states
they generate are summarized in Table [XIII] so that the
reader only interested in applying these results can refer
to this table and skip the rest of this section.

The rest of this section is organized as follows. Sec-
tion [XTA] introduces a notion of quasi-independent cat
states. The cat factories are designed in Section [XIB]
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Heuristic estimates for their performance are proposed
in Section [XIC| and verified by comparison with numer-
ical simulations in Section [XI DI

A. Quasi-independent cat states

We design cat factories within the moving-qubit model,
producing w-qubit cat states

02" + e
V2

The produced cat state can be modeled as a perfect cat
state up to some Pauli errors e € E occurring with prob-
ability Prob(e). Here E is the set of all possible Pauli
errors on the final cat state. The noisy cat state is fully
characterized by the probability distribution Prob(e),
which is a property of the production procedure. For
simplicity, we ignore leakage and loss which are removed
by post-selection.

Any error e can lead to one of the following distinct
effects: a Z error leading to the state

0 — e
\/i )
one of (7;;) weight-k X errors, and a combination of a Z
error and one of the weight-k X errors.

Note that: (1) An even number of Z terms in e is
equivalent to no Z terms. (2) A weight-k X error is
equivalent to its complementary weight-(w — k) X error;
(3) Any Y term in e will have the same effect as a Z
term when accounting for the Z error and an X term
when accounting for the weight of the X error.

Cat states are used to measure Pauli observables on
data blocks. The circuits used to implement these
measurements (e.g., Fig. in Section propagate
weight-k X errors on the cat state to weight-k X errors
in the data block. A Z error on the cat state causes an
error in the measurement outcome. We say that the cat
state is fault-tolerant if it meets the following definition:

Definition 1 (Fault-tolerant cat state). A noisy cat state
is said to be fault-tolerant with noise rate p if it is a
perfect cat state up to Pauli errors e € E, where the
probability for an error e is upper bounded by ple!.

It is possible to add a notion of distance to the above
definition, requiring that it only holds up to |e| < %
(see [I31]). However, in the context of a specific fault-
tolerant architecture, it is more accurate to assess per-
formance based on error rates. We therefore choose to
set a target precision €, below which errors are too rare
to impact performance. We construct our cat states so
that they are fault tolerant above this cutoff rate. This
is done by breaking the set of errors into two subsets Fjy
and E; such that the total probability of errors in FEjy
is below the target precision, and errors in E; meet the
fault tolerant condition Definition [l
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Parameter Estimate
. . . log(e)
Required number of verification rounds m ’7210g(2p)—‘
X error rate per cat state qubit p/2
Z error rate per cat state qubit 4(m +1)p/15
Rejection rate due to error detection (2m + 1)wp

Rejection rate due to leakage detection

Preaw ([logy (w)] + w/40 + 6m +4)

Rejection rate due to loss detection

Plossw ([logy(w) ] + w/40 + 6m + 4)

Qubit flow per cat factory

w qubits per SEC

. . POCs log, (w m
Production time Troagsport steps [ %52)_]_ ;3_ 1+ ’
Number of qubits lost Probability
1 2WPloss
Loss distribution per attempt im Buwmpioss
8m Dloss (l—IOgZ(w)-‘ + 1) /2
2w Ploss ([logy(w)] +1) /2

TABLE XIII: Heuristic estimates for the noise and rejection rate of the cat factory and the produced cat states as a
function of the cat state weight w and the target precision e. The number of verification rounds, m is determined by
the desired precision, € and the physical error rate p. In this work, we use ¢ = 1071% and p = 10™%, so we require
m = 2. The model is not expected to be accurate for error rates below €. The qubit flow is the number of qubits
that go through the component per unit time. The numerical simulations of Section [XID|show that these heuristics
are pessimistic and overestimate the impact of noise.

Definition 2 ((e,p)-independent cat states). A weight-
w noisy cat state is said to be (e, p)-independent if it is
a perfect cat state up to Pauli errors from two sets, Ey
and FE1 such that:

e Prob(Ep) <e.
e For all e € Ey, Prob(e) < plel.
We call € the precision of the cat state.

Below, we show that constructing (e, p)-independent
cat states can be significantly cheaper than constructing
fault-tolerant cat states. This is of particular importance
in our architecture, which consumes cat states that are
typically larger than the code distance. For our specific
architecture, we use ¢ = 10710,

B. Design of the cat factories

Our cat factories use a two-step procedure to produce
even-weight cat states that are (g, ¢)-independent, where
q is a multiple of the physical error rate p.

1. Cat state preparation: Prepare a cat state using
an iterative process that doubles the size of the cat
state with each POC (see Algorithm and Fig. .
This step takes [log(w)] + 1 POCs. The cat state
at the output can have high-weight X errors, a Z
error, leaked qubits and lost qubits.

2. Cat state verification: Verify the cat state using
w ancilla qubits and m verification rounds. Each
verification round consists of checking for X errors
using ZZ stabilizer checks. The stabilizer checks

Algorithm 4: Even-weight cat state preparation

Input: An even integer w.

A register of w qubits in two rows. The positions of
the top row are labeled {1,...,w/2} and the bottom
are {w/2+1,...,w}, both going from left to right.
Output: A weight-w cat state.

1= [logy(w)] — 1

2 Initialize qubit in position 1 in |+).

3 Initialize qubits in positions {2,...,w} in |0).

4 fori€{0,...,c} do

5 for j € {1,...,2'} do

6 Perform CX from the qubit in position j to the
qubit in position j + (w/2).

7 if i < c then

8 ‘ Do a clockwise shift of 2° steps.

9 if 27! < w then

10 Do a clockwise shift of w/2 — 2° steps.

11 for j € {2°T' —w/2+1,...,w/2} do

12 Perform CX from the qubit in position j to the
qubit in position j + (w/2).

13 return all qubits

can also detect loss. Each verification round takes
three POCs and one transport step. The final ver-
ification round is followed by a leakage detection
round which takes 2 POCs (Algorithm [5).

The parameter m determines the number of verifica-
tion rounds and the values (g,¢q). For our purposes we
choose m = 2, which is sufficient for ¢ = p = 10~ and
e = 10719 A heuristic model for choosing m and for
the expected error, rejection and loss rates is given in

Table XIIII

Cat state preparation is done in a register consisting
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FIG. 21: Visual depiction of the cat state preparation
step (Algorithm [ for w = 18 and ¢ = 3. The initial cat
qubit (initialized in |+)) begins in the upper left corner.

White circles represent qubits in the state |0). During

each iteration of the for loop, CX gates are applied
from current cat qubits in the top row to their
neighbors in the bottom row, and then the qubits
undergo a clockwise shift to align all cat qubits with
unentangled qubits. During the final iteration, the
qubits only need to shift far enough so that the
remaining unentangled qubits are aligned with current
cat qubits; only these qubits are targeted by CX gates
to complete the state preparation.

of two rows, each with w/2 qubits. The first (leftmost)
qubit on the top row is labeled ()7 and initialized in the
state |+). All other qubits are initialized in |0). @
is now a w = 1 cat state. We grow this cat state by
iteratively performing CX operations between the qubits
in the cat state and the qubits in the row below, shifting
clockwise each time so that all cat qubits are on the left
side of the top row (see Algorithm |4 and Fig. . The
total preparation time is [logy(w)]+1 POCs and w/2—1
transport steps. Note that state initialization is executed
simultaneously on all qubits. Similarly, all CX gates in
the for loop (Line [5)) are executed simultaneously. We
use the term cat qubit to denote qubits that are part of
the cat state.

It is easy to see that a single error can propagate into
a high weight error during the preparation procedure.
For example, in Fig. an X error on qubit 2 at ¢ =1
would propagate to qubit 13 at ¢ = 2, and eventually to
three more qubits, making it a weight-five X error. Veri-
fication (Algorithm [5) is used to detect errors and reject
faulty cat states. Specifically, we only check for X-type
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Algorithm 5: Even-weight cat state verification

Input: Cat state weight, w, an even integer.
Number of verification rounds, m.

A register of 2w qubits in four rows as follows:
Top row: w/2 ancilla qubits.

Middle two rows: weight-w cat state.

Bottom row: w/2 ancilla qubits.

Output: Verified weight-w cat state.

1 for in 1 tom do

Initialize the ancilla qubits to |+).

3 Perform CZ between each qubit in top and bottom

rows (ancilla) and the adjacent qubit in the

middle rows (cat qubit).

4 Shift the cat state qubits one step clockwise.

5 Perform CZ between each qubit in top and bottom

rows (ancilla) and the adjacent qubit in the

middle rows (cat qubit).

6 Measure the ancilla qubits in the X basis.

7 If any ancilla measurement has a non-trivial

outcome (1, ‘leaked’ or ‘lost’), abort and return

“Cat state rejected”.

Prepare all ancilla in |0).

Perform CX between all cat qubits (control) and

adjacent ancilla (target).

10 Measure the cat qubits in the X basis.

11 If any cat qubit measurement has the outcome ‘leaked’
or ‘lost’, abort and return “Cat state rejected”.

12 Change labels between ancilla and cat qubits. The
middle two rows are now called ancilla and the top
and bottom rows are now cat qubits.

13 return Qubits in top and bottom rows.

© ®

Step POCs Transport steps
Preparation [log,(w)] +1 (w/2-1)
m = 2 verification rounds| 3m +2 =28 2

TABLE XIV: Time required to prepare a
(e =10719 p = 107*)-independent, weight-w cat state.

errors using multiple verification rounds. At each round,
we measure all ZZ stabilizers on neighboring qubits (in a
cyclic manner). This can be done by introducing ancilla
qubits above and below the two-row cat state, performing
CX between the ancilla and the cat qubit either above or
below it, shifting clockwise, performing another round of
CX between ancilla and cat qubits above or below them,
measuring the ancilla and checking the parity of the re-
sult. One round of verification takes three POCs and one
transport step. This verification needs to be repeated a
few times to reduce the probability of an undetected high
weight X error. Based on the heuristic and simulation
below, m = 2 rounds are sufficient to achieve ¢ = 10710
when p = 1074

Loss is detected during the ancilla measurements.
Since all cat qubits interact with an ancilla during ev-
ery verification round, any lost cat qubit will propagate
to a lost ancilla that will be measured. Leakage detection
on the ancilla is also done as part of the measurement.
Leakage detection on the cat qubits cannot be performed



directly. Instead, we use the LDU introduced in Fig.
As a result the roles are now swapped: the cat qubits
are now the ancilla qubits and vice versa. This operation
takes 2 POCs.

The total depth for preparation and verification is
[logy(w)] + 3m + 3 POCs and w/2 + m — 1 transport
steps.

The verification procedure above reduces the probabil-
ity of X errors on the cat state. In principle, it is possible
to include a second verification procedure to detect Z er-
rors. One possibility is to prepare two cat states and use
one to measure the X®% stabilizer on the other. This
can be done in the factory or just before the cat state is
consumed. The latter is particularly effective for catch-
ing transport-related errors. Within the context of this
work, the impact of Z errors in the cat state is small
enough that we do not need this type of verification (see

Section and Section [XIII]).

C. Heuristic error estimates

We now derive the expressions that lead to the heuris-
tic model of Table [XIII} We begin with models for X and
Z errors, including the rejection rate due to these errors.
We then derive estimates for loss and leakage. The model
is expected to be pessimistic and can be compared with
the simulation results in Section below.

We assume that leakage and loss errors are always
detected and lead to the cat state being rejected. Un-
der this assumption, we want to show that a produced
cat states can be modeled as a perfect cat state that
goes through two error channels. The first induces
a single qubit X-error on each qubit, with indepen-
dent probability p, = p/2; the second induces a single
qubit Z-error on each qubit, with independent probabil-
ity p. = (4w + 4mw)p/(15w). Under this model, the
cat state is (g, q)-independent for any & < (2p)?™ and
q = max(pg,p,). At m = 2, p, < p so the cat state
is (e, p)-independent for any ¢ < (2p)*. We show be-
low that this model is expected to overestimate the error
probabilities, up to a precision of € = p?™.

In the derivation of the X and Z error models we as-
sume that the only source of errors is two-qubit gates.
This simplifies the derivation without having a signifi-
cant impact on the result. We also ignore some of the
transport steps as explained below.

Rejection rate due to error detection - There are
M, = (w — 1) 4+ 2mw two-qubit gates in the circuit, ex-
cluding leakage detection. The rate of rejection due to an
error detected in verification is therefore upper bounded
by Mgp < (2m + 1)wp.

As can be seen in the simulation results (Fig.[22d), this
bound is relatively tight when p is small, but becomes
loose for large p. This is expected since we are using a
sum of probabilities for independent events.

Rejection due to loss is negligible due to the magni-

tude of pioss (Eq. (13)), but leakage (Eq. (12)) can be
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significant. Both are treated below.

X-type errors - A single X error during preparation
can propagate to a high-weight X error on the prepared
cat state. An X error of any weight anti-commutes with
at least two ZZ stabilizers during one round of verifica-
tion. Each stabilizer check involves two two-qubit gates,
so the probability of an undetected preparation error af-
ter m rounds of verification is at most (2p)?™. We can
therefore ensure that X errors during preparation will be
detected with probability at least 1 — (2p)?™. We can set
any € > (2p)?™ as a cutoff above which we expect X
errors to only be the result of errors during verification.
For p = 107* and € = 10710, it is sufficient to choose
m = 2.

Any X errors during verification will not propagate
to more than one cat qubit. Moreover, X errors during
one verification round will be detected at the next round,
unless two stabilizer measurements have an error. At suf-
ficiently small p, the main source of X errors is therefore
the last two-qubit gate acting on each cat qubit. For each
of these, there are a total of four distinct error types that
lead to an undetectable X error in the cat state, each
of these with probability p/15. The probability for an
X error on each individual cat-qubit is therefore smaller
than our heuristic value p, = p/2.

The total probability for an X error of weight k is

Prob(weight k X error) = (Z) k. (10)

This value can be compared with the simulation results
in Fig. 22a] and Fig. 23]

Z-type errors - We bound the probability of a single
undetected Z error. If the error is during preparation,
then it might either be the result of a Z or Y error, but
the Y error will be detected later (as an X error), so the
undetectable errors are only ZI and IZ. The probability
of an undetectable Z fault during preparation is therefore
2(w —1)p/15 < 2wp/15.

Similarly, during the first m — 1 rounds of verification
the errors that will not be detected are only of the form
77 and ZI (where the second qubit is the ancilla) so
again, the probability of an undetected Z error is 4wp/15.
For the final round, w of the YT and Y Z errors do not get
detected because they are on a qubit that goes unchecked
later. So we have 6wp/15. The heuristic expression

(4w + 4mw)p/15 (11)

is the sum of all these contributions. For m = 2 this gives
12wp/15 < wp.

Leakage - Within the moving-qubit model, we as-
sume that the leakage measurement outcome is noise-
less. Our leakage detection steps will detect all leakage
that can lead to errors. As a result, leakage does not con-
tribute to the error probability, only to the rejection rate.
During preparation there are w qubits and the depth is
[logs (w)]+1+4(w/2—1)/20 time steps. The depth of each



verification round is 3 + 1/20 and there are 2w qubits.
Additionally, 2w qubits can leak during leakage detec-
tion which takes 2 POCs. The total leakage probability
is therefore at most

PleakW ([logy(w)] + w/40 + 4 + 6m) . (12)

For simplicity, we ignored the 1/20 terms which have a
negligible contribution.

A comparison of this heuristic with simulation for a
weight-30 cat state is given in Table [XV]

Loss - Loss contributes to both the rejection rate
(through loss detection) and to the requirements on the
global reservoir. We assume that the final loss and leak-
age measurement outcomes are noiseless. Any loss before
the final round of CX gates would propagate to an ancilla
and lead to rejection.

To calculate the rejection rate due to loss, we note
that loss mechanisms are similar to leakage mechanisms.
The probability of rejection due to loss is therefore upper
bounded by

PlossW ([logy(w)] + w/40 + 4 + 8m) . (13)

This is two orders of magnitude lower than the leakage
rate, so it does not contribute significantly to the re-
jection rate. However, since loss events can cascade to
multiple qubits, the expected number of lost qubits per
attempt can be significant.

Most loss events will cascade and cause a number of
qubits to be lost. We can upper bound the number of
qubits lost based on when the first loss event (FLE) oc-
curs. During preparation, the probability of FLE at any
POC is wpioss (where we use the fact that pjoss is very
small). During verification the probability of FLE at
any POC is 2wpess. A single qubit lost at the end of
the preparation stage will propagate to 4m lost qubits at
the end of verification. In a worst-case scenario w/(2m)
qubits lost during verification will lead to 2w lost qubits.
FLE during verification will lead to at most 4m lost
qubits. We therefore expect to have a probability of
8mwpyogs for FLE during verification leading to between
one and 4m lost qubits. Roughly half of the loss events
during preparation will result in two lost qubits at the
end of preparation, and up to 8m lost qubits at the end
of verification. This happens with a probability of about
Ploss|[10gs(w)] + 1]/2. The other loss events can lead to
at most 2w lost qubits with the same probability. Ad-
ditionally, there is the probability of a single qubit lost
during the final measurement. This happens with prob-
ability 2wpioss. We therefore use the four peak heuristic
in Table [XIII} The expected loss rate in this model is

Plossw (2 + 32m? + (8m + 2w) ([logy(w)] + 1)) . (14)
While this model is expected to significantly overestimate

the loss rate (compare with Fig. , it is sufficient for
our purposes.
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Heuristic|Simulation
Rejection rate 75-107°] 7.3.10°7
due to leakage detection
Rejection rate 75-100°] 7.2-10°°
due to loss detection
Expected number of qubits| 1.8 - 107> | 6.5-10 %
lost per attempt

TABLE XV: Impact of leakage and loss for a weight-30
cat state. Leakage rate and loss probability represent
the rate at which at least one leakage and/or loss event
occurs. The loss rate is the mean number of qubits lost
per cat state production attempt. Note that the loss
distribution heuristic (Table is expected to be

very pessimistic.

Note that in both this heuristic and the simulations,
we did not account for the possibility that verification
stops because the state is rejected in an early verification
round. As a result, they overestimate the number of lost
qubits.

Our numerical results below support the heuristic
models.

D. Numerical results

Numerical estimates for the performance of the cat fac-
tory were generated with Monte Carlo simulations using
Stim [I5I]. The simulations include all gates and idles
between gates, but do not account for transport steps
which are not expected to contribute significantly even
for large cat states. Simulations for Pauli errors (Fig.
and Fig. were done with m = 2 and 10'Y shots. Sim-
ulations for loss and leakage (Fig.|24|and Table were
done with m = 2 and 108 shots.

Results for a weight-30 cat state are shown in Fig. 22]
The probability for X errors by weight-k (Fig. fol-
lows Cyp”* as expected, where the constant Cj, is fit to
the data. Notably, C; < (7“,:), so the heuristic model is
an upper bound. The Z error rate on the final cat state
(Fig. follows the heuristic estimate. The rejection
rate (Fig. is lower than the heuristic bound, espe-
cially at relatively high error rates. This is expected since
the heuristic is only expected to hold when (1 — p) ~ 1.
It should be noted that the choice of m depends on p.
Rejection rates at high error rates would therefore be
significantly higher if we wanted to reach the same ¢ for
the approximate (e, p)-independent cat states.

In Fig. we show results for a weight-50 cat state
prepared with a physical error rate of p = 1074, The X
errors decay exponentially with weight (as expected) and
the rejection rates and Z error rates are slightly below
the heuristic estimate.
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FIG. 22: Errors and rejection during verification for a
weight-30 cat state with m = 2. Results from Monte
Carlo simulations with 10'° shots taken at each value of
p. (a) X error rates by weight, &k, with a one parameter
(Cy) fit to Cr,P*. (b) Z error rate compared to the
heuristic upper bound. (¢) Rejection due to non-trivial
measurement results during verification, compared with
the heuristic upper bound.
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Error rates by weight — weight-50 cat, p = 1.0e-04
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FIG. 23: Simulation results (using 10'° shots) for a
weight-50 cat state at p = 10™* and m = 2. Rejection
rate here represents only the rejection due to non-trivial
measurement results in verification.
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FIG. 24: Qubit loss probability for a 30 qubit cat state.
Note the four main areas for the distribution are 1,
2—38,9—16, and 17 — 60 as predicted by the heuristic
in Table [XITI} The probability for a loss event is
729 x 10~7 and the expected loss rate is 6640 x 10~7.

XII. THE BELL FACTORIES

In this section, we describe our Bell factories and the
cat state stitching protocol. The stitching protocol uses
two cat states located in different cat factories, and a set
of Bell states with a qubit in each of these cat factories to
create a new cat state that is distributed across the two
factories. This distributed cat state can then be used
to measure logical operators that have support on the
two data blocks adjacent to the cat factories. Important
parameters and performance estimates of the Bell facto-
ries and stitching protocol are summarized in Table [XV]]



Algorithm 6: Stitching two cat states of weights
wy and ws into a single cat state of weight
w = wyp + ws.

Input:
Two cat states C1, C2 of weight w1 and wa. Cat
qubits in C are labeled Q1,,, 1 € {0,...,w; — 1}; Cat
qubits in C2 are labeled Q2,,, v € {0,..., w2 — 1}.
A positive integer m, specifying the number of joint
Z Z measurements.
m Bell pairs. Each Bell pair consists of two qubits
Bj., j€{1,2},£€{0,...,m — 1}. Each of these is
located next to cat qubit Q; ¢.
Output: Cat state with weight w = w1 + wa.
for each qubit B;, do
| Perform a CZ between Q; ¢ and Bj.
3 Measure all B, in the X basis and record the parity
of the results from each Bell pair in
Pyl e {O,...,m— 1}.
if any measurement results are either ‘lost’ or ‘leaked’
then
Reject cat state and abort.
Return "Cat state rejected".
if all P, have the same value then
‘ Parity = P
else
10 Reject cat state and abort.
11 Return "Cat state rejected".
12 return Cat qubits and Parity

N =

'
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The estimates in the table are expressed as functions of
two parameters: the target precision of the cat state, ¢,
and the physical error rate, p. The requirements for the
stitching protocol and the Bell factory are independent
of the weight of the cat states.

A. Bell state production

Preparing a Bell state, %(|OO> + [11)), is done using
two qubits, one prepared in |[4) and the second in |0), and
then performing a CX gate. This takes two POCs and has
an error probability of at most p 4+ 2p/10. Since the Bell
pairs will be measured directly and used in a stitching
protocol that rejects when detecting an error, leakage, or
loss, they do not need to be verified. Error propagation
from the Bell pairs to the cat state is discussed below.

B. Stitching protocol

The stitching protocol (see Algorithm [6) uses Bell
states to stitch two cat states C; and Cy at two differ-
ent locations into a single cat state. The new cat state
is distributed across the same locations as Cy and Cs,
and uses the same qubits. If C; has weight w; and Cs
has weight wq, then the new cat state will have weight
w = wi + we. The protocol consists of a number (m)
of ZZ stabilizer measurements across the cat state, i.e.,
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each ZZ measurement is between one qubit in C; and
one qubit in Cs. The cat state is accepted if all ZZ mea-
surements have the same parity, otherwise it is rejected.
If the parity is even, the new stitched cat state is the
standard cat state. If the parity is odd, the stitched cat
state differs from the standard cat state only by a known
X error on all qubits of Cy (or Cs), which can be tracked.
The value of m is chosen to ensure that the cat state is
approximately (g, p)-independent (see Table [XVI)).

The protocol has a depth of two POCs. The proba-
bility of an error on one of the m parity checks is upper
bounded by p’ = 2p + 2p/10 4+ pp, where pp is the er-
ror rate for the Bell state (including transport errors).
In Table we use the pessimistic estimate p’ = 4p,
which accounts for over a hundred transport steps. The
probability that the stitching protocol ends in rejecting
the new cat state is at most mp’. The result of an er-
ror during stitching could be one of three types: 1. The
parity is not measured correctly, leading to an X error
of weight w; on the stitched cat state; 2. An error prop-
agates into one cat qubit on one cat state, leading to the
same error on the stitched cat state; 3. An error prop-
agates into one cat qubit at each location, leading to a
correlated error on the stitched cat state. Error 1 can
lead to a logical error. However, the cat is rejected un-
less all m measurements have the same outcome. The
probability that all m measurements give the same in-
correct outcome is at most (p’)™. We therefore choose m
so that (p')™ < e. For our purposes, choosing m = 4 pro-
vides sufficient margin at ¢ = 107, We note that due
to error type 3 above, the probability of a weight-two
X error can be of order p, which means the cat state is
not (e, p)-independent. However, the two parts of the cat
states will be used on different memory blocks, and cor-
related errors on different memory blocks do not reduce
fault-tolerant capability.

C. Required number of Bell factories

For a walking cat architecture with N blocks and N
cat factories, we have to stitch at most N/2 pairs of cat
states during each round of cat production. Each stitch-
ing consumes m Bell states, so we need to produce at
most Nm/2 Bell states per round of cat state produc-
tion. Each Bell factory produces at least [3m/2] Bell
states per cat state production round because the cat
state production time is lower bounded by 3m + 3 POCs
(see Table [XIII). Therefore, [N/3] Bell factories are suf-
ficient for all required cat state stitching.

Finally, the qubit flow is upper bounded by 2[3m /2]
qubits per cat state production round.

XIII.

Section [VITA] defined logical measurements
(LM1, LM2) as a key element of the logical in-

LOGICAL MEASUREMENTS
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Parameter Estimate
Production time for one Bell pair 2P0OCs
Bell state rejection rate 0
Bell states required for stitching m = lrzllzg(;)p)-‘
Stitching time 1POC
Stitching rejection rate dmp
Bell factories [N/3]
for N cat factories
Qubit flow per Bell factory 2[3m/2] qubits per cat state production round

TABLE XVI: Estimates of the performance of and requirements for the stitching protocol and the Bell factories.
The stitching protocol uses two cat states of weights w; and wo and precision €, to create a cat state of weight
w = wi + wy with the same precision. Recall that the qubit flow measures the number of qubits going through the
component per unit time.

struction set, through which logical operations are
realized (see Section . This section discusses
implementations of these logical measurements using cat
states (Section, constructs simple heuristics with
which to estimate their performance (Section [XIILB),
and validates those heuristics with numerical simula-
tions (Section . Table summarizes a key
figure-of-merit, the expected duration of each variant of
cat-based logical measurement.

Our implementation of logical measurements employs
a physical cat state of size @ to measure one logical Pauli
operator P with representative P of weight w (i.e., a cat-
based measurement). Figure shows an example cir-
cuit gadget implementing a cat-based measurement of a
w = 4, X Pauli operator. Cat-based measurements of an
arbitrary Pauli operator follow an almost identical mea-
surement gadget, with CX gates replaced by CZ or CY
where appropriate. In a single cat-based measurement,
the outcome b of measuring P is given by the parity of the
bits obtained from measuring individual qubits of the cat
state: b = ¢1 ®caPBes... (here @ denotes addition modulo
2).

: - SEC (EDM SEC (Viterbi
Weight () 5f10_5 5(: 10—)l“ = c= §0—1“ )

10 3 5 104

20 3 § 5.10

30 3 6 5.14

54 1 8 6.31

TABLE XVII: Duration (in number of syndrome
extraction cycles) for error-detected (EDM) and
adaptive error-corrected (Viterbi) logical measurements.
In each logical measurement, physical cat-based
measurements are repeated until a target logical
measurement error rate (¢) is reached. Logical
measurement durations are shown for logical
representatives of different weights (w). Here, the
physical gate noise rate is p = 10~% and cat states are
missing with probability bwp. We assume one extra
SEC following the last cat-based measurement, to allow
for classical reaction time, for instance from a decoder.

Code Block
[<]

cl

c2

c3

Cat State

CIOjCIT

FIG. 25: Using a cat state to measure X;Y573X, on
four data qubits. The outcome is ¢ & co & c3 D 4.

Our use of cat states for logical measurements follows
the strategy of “Shor-style” syndrome measurements [4],
that eschews use of a single bare ancillae in order to
avoid introducing high-weight Pauli errors into the code
block being measured. Since a high-weight X-type er-
ror in the cat-state (as used in the circuit of Fig.
similarly propagates into the target code block, we use
(e, p)-independent cat states (Definition [2)) verified with
the procedure of Section [XI} wherein correlated errors oc-
cur with vanishingly small probability (see Table .

A. Fault-tolerant logical measurements

From any individual cat-based measurement, the value
obtained is incorrect with probability O(p), with p the
noise rate of physical CX, CY or CZ gates used to im-
plement the measurement gadget. To ensure a logi-
cal measurement is reliable—and therefore any logical
operation(s) derived from it—we repeat the cat-based
measurement several times and aggregate their results
bi,...,b, to obtain a more robust estimate, b. We now
define two fault-tolerant logical measurement procedures,
comprised of repeated cat-based measurements.

Definition 3. An r-round error-detected measurement
(EDM-r) employs r cat-based measurements of a given



Pauli operator P to obtain bits by, ba, ..., b.. It returns
an estimate of the outcome of P as b= by =by=..=b,,
if and only if all measured bits are identical. If any two
bits, b; # b;, disagree, then EDM-r aborts in failure.

Definition 4. An r-round error-corrected measure-
ment (ECM-r) employs r cat-based measurements of a

given Pauli operator P to obtain bits by, ba, ..., by.
It returns an estimate of the outcome of P as b =
Magjority{by,ba, ...,b.}— that is, it returns a majority

vote of the r measured bits.

For concreteness, we illustrate EDM-r and ECM-r of
Definitions [3] and [4] in Figs. 26] and 27] Compared to a
single cat-based measurement, EDM (or ECM) extracts a
logical measurement outcome with lower logical error rate
pEDMr (OT PECMY), i.€., the probability of a bit-flip error
in b. If errors on each cat-based measurement outcome
b1,...,b, are of O(p) and independent, then r repeated
cat-based measurements suppresses ppmy (Or prcmy) t0
O(p") (or O(p!™/21)) respectively.

Compared to ECM, the EDM procedure has the ben-
efit of being faster, but at the cost of requiring an entire
code block to be discarded upon failure. Thus, EDM is
especially useful when a failure and discard occurs early
in a computation; such is the case in a distillation block,

for instance when injecting a physical magic state into
code block (see Section [XV)).
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FIG. 26: An error-detected logical measurement (EDM)
based on cat-states. A cat-based measurement is
repeated r times for reliability. An EDM is deemed to
have failed if any extracted bits disagree.

To have independence of cat-based outcome flip, at
least one syndrome extraction cycle (SEC) between con-
secutive cat-based measurements is necessary. Otherwise
a single fault that anti-commutes with P, introduced dur-
ing/after the first cat-based measurement with probabil-
ity O(p), ensures all subsequent r — 1 cat-based measure-
ments are also incorrect (assuming no further faults). In-
cidentally, we note that for the same reason, when a log-
ical measurement is “hybrid” (i.e., involving both a code
block and an unencoded physical qubit) only EDM but
not ECM is possible. How many SEC rounds are suffi-
cient, on the other hand, is not a priori clear. For surface
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FIG. 27: An error-corrected logical measurement
(ECM) based on cat states. A cat-based measurement
is repeated r times, and the value of the operator being
measured is taken to be the majority vote on the r
measured bits.

codes or color codes, we expect to need many rounds be-
cause errors are detected in few locations only. In this
work, we use quantum LDPC codes and we expect that
their single-shot properties [I55HIGI] could make con-
secutive cat-based outcome flips almost independent be-
cause the decoder can identify a fault within few SECs,
before it flips many consecutive bits. Here we conjec-
ture that a single SEC round per cat-based measurement
is sufficient, and we provide numerical evidence to that
effect for specific instances of quantum LDPC codes se-
lected for the walking cat architectures.

Figure [28] shows numerical results for r = 2 cat-based
measurements, separated by 1, 5, and 9 SEC rounds (see
Section for details). Here, P is a randomly cho-
sen operator in a single Q102 code block, whose value is
initialized to 0 (i.e., it is the positive eigenstate of P).
Therein, Fy (or F3) denote events in which the cat-based
measurement outcomes experience a bit-flip error; i.e.,
by = 1 (or by = 1) respectively. The individual bit-flip
error probabilities—P(F}) and P(Fy)—are shown. Also
shown is the conditional probability P(F> | ). Observe
that everywhere p < 2 x 1072, P(Fy | F1) = P(F»),
consistent with bit flip errors F; and F5 being approxi-
mately independent. At noise rates above p > 2 x 1073,
logical faults originating in the memory block before the
first cat-based measurement occur with probability com-
parable to P(F») (see Section [XE]), but causes both F;
and F5 to occur; we conjecture that this contributes to
P(F, | F1) > P(Fy) in that noise regime. Moreover,
P(Fy | Fy) for 1, 5, and 9 SEC rounds appear mutually
indistinguishable everywhere. We conclude from these
results, that a single SEC round between consecutive cat-
based measurements suffices.



Cat-based measurement (x2)
independent vs conditional bit flip probabilities

—e— Bit 1 flip probability, P(F1)

—e - Bit 2 flip probability, P(F;)

—e— Conditional bit 2 flip, P(F; | F1), 1 SEC

—e— Conditional bit 2 flip, P(F2 | F1), 5 SEC
®— Conditional bit 2 flip, P(F; | F1), 9 SEC
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FIG. 28: (Black) Probability of bit-flip P(F;) and
P(F3) on each outcome bit, in r = 2 rounds of
cat-based measurements, on the Q102 code. Also shown
is the conditional probability P(F» | F1), when the two
cat-based measurements are separated by (Red) one,
(Blue) five, and (Green) nine SEC rounds. The
bit-flips are independent iff P(Fy) = P(F» | F1).

B. Heuristics

To facilitate resource estimation, we now propose sev-
eral heuristics, which we validate numerically in the next
section.

We assume a source of cat states with independent
noise with rate p. This is compatible with the heuristic
estimate for the cat factory in Table [XIII] Based on this,
we expect the cat factories to produce cat states suffering
from X errors with rate p/2 per qubit and Z errors with
rate 4p/5 per qubit. The cat state transport from the
cat factory to the block where it is consumed requires in
the worst case up to about 100 transport steps for the
codes we consider because the largest code length we use
is 102. Based on the moving-qubit model, this transport
induces depolarizing noise on the cat qubits with rate up
to 5p/100. For simplicity, we replace the whole cat state
noise by depolarizing noise with rate p, which is stronger
in X and weaker in Z, but which is close enough to make
our performance estimate relevant.

Heuristic 1. The bit-flip error probability of a single
cat-based measurement of weight w is

ppip = P(F) = Crwp, (15)
with C1 a constant, and p the physical noise rate.

Justification. A single Z error on any qubit of a cat state
results in a bit flip of that cat-based measurement out-
come. Since the produced cat-state has a Z error propor-
tional to wp, and any one gate of Fig. 25 can yield such a
Z error, the fact that there are 2w such gates each with
noise « p, naturally suggests Eq. . O
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We further propose heuristics for procedures that ag-
gregate multiple cat-based measurements:

Heuristic 2. When aggregating multiple cat-based mea-
surements through EDM or ECM, the overall logical mea-
surement error rate (i.e. error in b) is

pEDMr = Caplog + Diips (16)

r T
pECMr = Caplog + (Hmw)p}%gﬂ- (17)

, !

Here‘, Cy is a constaﬁt, ([r;?\) = W, and
Dlog 5 the memory logical error rate per SEC—i.e., faults
arising in the code block(s) absent any logical operations

(see Section [X E).

Remark 1. In Egs. and (17), Copiog approzimates
faults in the code block occurring before the first cat-based
measurement (or early on) in an EDM or ECM proce-
dure. Such faults, may result in highly correlated bit flips
across successive cat-based measurements if they lead to a
logical error which flips the logical outcome, and therefore
set an error floor for EDM-r and ECM-r. We will refer
to such faults as memory induced, and distinguish them
from measurement induced faults represented by the p”
or pl™/21 terms.

Even though we ascribe meaning to the terms of
Egs. (16) and as being memory or measurement
induced (see remark), note that we cannot distinguish
the two types of fault in practice. Instead, we merely
draw attention to the fact that it is important to bal-
ance r against memory performance of the target code
block(s)—choosing an over-large r well past the noise
floor set by memory induced faults is wasteful. In the
next section, we establish specific values for constants Cy
and Cy through numerical simulations.

C. Numerical simulations
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FIG. 29: Block diagram of simulation circuits.

In all simulations of the EDM or ECM procedure, we
use a circuit with the structure of Fig. The circuit
initializes all physical qubits of the code block in |+)
(or |0)), followed by d SEC. This prepares each k log-
ical qubits of the code in the logical state |+) (or |0))



(we consider only CSS codes). In the absence of faults,
this sets ?)(}3) = 0 for any P containing only I and X
(or Z). Then, the block labeled “EDM or ECM” imple-
ments the procedure of Fig. 26] or Fig. 27 Another d
SECs are applied, followed by destructive measurement
of all qubits and ancillae. The noise model we use is the
ionic circuit-level noise model of Table [ for all circuit
elements, and cat states are prepared with single-qubit
depolarizing noise rate p on each qubit in its support
(see Section [XIC)). Syndromes are decoded with Beam
Search initialized with the beam32_340iters configura-
tion [I06]. Finally, corrected cat-based measurement bits
are aggregated via EDM (or ECM), and a logical mea-
surement error is logged if the result is b=0.

The rest of this section discusses results from numeri-
cal simulations of: (i) the Q102 code where only ECM is
considered; and (ii) the Q70 code employing both ECM
and EDM. We consider these specific code as a represen-
tative example; generally, while we expect the validity of
the heuristics we proposed in Egs. to to hold
under different code choices, different values for constants
C1, C5 may need re-fitting.

1. Single Cat-Based Measurement

Bit-flip error rate per cat-based measurement, Q102

Pauli Weight w=9
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FIG. 30: Bit flip probability pai, for ECM-1, by
physical noise rate (p) and physical weight (@) of the
logical operator being measured. Also shown are fits to
the ansatz pg;p = Cwp, where the fit parameter is found
to be C; = 2.1 +£0.01.

Figure [30] shows bit-flip error rates for a single cat-
based measurement (equivalently, ECM-1), across a
range of physical noise rates and Pauli weights, target-
ing a Q102 memory code block. Fitting the heuristic of
Eq. to this numerical data yields C; =2.1+0.01. A
similar numerical experiment on a Q70 distillation code
block yields identical results for C1.
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2. ECM for the Q102 code

Logical bit error rate, ECM-r, Q102
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FIG. 31: Logical bit error rate for ECM-r, performed
on the Q102 code. Each ECM procedure here extracts
the value of a weight-9 Pauli operator. Dashed lines
show heuristic Eq. (I7), with C; = 2.1 and C; = 3.4.

Figure [31] shows the logical performance of ECM-5, 7,
and 9, applied to the memory code Q102. Shaded regions
depict 95% confidence bands, derived from fitting and
extrapolating simulation datapoints for each r with the
ansatz: plit, (r,p) = pl"/?] exp® AP+ IP? | with fit param-
eters «, 3, v. Dashed lines show the heuristic of Eq. .
From these simulations, we determine Cy = 3.4 + 0.4.
Close agreement between our proposed heuristic and sim-
ulation data, support the validity of Eq. .

We do not contemplate EDM on memory code, for
efficiency’s sake. A memory code block targeted by m
rounds of EDM can expect to experience at least one
aborted EDM—and therefore must be destroyed and re-
initialized—with probability O(p™). Moreover, aborted
EDM compounds upon the cost of an already long run-
ning computation, if it occurs late into its execution.

8. ECM and EDM for the Q70 code

Figure [32] shows the logical performance of ECM-9 ap-
plied to the Q70 code. The shaded region and dashed
lines have the same meaning here as in Fig. The
very same values for heuristic parameters C; = 2.1 and
C5 = 3.4 as in previous sections, were used here.

We use EDM in a distillation code (for which Q70 is a
candidate), sparingly and early in the distillation process,
to inject unverified magic states. Figure shows the
logical performance of EDM-4. As before, the shaded
region depicts 95% confidence bands, albeit estimated
by fitting simulation datapoints to the slightly different
ansatz: pit  (r,p) = p" exp®+PP+7P” | Dashed line shows
the heuristic of Eq. , once more with the same values
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FIG. 32: Logical bit error rate for ECM-9, performed
on the Q70 code. Dashed line plots show heuristic
Eq. (17), again with C; = 2.1 and C; = 3.4.
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FIG. 33: Logical bit error rate for EDM-4, performed
on the Q70 code.

for C, Cs already established above. Figure [34] plots the
corresponding EDM failure and restart rate.

Remark 2. Ansatzae pggM, pg%M used to extrapolate
the confidence bands of Figs. to [33 neglect the error
floor set by memory induced faults in the code (see Re-
mark . When estimating pecmyr (07 pEDMyr) With d # 1
(or [d/2] # r), extrapolation to different physical noise
rates p can be especially inaccurate in regimes where the
logical measurement error is mainly determined by mem-
ory error. We ascribe the overestimation of that extrapo-
lated confidence band of Fig. to such a mismatch (be-
tween EDM r =4 vsd =9).
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FIG. 34: Restart rate for EDM-4, performed on the
Q70 code.
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FIG. 35: Logical bit error rate for ECM-9 across code
blocks, comprised of a Q70 and a Q102 codes. On each
block, a weight 9 operator is measured on each block,
with a cat state of weight 18.

4. Inter-block ECM

Figure B5]shows a logical measurement across two code
blocks, comprised of a Q70 and a Q102 code. Such a
logical measurement is used, for instance, to implement
a logical instruction (LM2), to perform a logical T gate
in the Q102 code by consuming a magic state stored in
the Q70 code, or to perform inter-block logical CX gates.
In Fig. B5] we measure a weight 9 logical operator in each
block, using a cat state of weight 18. The dashed line is
the heuristic of Eq. , with Cy = 3.4 as before, though
with piog therein being the sum of memory logical error
rate of both code blocks.



D. Viterbi measurements

In this section we extend the ECM fault-tolerant mea-
surement scheme with an adaptive variant. Adaptivity
of cat-based measurements carries two advantages: (i)
the cat factory of Section [XI has a small yet finite prob-
ability of failure, so a subset of the r cat state used in
ECM-r may occasionally be missing; and (ii) even with-
out missing cat states, an adaptive measurement can be
faster on average by halting earlier when sufficient infor-
mation is available. For example, when the first [r/2]
measurements happen to all agree in ECM-r.

Definition 5. A Viterbi measurement with parameters
(e,w,p) is an adaptive sequence of cat-based measure-
ments that halts once a precision of € is reached, but con-
tinues with further cat-based measurements otherwise.

In Definition [5] the halting condition is determined by
Wald’s sequential hypothesis test [145] [162] [163]. We
assume that all cat-based measurements undergo i.i.d.
bit-flip error with probability Cywp (see Eq. ) Sup-
pose that in r existing repeated cat-based measurements,
myp measured bits take value b and the remaining r — my,
take value —b. Then, we halt if

pﬂlp (18)
PAip

1-—
log —— < [2my, — 7| log

Otherwise, we proceed with further cat-based measure-
ments. Here, we let Prip = Crwp, as in Eq. . The
idea behind Eq. ( is simply that when ¢ is smaller and
more stringent, we seek to observe events further into
the tail (and therefore rarer) of an r-outcome binomial
distribution in order to accept the logical outcome. Cru-
cially, if a cat state is unavailable, then we proceed with
another SEC round without incrementing either r or ms.
In Fig. we compute logical measurement times us-
ing cat states of weights w = 10, 20, and 30, denomi-
nated in terms of number of SECs, with physical noise
rate p = 10~%. Each individual cat-based measurement
is assumed to be erroneous with probability 2.1wp (see
Eq. ) Whenever a cat state is missing, an SEC is
counted, without a corresponding contribution towards
precision €; we let this occur with probability 5wp (see
the rejection rate in Table [KIII with two verification
rounds, i.e., m = 2 and with rejection rates due to leak-
age and loss that are negligible). Therein, the dashed
(- -) and dot-dashed (---) lines denote average number
of SECs needed for Viterbi measurements vs standard
ECM respectively. Note, that Viterbi measurements on
average are about 2x faster than ECM with fixed r.

XIV. WEIGHT-REDUCED LOGICAL PAULI
OPERATORS

Based on our logical instruction set, the only logical
operators that can be measured are accessible operators
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FIG. 36: Duration of adaptive logical measurements
versus ECM, in terms of number of SEC rounds. Each
cat-based measurement of weight w is erroneous with
probability 2.1wp, where p = 10~%. Missing cat states
occur with probability 5wp. Dashed lines (- -) show
average # of SEC rounds needed for adaptive
measurements. Dot-dashes (---) show the expected # of
SEC rounds for non-adaptive ECM for comparison.

that admit low-weight physical representative(s). Other-
wise, a cat state of size that is beyond the capacity of the
cat factories available may be needed.

In Section [XIVA] we briefly discuss our strategy for
finding low-weight physical representatives of various sets
of logical Pauli operators, including weight-reduced sym-
plectic bases. We then proceed to report results for our
candidate codes Q102, Q70, Q54 in Section [XIV B| and
set reasonable logical widths for them (see Se.

The results of this section are summarized in Ta-

ble XVITIl

A. Weight reduction

Our weight-reduction of the physical representative of
Pauli operators is staged in two separate steps. The first
step finds stabilizer-optimized representatives of a set of
Pauli operators, popt Then, the second step uses Popt to
find a weight-reduced symplectzc basis. Using the notation
w(P) to mean the weight of Pauli operator P, and the
notion of symplectic basis introduced in Sectlonm, we
define Popt and a weight-reduced symplectic basis thus:

Definition 6. Given a logical Pauli opemtorf’ of a code
C, its stabilizer-optimized representative is Py,; = PJS,
where S is a stabilizer of C chosen to minimize w(Pypy).

Definition 7. A weight-reduced symplectic basis is a
symplectic basis B = {Xi,Zy,..., Xy, Z1} such that
maxpegw(P) is minimized. In other words, B is a
symplectic basis, wherein the highest stabilizer-optimized
weight is minimized.
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Code Block | Logical Accessible

width | width |Pauli Operators Clif. Gates
Q54 | 16 2 All All
Q70 | 18 6 All All

Q102| 30 3

Logical Paulis
with weight < 3

All single-qubit logical Cliffords
+ all logical SWAPs

TABLE XVIII: Block widths, accessible operators, and accessible Clifford gates for Q102, Q70, and Q54.

Finding stabilizer-optimized representatives of a Pauli
operator P reduces to finding a vector on the lattice
spanned by elements of the stabilizer group S of C,
V = Y g.esvip(Si), such that [V — p(P)]; is mini-
mized. Here, v; € Zy are Boolean coefficients, and p(.S;)
denotes the binary vector representation of stabilizer /
Pauli operators. We use established off-the-shelf solvers
for such closest vector problems, including the QDistEvol
distance-finding algorithm [164].

To find a weight-reduced symplectic basis, we turn
to Tabu search [I65] [166]. Given a valid (but possibly
high-weight) symplectic basis, the metaheuristic search
traverses successive sets of “neighboring” bases until a
lower-weight one is found. We define a neighboring basis
as follows:

Definition 8. Given a symplectic basis B =
{(X;,Z;) | 1 <i <k} for code C, a (u,v)-neighboring ba-
sis B’ = {(X;,ZJI-) | 1 <j <k} is a symplectic basis that
shares the same entries as B except for two the following
two substitutions: X, — XuXo and Zy — ZyZ,.

Remark 3. When evaluating each (u,v)-neighboring
basis, we evaluate the weight of each basis element’s
stabilizer-optimized representative. Otherwise, the weight
of a naive representative of products X, X, and Z,Z, will
almost always be larger than X, X,, Z,, or Z, them-
selves.

It is easy to verify that B in Deﬁnition forms a valid
symplectic basis for C. However in the event when C is
self-orthogonal and admits a transversal H gate, a con-
dition for that transversality is self-similarity of its code-
words: p(Z;) = p(X;) for all (X;,Z;) € B. The transfor-
mation of Definition [§] evidently does not preserve that
self-similarity. If transversality of H must be preserved,
we slightly modify Definition [8) and define a (u,v, s, t)-
neighboring basis with the following substitution rules:

) Jj ¢ {u,v,s,t} (19)

Jo
! Hie{u,v,s,t}\j Pl .] € {U,U,S,t}

where P; (or P;) are Pauli operators in B (or B') re-
spectively. The (u, v, s, t)-neighboring bases preserve self-
similarity, but at the cost of larger neighboring sets and

therefore slower Tabu searches.

B. Weight-reduced operators of specific code
candidates

We employ our two-step weight-reduction to codes
Q102, Q70, and Q54. For practical reasons, the sets
of Pauli operators being considered in each case varies
slightly. In the case of Q70 and Q54, k = 6, 2 respectively,
which makes finding stabilizer-optimized representatives
efficient in practice for all 4* — 1 logical Pauli opera-
tors. By contrast with Q102, enumerating and optimiz-
ing all 422 — 1 logical Pauli operators is challenging and
remains an on-going endeavor. Instead, we considered
only 2¥ — 1 = 4,194, 303 logical Pauli operators in each
CSS basis, alongside a small number of additional oper-
ators of low logical weights (see Section . We find
weight-reduced symplectic bases for all three codes.

Figure shows weight distributions of 2F — 1
stabilizer-optimized operators in each CSS basis for the
Q102 code. We observe a maximum weight of 20. Fig-
ure B8 shows weights of the resulting weight-reduced sym-
plectic basis. The maximum weight X; or Z; operator in
that weight-reduced symplectic basis is 12. We also cal-
culated corresponding Y; operators, of which the maxi-
mum weight was 20. Tables [XXXIV] and [XXXV]list the
weight-reduced symplectic basis for Q102 explicitly.

Figures[39|and [40]show weight distributions of all 4% —1
stabilizer-optimized operators for the Q70 and Q54 codes
respectively. We find the maximum weight operator to be
18 for Q70, and 16 for Q54. The inset of each figure shows
subsets of 2F — 1 stabilizer-optimized operators in each
CSS basis; in general these are of much lower weights,
topping out at weight 11. For brevity, we do not show
charts for the weight-reduced logical bases. Instead, we
simply state that Q70 admits a minimum weight sym-
plectic basis in which all operators have weight 9, while
for Q54 all operators in its weight-reduced symplectic ba-

sis have weight 11. Tables [KXXI| and [XXXII]| list the
weight-reduced logical bases for Q70 and Q54 explicitly.

C. Accessible logical gates

In this section, we describe accessible operators and ac-
cessible Clifford gates in the sense of Section [VIB] Based
on results from our weight-reduction of logical Pauli op-
erators, we set specific block widths for each code in Ta-
ble XVITT

From Figs. [39 and [40} we set block widths for Q70 and
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FIG. 38: Weights of all k£ = 22 weight-reduced
symplectic basis operators for the Q102 code.

Q54 to 18 and 16 respectively, so that all Pauli opera-
tors in the block are accessible. Consequently, all logical
Clifford gates are also accessible.

For Q102, any logical Pauli of form P; P> Ps with logical
weight 1, 2 or 3 has a representative with weight at most
30 (Fig. . For legibility, the same data is presented in
table form in Table XXXVIl We set the block width to
w = 30, so that any Pauli operator up to logical weight
w = 3 is accessible.

Combining the accessible logical SWAP and single-
qubit Clifford operations which can be implemented via
frame tracking (see Section with logical CX gates
using logical measurements (as in Fig. E[) allows us to
implement all logical Clifford gates for Q102.
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XV. THE MAGIC FACTORY

As introduced in Section we consider two pro-
tocols for producing logical |H) states for the logical in-
struction set-supported implementation of T' gates shown
in Fig.[8f the CH2 protocol and the MEK protocol. Their
physical realizations in code blocks are the CH2 factory
embedded in the Q54 code and the MEK factory em-
bedded in the Q70 code. Throughout this section, for
F e {CH2,MEK}, “F protocol” refers to the abstract
algorithm, while “F factory” or simply “F” refers to its
realization in a code block. The MEK factory benefits
from the fact that every logical Pauli operator on the
six encoded qubits admits a representative of weight at
most 18; see Fig. [39] This makes the MEK factory effi-
cient because all logical Clifford gates are accessible by
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frame tracking.

In Section [XVA] we state the factory-level error model
used to determine the logical error rates of the output
|H) states. In Section we summarize the per-
formance metrics used in subsequent analysis. In Sec-
tion [KVC| we introduce the auxiliary operations used
by these factories: controlled-H constructions, physical
H-state injection, logical H®* measurements, and the
transversal H measurement primitive used by CH2. In
Section [XV D] we describe the CH2 protocol and analyze
its realization as the CH2 factory (Fig. 7 deriving its
code-block schedule, output error, and average runtime.
In Section [XVE] we describe the MEK protocol and an-
alyze its realization as the MEK factory (Fig. in the
same way.

A summary of the essential properties of these magic
factories is provided in Table [XIX]

A. DMagic factory error model

Unless stated otherwise, all numerical estimates in this
section are evaluated at
p=10""

DPloss = ]-0_77 Dleak = ]-0_57

where p denotes the physical two-qubit-gate error rate,
Ploss the physical qubit-loss rate, and pieax the physical
leakage rate. The corresponding memory-block logical
error rates and SEC depths are taken from Table [X1]
For the factory-level output-error estimates, we use an
ideal-logical-operation approzimation: Clifford frame up-
dates and logical measurements, including Viterbi mea-
surements, are treated as perfect, so the only noisy inputs
to the factory-level model are the injected logical |H)

ol

avg

Panc,det T F,inj Vit.w
>

PH,retry \ qy,F
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aF ver

QF inj

\/
\ \

PF fail PF,out Np'Sec

FIG. 42: Dependency graph for the quantities used in
the magic-factory performance analysis. The arrows
indicate how the injection, verification, and runtime

inputs feed into the derived quantities pg fail, DF out, and
avg
Npsec:

states. This is well motivated in the operating regime
considered here: the Viterbi logical measurements are
run to target error ¢ = 10719 and the memory blocks
themselves have logical error rates of 10719 and 3 x 1010
per SEC for Q70 and Q54 (Table 7 all orders of mag-
nitude below the injected-state and factory-output error
rates estimated in this section.

We also assume that loss or leakage affecting a physical
ancilla is detected when that ancilla is measured, via the
loss- and leakage-detection measurements introduced in
Section [[VD] Accordingly, loss and leakage on physical
ancillas outside code blocks are treated as detected faults
that trigger a retry, rather than as undetected Pauli er-
TorS.

Lastly, unless otherwise stated, for simplicity we con-
sider only probabilities up to lowest-order in p.

B. Magic factory analysis overview

In the analyses below, for either factory protocol F' €
{CH2,MEK}, the primary output quantities are sum-
marized in Table [XX] while the supporting notation is
summarized in Table [XXI1

The dependency structure among these quantities is sum-
marized in Fig.




92

Factory PhysTCal Width Magic states / Avg. SEC / Pe.r-attempt Output-.state
qubits success success failure rate error estimate
MEK in Q70 221 18 2 47.6 ~ 11.97% 3.6 x 107"
CH2 in Q54 173 54 2 13.44 ~ 2.28% 72x10°°

TABLE XIX: Magic factory parameters derived in this section; see Section for information on the CH2 factory,
and Section [XVE] for information on the MEK factory. Physical qubit counts exclude the companion cat factory
and use the component-level formula 3n + 11 from Section [VB] where the extra qubit accounts for the physical
ancilla used to inject a noisy |H) state. The width gives the maximum cat-state size required by the factory: for

MEK this is the support-18 hybrid Y'Y injection measurement in Q70 (weight-18 logical Y representative, with one

cat state qubit reused to measure Y on the physical ancilla; see Figs. and [45| and Table , while for CH2 it

is the weight-54 transversal H®? verification of Figs. 48| and The average SEC count is the average number of
SECs required to successfully produce a pair of |H) states, the failure rate is the percentage of failed attempts due
to detected errors, and the output-state error estimate is the rate of undetected errors.

Quantity | Description

DF,fail Per-attempt failure rate.

PF,out Output-state error estimate.

NEVE Average nurnper of SECs required to successfully produce
F,SEC  |one pair of |H) states.

TABLE XX: Primary output quantities reported in the
magic-factory performance analysis for either protocol
F € {CH2,MEK}.

Quantity | Description
T'F,inj Number of rounds used for an EDM
DH retry Retry probability of a single H-state injection gadget.
QH,acc Acceptance probability of a single H-state injection gadget.
Panc,det Detected ancilla loss/leakage probability.
qv,F Factory-specific logical error rate of H-state injection.
AF.ver Acceptance probability of the verification stage.
GF,inj Probability that all injections in one attempt are accepted.
Vit Average SEC cost of a weight-w Viterbi measurement.
Cr SEC cost of a complete attempt up to the verification stage.
SEC cost accrued before restart if the jth injection
D; : )
is the first one to fail.

TABLE XXI: Supporting notation used in the
magic-factory performance analysis for either protocol
F € {CH2, MEK}.

C. Magic factory auxiliary operations

The magic state factories require a number of auxiliary
non-Clifford operations performed at the logical level. In
this section we show how to implement these operations
using the logical instruction set supplemented by phys-
ical non-Clifford operations. Here the only non-Clifford
ingredient is the preparation of a physical |H) state. We
refer to such constructions as IS+ H-based.

1. Logical Ry(£m/4) gates

This subsection describes IS-+H-based implementa-
tions of the logical gates R,(w/4) and R,(—m/4) used
below in the magic-state factory constructions.

Figure [43] shows the IS+H-based implementations of
logical R, (w/4) and R,(—m/4) used below: Fig. im-

@
|RY(%)J

l_T_)IH
i

FIG. 43: IS+H-based implementations of logical
R,(£m/4). (a) A physical ancilla prepared in the |H)
state, a joint Y'Y measurement, and an X-basis ancilla
readout realize logical R, (7/4) up to a Pauli frame
update. (b) The corresponding IS-+H-based circuit for
logical Ry(—n/4) derived from the R, (7/4)

implementation.

plements R, (7/4) and Fig. [A3D] implements R, (—m/4).
These are obtained from the IS+H-based T-gate circuit
of Fig. b) by conjugation with SH, using the identity
R,(m/4) = SHTH'ST.

2. Physical H-State injection

Both of our magic state factories begin by preparing
two |H) states in a code block. Preparing a single logical
|H) state can be done by implementing a logical R, (7 /4)
gate using a physical ancilla prepared in the |H) state to
provide the non-Clifford resource. The circuit Fig. [45]
demonstrates the implementation of the IS+H-based cir-
cuit for this in a code block. Since |H) = R, (7/4)|0), we
first prepare the physical ancilla by applying a physical
R, (m/4) rotation. We then measure the joint Y'Y oper-
ator between this physical ancilla and the target logical



qubit. Because this hybrid measurement couples an un-
encoded qubit to a code block, it is implemented as an
EDM (see Section ; although the code block can
undergo SEC between repeated rounds, the unencoded
ancilla cannot, so a single ancilla fault can correlate the
repeated Y'Y outcomes and invalidate an ECM majority
vote or Viterbi-measurement protocol run. Finally, the
ancilla is measured in the X basis, and the resulting Pauli
and Clifford byproduct corrections are absorbed into the
software frame via Clifford frame tracking rather than
applied physically; see Section [VIC]

After preparing the logical |H) state via this injec-
tion circuit, we H-twirl it by implementing the logical
Hadamard with probability 1/2 via frame tracking. The
H-twirl leaves the injected state in a stochastic mixture
of H and YH (Ref. [T4] for proof), so that the relevant
first-order logical fault afterwards is an undetected logi-
cal Y.

Even without H-twirling, errors that do not corre-
spond to an undetected logical Y fault are disregarded
under the ideal-logical-operation approximation of Sec-
tion [XVA] or contribute only through the hybrid-EDM
logical-outcome error pgpm., which is not first order in
p. This is relevant later when studying faults in EDM-
based R, (+m/4) gates inside controlled-H constructions,
as these gates cannot be twirled easily.

Definition 9 (Injected Y fault). Consider the EDM-r
H-state injection gadget of Fig. |48 An injected Y fault
is an undetected logical Y fault on the prepared logical | H)
state induced by a fault in the H-state injection circuit.
We denote its probability by qy .

Heuristic 3 (H-state injection Y fault rate). For
the EDM-r H-state injection gadget, we estimate the
injected-Y -fault probability by

A n r
A1) (20)
p
1) Depth(SEC)—.
+(r-+1) Depth(SEC) -2
Under the magic-factory error model of Section [XV 4],
we disregard memory errors on the target code block when
applying this heuristic. We refer to Eq. as the H-
state injection Y fault rate heuristic.

Justification. The heuristic is obtained by accounting for
first-order faults that can leave an undetected Y on the
injected logical state. Under the ideal-logical-operation
approximation of Section [KV'A] we disregard memory
faults on the target code block and also neglect the sepa-
rate logical-outcome error of the hybrid YY EDM itself.
For the r = 3 injection EDM used below (Heuristics
and , the heuristic Eq. gives a residual accepted-
outcome error of order 10~° for both factories, far be-
low the first-order ancilla-fault terms retained below, so
to leading order it suffices to track only the effective
Pauli left on the physical ancilla. In the injection gadget
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of Fig. the final ancilla X measurement determines
whether a logical Y frame update is applied to the target
logical qubit. First-order faults that anti-commute with
the repeated YY check are rejected by the EDM, and
faults on the cat qubit or on the ancilla-cat entangling
gate matter only through the ancilla Pauli they induce
after propagation. Therefore, the undetected first-order
faults contributing to an undetected logical Y fault are
exactly those whose net effect is an accepted Y or Z fault
on the physical ancilla immediately before the final an-
cilla. X readout, because either fault flips that readout
and hence triggers the wrong logical-Y frame update.

The fault locations and coefficients below were ob-
tained by an exhaustive computational search over the
moving-qubit noise model of Section [[VC|and Table [[TI}
For each elementary noise source, we inserted each Pauli
fault, propagated it through the remainder of the gadget
to the final measurements, and counted it as an unde-
tected injected-Y fault exactly when it left all repeated
YY outcomes unchanged but flipped the final X mea-
surement of the physical ancilla. In the moving-qubit
model (Table , single-qubit preparation, one-qubit
gates, and measurement readout faults occur with rate
p/10, idle Pauli faults occur with rate p/100, and the cat-
state entangling gate in one cat-based Y'Y measurement
is a two-qubit gate with depolarizing rate p. We also use
the cat-state noise model of Section [XIITB] which treats
the relevant cat qubit as depolarized with rate p. Under
the loss/leakage convention of Section[XV A] loss or leak-
age on the physical ancilla during the idle interval before
the final X readout causes a detected restart rather than
an injected Y fault. Hence these events do not contribute
to qy; instead, they are included in the retry rate of the
injection gadget, as stated in Heuristic [4]

We now list all fault locations that can lead to an in-
jected Y fault. Figure [44] summarizes the effective fault
locations for the six Pauli error sources counted below.

1. an effective Y fault on the physical ancilla before
the first cat-based Y'Y measurement, arising either
from the noisy |0) preparation or from the subse-
quent physical R, (m/4) gate, with total first-order
probability p/15 + p/30 = p/10. For the prepa-
ration term, the moving-qubit noise model gives
a single-qubit depolarizing fault of rate p/10, so
each Pauli branch occurs with probability p/30.
Of these three branches, Z acts trivially on |0),
while X0) and Y'|0) both equal |1) up to phase, so
after the subsequent physical R, (w/4) they yield
the same effective ancilla-Y fault. Thus prepara-
tion contributes 2(p/30) = p/15. By contrast, for
the post-gate depolarizing fault after the physical
R,(m/4), only the literal ¥ branch contributes to
this item, giving p/30. This ancilla Y fault com-
mutes with every repeated Y'Y check, so the EDM
accepts, but its Z component anticommutes with
the final ancilla X readout and flips that bit;

2. an X fault on the cat-state qubit that couples
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FIG. 44: Fault locations contributing to an injected Y fault in the H-state injection gadget. Here, the joint YY
measurement is implemented as EDM-2 (that is, 7 = 2). The figure represents H-state injection from the
perspective of the single cat-state qubit CO aligned with the physical ancilla PO. C1..Cw represents the rest of the cat

state carrying out the logical measurement of ¥ on the logical qubit target (LO). The bright red Pauli operators
mark the location of all effective Pauli errors that lead to an injected Y fault for each source of root Pauli errors in
items 1) through 6) of the justification of Heuristic

to the physical |H) ancilla in any one of the r
cat-based Y'Y measurements, contributing at most
rp/3. Here the cat qubit is modeled as a single-
qubit depolarizing channel of rate p, and only the
X component can produce an undetected injected-
Y fault: a Y =iXZ fault or Z fault has a Z com-
ponent that flips the extracted bit and causes the
EDM to be rejected;

. a'Y fault on the physical |H) state induced by the

cat-based entangling gate in any one of the r YY
measurements, contributing at most 2rp/15. The
entangling-gate fault is uniformly distributed over
the 15 non-identity two-qubit Pauli errors. For
this count, we place the fault immediately after the
ancilla-cat entangling gate of a given Y'Y round
and propagate it through the remainder of that
round, including the cat-qubit X readout and the
conditioned Clifford updates in Fig. Writing
the post-gate Pauli fault in ancilla-cat order, the
four faults YI, Y X, YY, and Y 7 yield an effective
Y on the physical |H) ancilla after that propaga-
tion. Of these, only YI and Y X are accepted in
that round: YY and YZ flip the extracted YY
bit and are therefore rejected by the repeated mea-
surement. The accepted branches are still harm-
ful because, once the fault has propagated to an
ancilla Y, it commutes with every subsequent YY
check and so is not caught by the EDM, while its
Z component anticommutes with the final ancilla
X readout and flips that outcome, producing the
injected-Y fault;

. a Z fault on the physical | H) state after the last cat-

based YY measurement, with probability 5p/15 =
p/3. Here we focus on propagated ancilla-Z faults
because the corresponding propagated ancilla-Y

faults were already counted in item 3. An effective
Z on the physical ancilla flips the final ancilla X
readout, but if it occurs in the last Y'Y round there
is no later repeated measurement through which
the EDM can catch it on the physical ancilla; at
that stage, the EDM can still reject only residual
faults on the cat state before that cat qubit is mea-
sured. After placing the two-qubit Pauli fault im-
mediately after the ancilla-cat entangling gate and
propagating it through the rest of that round, 11
non-identity Pauli terms are equivalent to an effec-
tive Z on the physical ancilla before the final ancilla
X readout. Of these, only the five branches with
cat Pauli I or X are accepted in the final EDM
round; the other six have cat Pauli Y or Z, flip
the final cat-qubit X readout, and are therefore re-
jected by the EDM. The surviving effective Z flips
the final ancilla X readout. If the same accepted Z
fault arises in any non-final Y'Y round, it is caught
by a subsequent repeated Y'Y measurement; there-
fore only a fault in the last Y'Y round contributes
here, giving 5p/15;

. a flip of the final X-basis readout, with probability

p/10;

. aY or Z fault on the idle physical |H) state before

the final X readout. Since the moving-qubit idle
noise is a single-qubit depolarizing channel of rate
p/100, only the Y and Z components flip the final
ancilla X readout, so the relevant first-order rate
is (2/3)(p/100) = p/150. This contributes at most
(r + 1) Depth(SEC) p/150;

Summing the non-idle contributions in items 1-5 gives

p , p, 2 p p_ (8
10+T3+T15+3+10_<15+15)p'



Adding the idle-noise contribution from item 6,

p
1) Depth(SEC)—
(7 +1) Depth(SEC) 2o
to this non-idle sum yields Eq. as the resulting first-
order estimate. O

Heuristic 4 (Retry rate of H-state injection). Let
DH retry denote the probability that the EDM-r H-state
injection gadget aborts and must be restarted. Under the
magic-factory error model of Section[XV A| we estimate
the retry rate by

PH retry ~ 1- ((1 _pﬂip)r +p%ip)(1 - panc,det)a
Prip = Crwp, (21)
Panc,det ~ (’f‘ + 1) Depth(SEC) (ploss +pleak)-

Here, ppip is the single-round cat-based outcome-flip
probability from Eq. , applied to the hybrid YY mea-
surement with weight w.

Justification. By Definition [3] an EDM-r accepts only if
all r extracted bits agree. Therefore the EDM outcomes
are accepted in exactly two disjoint cases: either all r
outcomes are correct, with probability (1 — pg;p)”, or all
r outcomes are flipped, with probability Phip-

By the ancilla loss/leakage convention of Section
any loss or leakage on the physical ancilla during the
idle interval before the final X readout causes a detected
restart rather than an injected Y fault. Using the idle
loss and leakage rates from Table [[TI} the probability of
such a detected loss/leakage event is

Panc,det ~ (’I“ + 1) Depth(SEC) (ploss + pleak)-

Approximating this ancilla-detection event as indepen-
dent of the cat-based outcome flips, the gadget is ac-
cepted if and only if the EDM outcomes agree and no
detected loss/leakage event occurs. Hence the total ac-
ceptance probability is estimated by

((1 _pﬂip)r +pgip)(1 - panc,det);

and taking the complement gives the heuristic estimate

Eq. . O

3. Logical Controlled-H gate

In this subsection, we discuss the IS+H-based imple-
mentation of a logical controlled-H gate, which is used
in the verification stage of the CH2 protocol. The con-
struction is based on the standard decomposition of a
controlled-Hadamard gate into a controlled-Z gate and
the R, (+m/4) gates discussed above.

Figure [46] shows an IS+H-based implementation of a
logical controlled-H gate. The construction uses the
standard identity

CH = (I ® Ry(n/4))CZ (I ® R,(—7/4)),
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FIG. 45: H-state injection from a physical ancilla PO
onto a logical qubit LO, implemented in a code block
with SEC-level scheduling. This realizes the
IS+H-based circuit for logical R, (w/4), with the hybrid
joint YY measurement implemented as an EDM; the r
marker in the diagram denotes that the EDM uses a
variable number r of rounds.

Target

Control

Ancilla @I a n a a n a

FIG. 46: A logical controlled-H gate constructed from
the decomposition
CH = (I ® Ry(7/4)) CZ (I ® R,(—m/4)). The logical
R,(+7/4) gates are implemented using IS+H-based
circuits. The intermediate logical CZ is left unexpanded,
since as a Clifford gate it can be implemented via the
logical instruction set or by frame tracking.

as in Fig. 3 of Ref. [38]. In code blocks where all logical
Pauli operators are accessible, such as the MEK factory
in the Q70 code, the logical controlled-Z is an accessi-
ble Clifford gate and can therefore be implemented by
frame tracking rather than expanded into instruction-set
operations. By contrast, the logical R, (+m/4) gates are
non-Clifford and here require injected |H) states, so they
must be expanded into their IS-+H-based implementa-
tions (Fig. and Fig. [43D)), yielding Fig.

Combining the logical decomposition of Fig. 6] with
the IS+H-based implementations of R,(£n/4) gives the
corresponding code-block implementation of the logical
controlled-H gate with SEC-level scheduling, shown in
Fig. Each logical R, (£ /4) subcircuit uses a physical
ancilla prepared in |H) and an EDM for the hybrid YY
measurement. The R, (7/4) code-block implementation
can be seen in Fig.

4. Transversal H measurement

For a code with strongly transversal Hadamard,
the cat-based measurement shown in Fig.

realizes the controlled-M  measurement gadget
of [167] for the Hermitian unitary M = H®",
Each physical controlled-H in this layer can
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FIG. 47: Implementation of the logical controlled-H gate in a code block with SEC-level scheduling. Each logical
R, (£m/4) subcircuit is realized by the H-state injection gadget of Fig. which uses a physical ancilla prepared in
|H) and an EDM for the hybrid Y'Y measurement.

be implemented by the physical gate sequence:

R, (m/4, target) CZ(control, target) R, (—m /4, target).
Startmg from a cat ancilla and a data state [¢), the
transversal controlled-H layer prepares

1
—= (|0)®" ) + [1)EHE™ |9)) .

7 (0%719) + 1) )
Measuring the cat state in the X basis then projects the
data onto the +1 eigenspaces of M, equivalently applying
the projector (I = M)/2. Since H®™ = H®* on the code
space, this gadget measures the joint logical observable

H®F. This is the verification primitive used by the CH2
protocol to verify the encoded |H)|H) state.

data qubits

UG

FIG. 48: Cat-based measurement of the physical
Hermitian unitary H®" in a code with strongly
transversal Hadamard, yielding a measurement of the
joint logical observable H®*. Every data qubit in the
code block is targeted by a physical controlled-H gate
controlled by a separate cat state qubit.

D. The CH2 factory
1. The CH2 factory circuit

The CH2 factory realizes the CH2 protocol in the
Q54 code. The protocol prepares a logical |H)|H) state
and then verifies that state by measuring the joint logi-
cal observable H®2. Because the code admits transver-
sal Hadamard, the factory can implement this verifica-
tion fault-tolerantly with the cat-based measurement of
Fig. This is considerably cheaper than realizing the
same check through a logical controlled-H measurement,
and does not require additional physical |H) states.

The code-block schedule, shown in Fig. [49] first applies
the H-state injection gadget of Fig. to logical qubit
0, and then applies the same injection circuit to logical
qubit 1. These injections are implemented with EDM-3
measurements, as estimated in Heuristic [5| The factory
then verifies the candidate |H)|H) state by measuring
the joint logical observable H®? with the transversal gad-
get of Fig. implemented as a weight-54 Viterbi mea-
surement with average runtime 6.31 SEC from Heuris-
tic[6} Depending on the outcome of EDM at the injection
step, a Clifford R,(+m/2) correction on the first logical
qubit may be requlred We account for this by measur-
ing A’ ®H H®H', or H ® H instead of H ® H,
where H = R,(— 7r/2)HR (w/2). This is possible since
H = ZXH. On the symplectic basis of Table
the physical support of X and Z; are identical, so it fol-
lows that to measure H' on one or both logical qubits of
Q54, we replace the physical controlled-H of Fig. .Wlth
controlled-H' on the support of their respective X (and
Z) representatives.

2. Logical measurements

The CH2 schedule uses two measurement primitives:
the hybrid YY" EDM inside each H-state injection gad-
get, and the final logical H®? Viterbi measurement. For
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FIG. 49: CH2 factory in the Q54 code, implemented in a code block with SEC-level scheduling. The circuit first
applies the H-state injection gadget of Fig. [45] to logical qubit 0, then repeats the same EDM-3 injection on logical
qubit 1, where the required EDM round count is estimated in Heuristic [5| It finally verifies the resulting candidate

state by a transversal measurement of the joint logical observable H®? using Fig. implemented as a Viterbi

measurement with average runtime 6.31 SEC as estimated in Heuristic @

the hybrid EDM we use logical-measurement error tar-
get ey = 107° to choose the round count; the result-
ing choice r = 3 already gives an estimated accepted-
outcome error of order 108, numerically about 3.90 x
108 by Heuristic Larger EDM round counts would
only increase retries. The purely logical Viterbi verifica-
tion is instead run at the tighter target ¢ = 1010 from

Section XV Al

Heuristic 5 (Injection-EDM round count for
CH2/Q54). For the CH2/Q54 factory at the oper-
ating point p = 10~* and Plog,Q54 = 3 X 10710, choose
the hybrid-injection EDM round count

TCH2,inj = min{r >1:

CaProg,asa + (Crwenz,imip)” < 107°} (22)
= 37

with WCH2,inj = 16.

Justification. By Fig. [40] and Table [XVIII] the injected
logical Y can be represented with weight 16 in Q54, so
we take wczo,inj = 16 for the hybrid YY measurement
in this analysis. Using the EDM heuristic Eq. with
the fitted constants C7 = 2.1 and Cy = 3.4 from Sec-

tions [XIIT C 1] and [XIIT C 2|

CaPlog,qs4 + (Crwenz,nip)® ~ 3.4 x 3 x 10710
+ (2.1 x 16 x 107%)?
~1.13x107° > 107°,

whereas
CaPlog.qsa + (Crwcm2 injp)” ~ 3.4 x 3 x 10710
+ (2.1 x16 x 107%)3
~3.90 x 1078 < 1075,

Hence the smallest admissible EDM round count is
TCH2,inj = 3- O

Heuristic 6 (Viterbi runtime for CH2/Q54). For the
final transversal verification in the CH2 /Q54 factory, use

the average Viterbi runtime
732'554 ~ 6.31 SEC, (23)

corresponding to target logical-measurement error € =
10710,

Justification. For the final verification, the measured ob-
servable is the transversal H®? of weight 54, so the
weight-54, € = 10710 entry of Table XVIIL obtained from
the Viterbi logical-measurement model of Section [XIIT D}
gives the runtime estimate Eq. (23). O

3. Error analysis

Under the ideal-logical-operation assumption of Sec-
tion [XVA] the only error sources for each CH2 attempt
are the two injected logical |H) states. The rest of the
logical circuit is treated as perfect.

To produce a standard output pair of logical |ﬁ ) states,
we reject the —1 outcome of the logical H®? measure-
ment, which corresponds to |Y H)|H) or |H)|Y H). We
accept either |H)|H) or |Y H)|Y H); the latter is an un-
detected logical error. The CH2 error analysis therefore
reduces to the chance that the two EDM-3 H-state prepa-
rations from Heuristic [5] each produce an independent
injected-Y fault.

Heuristic 7 (Injected-state error estimate for
CH2/Q54). For the CH2 factory implemented in
the Q54 block, taking p = 1074, r = TCH2,inj = 3 from
Heuristic [3, and the Q54 SEC depth from Table [XI,
the injected-Y -fault probability per accepted logical |H)
preparation is estimated by

4 % 28.15 x 10~4
+

~193x 1074
dv,cH2 x 150 (24)

~ 2.68 x 1074,

Justification. Applying Heuristic [3| with p = 10~* and
T = rcH2,inj = 3 from Heuristic |§|, together with

Depth(SEC) = dpoc =1+ 8+ 10.10 + 8.05 + 1 = 28.15



from the Q54 SEC time budget in Table [XI} gives the
heuristic estimate Eq. . O

Heuristic 8 (Verification acceptance probability for
CH2/Q54). Assuming the two injection gadgets fail
independently and the remaining logical operations in
the factory are perfect, we estimate the CH2 wverifica-
tion/postselection acceptance probability by

acH2,ver © (1 = qy,cn2)’ + g5,z ~ 099946 (25)

Justification. We assume i.i.d. logical-Y faults on each
injected logical |H) state; this is consistent with Heuris-
tic[7} where gy,cne is obtained by specializing Heuristic 3]
to the CH2/Q54 injection gadget under the ideal-logical-
operation approximation. The CH2 factory accepts when
there are either none, or exactly two, logical-Y faults.
This gives the heuristic estimate

- 2, 2
acH2,ver ~ (1 — qy,cH2)” + ¢y.cra-

Evaluating at the injected-state estimate Eq. gives
the quoted numerical value. O

Heuristic 9 (Output error estimate for the CH2 fac-
tory). Conditioned on even-parity postselection, the CH2
output pair has estimated logical error rate of

2
dy,cH2

PCH2,0ut ~ ~T72x% 10_8. (26)

ACH2,ver

Justification. The quantity ¢% cre €stimates the proba-
bility of the bad double-fault event before acceptance.
However, pcrzous is the error rate after we keep only
the runs that pass the final H®? check. That check re-
jects the odd-parity cases, so among accepted runs only
two branches remain: the good branch |H)|H) and the
bad branch |Y H)|Y H). The bad branch arises precisely
when both injections produce an injected Y fault, which
is estimated to occur with probability ¢% 5. Therefore
the output error is the fraction of acceptéd runs that lie
in this bad branch,

Pr[bad and accepted] q%/7CH2

PCH2,0ut ~

Pr[accepted] " achzver’

where Praccepted] = acuz ver by Heuristic Evaluating
at Eq. (24) yields the stated numerical estimate. O

4. Time analysis

We next convert the CH2 schedule shown in Fig. [49]
into an average SEC cost. Apart from the initial logical
|0) preparation counted below, one CH2 attempt consists
exactly of the two EDM-based injections and the final
transversal verification.

o8

Heuristic 10 (Per-attempt failure rate estimate for the
CH2 factory). For the CH2 /Q54 implementation, the es-
timated per-attempt failure rate is

PCH2,fail & 1 — acH2,inj0CH2ver ~ 2.28%.  (27)

Justification. For the CH2/Q54 injection, Fig.[d0]and Ta-
ble [XVTII| show that the logical ¥ representative can be
taken to have weight 16, so we use w = 16 in the retry
estimate. Therefore, Heuristic [ together with the fitted
value C7; = 2.1 from Section T = TCH2,nj = 93
from Heuristic [5l p = 1074, pioss = 1077, and preax =
107" gives
paip ~ Crwp = 2.1 x 16 x 107% = 3.36 x 1072,
Panc.det 4 x 28.15 x (1077 +107°)
=1.13726 x 1073 ~ 1.14 x 1073,
PH retry ~ 1

— ((1-3.36 x 107%)?

+(3.36 x 10*3)3)

x (1 —1.14 x 107?)
~1.12 x 1072

Hence, one injection is accepted with probability arr acc =
1 — pH retry = 0.9888, so the probability that both injec-
tions are accepted is

2 ~
ACH2,inj = O acc ~ 0.9778.

By Heuristic the CH2 verification/postselection ac-
ceptance probability is acmaver = 0.99946, so the per-
attempt failure rate is pch2,fail ® 1 — ACH2,injACH2,ver <
2.28%. O

Heuristic 11 (Average runtime estimate for the CH2
factory). For the CH2/Q54 implementation, the expected
SEC count per successful CH2 output pair is

N2 spe ~ 13.44 SEC, (28)

or about 6.72 SEC per logical |H) state.

Justification. Write NGip gpe for the expected SEC
count until one successful CH2 output pair. A first-
step decomposition over the four possible outcomes of
one CH2 attempt gives the recursive relation

Niita spc = PH ety (Dl + Ngﬁz,mc)
+ A H accPH,retry (DQ + Ng‘I/-IgZ,SEC)
+ acuz,inj(1 — acu2,ver)
X (CCH2 + Ngﬁz,wc)

+ acH2,injacH2,ver CcH2.



Here D is the SEC cost if the first injection fails. Like-
wise, D is the cost if the second injection fails after the
first succeeds. Finally, Ccyo is the SEC cost of a full
CH2 schedule through the final verification.

As shown in Fig. after the initial logical |0) prepa-
ration the factory consists only of two uses of the H-
state injection gadget of Fig. [45] followed by the final
transversal H®? verification. Each logical |H) prepara-
tion is implemented with an EDM-rc2,in; measurement
from Heuristic [5], so each injection attempt costs

NH—inj = T'CH2,inj — 3 SEC.

The final verification is the weight-54 Viterbi measure-
ment from Fig. [49] By Heuristic [f] its average runtime

avg

is Tyip 54 = 6.31 SEC. Since the initial logical |0) prepa-
ration costs 1 SEC, we have

Dy =1+ Np.inj = 4 SEC,
Dy =1+ 2Np.in; = 7 SEC,
Cor =1+ 2Nns + 03y
~ 13.31 SEC,
and from the justification of Heuristic [10}
PH retry =~ 1.12 x 10_2’
GH acc = 1-— PH retry =~ 0.9888,
ACH2,inj = a%{’acc ~ 0.9778,

ACH2,ver ~ 0.99946.

Substituting these values into the recursion, first collect
the terms proportional to N&5 gpe:
avg ~
NCHQ,SEC A PH retry D1
+ aH,accpH,rctryDQ
+ acHz,injCcn2
+ (pH,retry + A H accPH,retry
av,
+ aCH2,inj(1 - aCHQ,ver))NCHgQSEC~
Since
PH yretry + G H accPH,retry
+ ACH2,inj (]- - aCHQ,ver)
= 1 — acH2,injaCH2,ver>
this becomes
av,
NCng,SEc A PH retry D1
+ aH,accpH,retryDZ
+ acH2,injCch2
av,
+ (1 - aCHQ,injaCH2,ver)NC}§;2,SEC-

Rearranging gives

Sch2 = pH,retryDl
+ aH,accpH,retryDQ
+ acH2,injCcn2,
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so that

avg ~
acu2,injacu2,ver Vo spc ~ ScH2,
NV ~_  Scm2
CH2,SEC ~ — :
ACH2,injACH2,ver

Numerically,
Scie ~ (1.12 x 1072)(4)

+ (0.9888)(1.12 x 102)(7)
+(0.9778)(13.31)

~13.14,
SO
" 13.14
NCHgQ,SEC ~ 0.9773
~ 13.44 SEC.

Dividing by the two logical |H) outputs gives 6.72 SEC
per output state. O]

E. The MEK factory

The MEK protocol [74] uses a [[4,2,2]] code to dis-
till two injected |H) states. The [[4,2,2]] code does not
have a strongly transversal Hadamard, but does have a
transversal Hadamard up to a swap of the two logical
qubits. The protocol therefore realizes the H®? verifica-
tion through the more complex circuit of Fig. [50]

1. The MEK factory circuit

The MEK protocol leverages a transversal implementa-
tion of logical SWAP- H®? in the [[4, 2, 2]] error-detection
code to verify two encoded logical |H) states. Figure
shows the corresponding protocol circuit; therein, unitary
encoding of two logical H states is followed by a verifica-
tion measurement via a sequence of logical C' H gates (see
Ref. [74] and Fig. [46). The distillation succeeds only if
both the verification measurement as well as syndromes
of the [[4,2,2]] indicate no error(s). A unitary decoding
then yields two verified H states. In our architecture,
the MEK factory hosts the entire MEK protocol and its
[[4,2,2]] code within a Q70 code block, so that the re-
sulting logical H states reside within a high-performance
qLDPC memory.

This choice of code is also convenient for logical mea-
surements: in the Q70 block, every logical Pauli observ-
able on the six encoded qubits admits a representative of
weight at most 18; see Fig.[39]and Table [XVIII] Hence all
logical Clifford operations can be absorbed into Clifford
frame tracking, so the highlighted operations in Fig.
are the only steps that require physical implementation.

Figure [51] expands those operations, together with the
final logical-qubit readout, into an IS+H-based sched-
ule. Only five of the six logical qubits encoded by Q70




FIG. 50: Circuit for the MEK protocol from Ref. [74].
The highlighted operations are the only steps that
remain to be implemented as actual logical
measurements once the Clifford part of the protocol is
absorbed into frame updates.

are needed to host the MEK protocol, so the block ef-
fectively has one spare logical qubit. This spare qubit
arises because BB and GB codes are built from a two-
block group-algebra structure, which forces the number
of encoded logical qubits to be even. The initial |H)
states are prepared using the EDM-3 injection circuit
of Fig. Each logical controlled-H gadget is decom-
posed into two EDM-based logical R, (£m/4) injections
plus Clifford frame updates, and the intermediate log-
ical CZ is likewise absorbed into the frame. The only
remaining purely logical Viterbi measurements are the
three terminal readouts, each of weight at most 18, timed
using Heuristic[I3] In total, the schedule uses ten injected
states: two to prepare the initial logical |H) states and
eight for the four controlled-H gadgets, since each gadget
contains two IR, gates.

2. Logical measurements

As in CH2, the MEK schedule uses two measurement
primitives: the hybrid YY EDMs inside the ten H-state
injection gadgets, and the three terminal purely logi-
cal Viterbi readouts. The R,(+m/4) gates inside the
controlled-H gadgets are therefore compiled entirely into
EDM-based injections and Clifford frame updates. We
again use €j,; = 105 as the round-count target for the
hybrid EDMs; the resulting choice r = 3 gives an esti-
mated accepted-outcome error of order 10~8, numerically
about 5.44 x 108 by Heuristic The terminal Viterbi
measurements are run at the target ¢ = 10710 of Sec-

tion XV AL

Heuristic 12 (Injection-EDM round count for
MEK/Q70). For the MEK/Q70 factory at the op-
erating point p = 10~* and Dlog,Q70 = 10719, choose the
hybrid-injection EDM round count

TMEK,inj = min{r Z 1:
CaPiog,q70 + (Crwmek,imip)” < 107°}
= 37
(29)
with WMEK,inj = 18.

Justification. By Fig. [39) and Table [XVIII] the injected
logical Y can be represented with weight 18 in Q70. Thus
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WMEK,inj = 18. Using Eq. together with the fitted
constants C; = 2.1 and Cy = 3.4 from Sections

and [XTITCY,
CsPlog,q70 + (CrwmEK injp)” & 3.4 x 10710
+ (2.1 x 18 x 107%)?
~143x107° > 1077,
whereas
CaPlog,q70 + (CrwmEK injp)” ~ 3.4 x 10710
+ (2.1 x 18 x 10743
A~ 5.44x 1078 < 1075,

Hence the smallest admissible EDM round count is
TMEK,inj = 3- O

Heuristic 13 (Viterbi runtime for MEK/Q70). For the
three terminal logical readouts in the MEK circuit, use
the conservative Viterbi runtime estimate

Titeo A 5.10 SEC, (30)

which upper bounds the average runtime of the weight-
at-most-18 Viterbi measurements appearing at the end of
Fig. [51

Justification. Each of the three terminal logical Pauli
readouts in Fig. [51] has weight at most 18. The tim-
ing data in Table [XVTI] obtained from the Viterbi model
of Section [XIITD] are tabulated for weights 10, 20, 30,
and 54. We therefore use the weight-20, ¢ = 10710 entry
as a conservative upper bound for the average runtime
of the weight-at-most-18 measurements in MEK. giving

Eq. . O]

3. Error analysis

Under the ideal-logical-operation approximation of
Section[XVA] the ten noisy inputs to one execution of the
MEK protocol are the injected logical |H) states, while
the rest of the logical circuit is treated as perfect.

Heuristic 14 (Injected-state error estimate for
MEK/Q70). For the MEK factory implemented in the
Q70 block, taking p = 1074, r = TMEK,nj = 9 from
Heuristic [13, and the Q70 SEC depth from Table [X],
the injected-Y -fault probability per accepted logical |H)
preparation is estimated by

4% 27.70 x 1074
150 (31)

qy,MEK ~ 1.93 x 1074 +
~ 2.67 x 1074

Justification. Applying Heuristic [3| with p = 10~* and
T = TMEK,inj = 3 from Heuristic [T2] together with

Depth(SEC) = dpoc =1+ 7+ 11.65+ 7.05 +1 = 27.70

from the Q70 SEC time budget in Table [XI| gives the
heuristic estimate Eq. . O
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FIG. 51: MEK factory in the Q70 code, implemented in a code block with SEC-level scheduling. This schedule is
obtained from Fig. [50| by expanding each highlighted operation and the final logical qubit measurements into their
IS+H-based implementation. Only five of the six logical qubits of Q70 are needed to host the MEK protocol, leaving
one spare logical qubit. This spare qubit is a consequence of the BB/GB two-block group-algebra construction,
which forces the number of encoded logical qubits to be even.

Heuristic 15 (Verification acceptance probability for
MEK/Q70). Model the ten logical |H) inputs to one
MEK attempt as independent twirled resource states,
each with stochastic Y error probability ¢, and assume
the remaining logical operations in the factory are per-
fect. Then, upon substituting the heuristic input value
gy, MEK = 2.67 % 1074, the verification/postselection stage
succeeds with probability

AMEK ver (¢y,MEK) =~ 0.99733. (32)

Justification. Sections II-III of Ref. [74] define the stan-
dard MEK protocol acceptance event: the protocol de-
codes the outer [[4, 2, 2]] block and accepts only if neither
the encoded H®? measurement nor the final syndrome
indicates an error. Section III then gives the exact ex-
pressions

a(q) =1 —10q + 58¢> — 192¢° + 4004¢*

_ 33
— 544¢° + 480¢° — 256¢" + 64¢°, (33)

u(q) = 9¢° — 56¢° + 160¢* — 256¢°

34
+240¢° — 128¢7 + 32¢°, (34)

uz(q) = 13¢* — 80¢° + 228¢* — 368¢°

35
+352¢% — 192¢7 + 48¢°, (35)

Here a(q) is the total acceptance probability of the MEK
protocol, u(q) is the accepted probability that a specified
output state is bad, and uy(q) is the accepted probability
that at least one of the two output states is bad. Sec-
tion III also shows that every single input Y fault is re-
jected. Let P; denote the accepted probability that only
output 1 is bad, let P, denote the same event for output
2, and let Pjo denote the accepted probability that both
outputs are bad. By symmetry,

u(q) = P + P12 = Py + Pya,
Therefore the odd-parity accepted branch, in which ex-
actly one output is in |Y H), has probability
2(ua(q) — u(q)) = 8¢ — 48¢> + 136¢* — 224¢°
+2244¢° — 128¢" + 32¢8,

u2(q) = P1 + P> + Pia.

(36)



so the branch that yields a standard pair of logical |H)
states has probability

aMEK,ver(Q) =a(q) — Q(UQ(Q) - U(Q)) (37)

Evaluating at the injected-state estimate Eq. gives
2(uQ (gyMEK) — u(quMEK)) ~ 5.70 x 107, together with
Eq. . O

Heuristic 16 (Output error estimate for the MEK fac-
tory). Conditioned on the successful branch counted by
Heuristic[18, each MEK output state has estimated error

PMEK, out = €even (qy,MEK) ~ 3.6 x 1077, (38)

Justification. In the same idealized model, the even-
parity bad branch has probability P = 2u(q) — ua(q),
so the conditional per-output-state error is

~ 2u(q) — u2(q)

Coven() = aMEK,vcr(fJ) . (39)

Evaluating Eq. at the heuristic input value from
Eq. , and using Heuristic gives Eq. . O

4.  Time analysis

We now translate the expanded logical schedule of
Fig. [fI]into an SEC cost.

Heuristic 17 (Per-attempt failure rate estimate for the
MEK factory). Assuming the ten injection EDM out-
comes are independent, the MEK /Q70 implementation
has estimated per-attempt failure rate

PMEK fail & 1 — GMEK inj OMEK ver & 11.97%.  (40)

Justification. The first source of failure is the ten EDM-
3 H-state injections from Heuristic [[2] As in the CH2
analysis, we model each injection restart with Heuristic[4]
For the Q70 implementation, Fig. [39] and Table [XVIII]
show that logical Y representatives have weight at most
18. Therefore, using the fitted value C; = 2.1 from

Section together with r = rygxk,inj = 3 from

Heuristic [12] p = 1074, pioss = 1077, and prear = 1077,
pip ~ Crwp = 2.1 x 18 x 107 = 3.78 x 1073,

Panc.det = 4 X 27.70 x (1077 +1077)

=1.11908 x 1072 ~ 1.12 x 1073,
PH retry =~ 1- ((1 - pﬂip)3

+pgip>
X (1 - panc,det)
A~ 1.24 x 1072,
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Hence one injection is accepted with probability
H,acc = 1 — DH retry = 0.9876,
and therefore all ten injections succeed with probability
AMEK,inj = a}?’acc ~ 0.883.

The second source of failure is rejection at the MEK
verification /postselection stage. By Heuristic

AMEK ver ~ GMEK, ver (¢v,MEK) ~ 0.99733.

Combining the ten injection acceptances with this verifi-
cation/postselection success probability gives pMEK fail &
1 — aMEK,injaMEK ver ~ 11.97%, which is the heuristic es-

timate Eq. . O]

Heuristic 18 (Average runtime estimate for the MEK
factory). For the MEK/Q70 implementation, taking
the logical-measurement parameters from Heuristics
and[13, the expected SEC count per accepted MEK out-
put pair is

NitEx spo ~ 47.6 SEC, (41)

or about 23.8 SEC per logical |H) state.

Justification. Write Nyjgy spo for the expected SEC
count until one successful MEK output pair. A first-
step decomposition over the three possible outcomes of
one MEK attempt gives

10
avg ~ -1
NMEK,SEC ~ E :aH,accpH,retry

i=1
X (Dj + N&VEgK,SEC)

+ aMEK, inj (1 — aMEK ver)
x (Chae + Nt sec)

+ AMEK,injOMEK ,ver CMEK -

Here D; is the accrued SEC count if the jth injection
is the first one to fail, and Cygk is the SEC cost of a
complete MEK schedule up to and including the final
logical readouts.

Each logical |H) preparation is implemented with an
EDM-ruMEK inj measurement from Heuristic [12} so

I = T"MEK,inj = 3 SEC.

For the terminal Viterbi measurements in Fig. we use
the conservative runtime estimate from Heuristic [[3] and
set

V =i, = 5.10 SEC.

One successful MEK schedule uses ten logical |H) prepa-
rations in total: two standalone injections, plus two injec-
tions inside each of the four logical controlled-H gadgets.



Only the three terminal logical readouts require Viterbi
measurements. Therefore

Cwmex = 101 4 3V = 45.3 SEC.

Index the ten logical |H) preparations in Fig. by
the order in which their H-state injection gadgets are
executed. Since all ten injections occur before the three
terminal readouts, if the jth injection is the first one to
fail then the accrued SEC cost is simply jI. Therefore

Dy=1I, Dy=2I, Ds=23lI,
D, =4I, Ds=5I,

D¢ =6I, D;=TI,

Dg =8I, Dg =9I,

Dio = 101.

and from the justification of Heuristic

pH,retry ~ 1.24 x 10_27

— PH,retry ~ 098767
AMEK,inj ~ 0.883,

OMEK ,ver ~ 0.99733.

GH,acc = 1

Substituting these values into the recursion, first collect
the terms proportional to N{j gk spco:

10
avg
MEK,SEC ~ PH retry aH ach
j=1
+ aMEK,injOMEK
10
-1

+ PH retry a‘H,acc

=1

% avg
MEK,SEC

avg
+ aMEK,inj(1 — aMEK ver) N\EK sEC-

Since
10
} : Jj—1 10
PH retry AH acc = 1- AH acc = =1- AMEK ,inj,
Jj=1
10
Jj—1
PH retry H acce
J=1

+ amEek,inj (1 — GMEK ver)
= (1 — amEK,inj)
+ aMEK,inj (1 — AMEK, ver)
= 1 — aMEK,injOMEK, vers
this becomes
10

avg ~ j—1 )
NMEK,SEC ~ PH retry § :aH,ach]
j=1

-+ aMEK,injOMEK
avg
+ (1 — aMEK,injaMEK, ver) NV\iBK SEC-
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Rearranging gives

10
1
SMEK = PH retry aH ach]
j=1
+ aMEK,injCMEK
so that

avg ~
AMEK, inj OMEK, ver N\[EK spc & SMEK,

SMEK

N2v8 ~
MEK,SEC ™ . .
GMEK,injO@MEK,ver

Numerically,

10
Suex & (1.24 x 1072) Y 7(0.9876)7 " D;
Jj=1

+(0.883)(45.3)

~ 41.88,
SO

ave N 41.88

MEK,SEC ™ (().883)(0.99733)

~ 47.6 SEC.
Dividing by the two logical |H) outputs gives 23.8 SEC
per output state. O
XVI. THE QUBIT FACTORY

The walking cat architecture comprises multiple copies
each of four distinct types of subsystems, denoted M
(memory blocks), T (magic factories), C (Cat factories),
and B (Bell factories). During each SEC, every subsys-
tem independently experiences qubit losses.

To maintain continuous operation and ease the burden
of reloading qubits, we utilize a global reservoir, referred
to in this section simply as the reservoir, of maximum ca-
pacity R that replenishes the qubits lost across all copies
of M, T, C, and B. Concurrently, L loading zones each
produce a new qubit at an average rate of one per sec-
ond to refill the reservoir. We assume that a critical
system failure occurs if the aggregate qubit loss across
all subsystems during an SEC exceeds the current avail-
able inventory in the reservoir, implying that at least one
subsystem will be unable to replace its lost qubits.

Our goal in this section is to determine a minimum
reservoir size that guarantees the long-term probability
of such a system failure remains below a chosen threshold
e = 1071°, given a specific number of loading zones and
an exact allocation of the subsystems. In Table [XXTI| we
report values of L and R for which the reservoir will op-
erate at this threshold for two different allocations when
using Q102 for memory and Q54 for the magic factory.
These values are chosen from Fig. 52} the particular val-
ues we report in Table[XXT]|represent a point of diminish-
ing returns where increasing the number of loading zones



offers a minimal reduction in required reservoir size. This
demonstrates that continuous system operation can be
maintained in the presence of qubit loss, with a reason-
able reservoir size and number of loading zones.

In Section [KVTA] we introduce a discrete-time Markov
chain model for the reservoir, the qubit loss distributions
we assume, and the method for determining operating
values of L and R needed to maintain at most € failure
probability.

A. Discrete-time Markov chain model

To determine a reservoir size and number of load-
ing zones needed to operate below critical failure, we
model the occupancy of the reservoir after each SEC as a
discrete-time Markov chain. The state space is defined as
the set of integers from 0 to R, representing the current
number of available qubits. In the context of our sys-
tem, the steady state distribution of this Markov chain
represents the equilibrium behavior of the reservoir after
an infinite number of SECs. Given a configuration of L
and R, we approximate system failure as the steady-state
probability that the reservoir is empty.

To model the system, we assume the following:

e Discrete Time Steps: The system dynamics
are evaluated at discrete intervals corresponding
to the fixed SEC time, At. All loss and reloading
events are aggregated at these time steps. Losses
in the components are governed by subsystem-
specific probability mass functions, pgcs)’ represent-
ing the probability that a single subsystem of type
S e {M, T, C, B} loses exactly k qubits during one
SEC.

e Aggregated Loss Distribution: The total num-
ber of qubits lost in a single SEC is the sum of the
losses from all individual subsystems. Because the
individual subsystems operate independently, the
aggregate loss probability distribution, Pigtal 1oss,
can be computed as the convolution of the indi-
vidual subsystem distributions.

e Binary Loading: After each SEC, the L loading
zones collectively add either zero or one qubit. As

#M #T #C #B L[ R
20 20 40 5 28 188
5 5 10 2 15 139

TABLE XXII: Choices for number of qubit loading
zones L and reservoir size R to operate below the
critical system failure probability e = 10719 for two
different allocations of the numbers of memory blocks
(#M), T factories (#T), cat factories (#C), and Bell
factories (#B). We assume here that the memory code
is Q102 and that the magic factory code is Q54.
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FIG. 52: Reservoir Capacity (R) vs. Number of
Loading Zones (L). This figure displays the minimum
required reservoir capacity R to maintain a system
failure probability of < 10710 across a varying number
of loading zones L, and for different allocations of M
and T blocks. We assume that each M and T block has
an associated C block, so #C=#M+#T. For simplicity,
we take #B= [#C/9]. The asymptotic vertical
behavior indicates the minimum number of loading
zones required to maintain operation above the system
failure threshold; asymptotic horizontal behavior shows
that a minimum of 120 qubits are needed to avoid
system failure, consistent with the case where 2 C
components (containing 60 qubits each) each lose all of
their qubits in a given SEC.

loading zones add approximately 1 qubit per second
each to the reservoir, in the model we assume that
after a single SEC a single qubit is added with prob-
ability Paqq(1) = L - At. The total stored qubits
cannot exceed the reservoir capacity R.

Denote the random variable of the state of the reservoir
at time step ¢t by X;. During a single SEC, let k£ be the
number of qubits lost across all subsystems, governed
by the convolved probability distribution Pless(k). Let a
be the number of qubits added, governed by the binary
distribution P,q4(a) where a € {0,1}. The value of the
system at time step t + 1 is given by

Xi+1 = max(0, min(R, X; — k + a)).

The transition matrix P of size (R+ 1) x (R +1) is
constructed by marginalizing over all possible loss and
addition events; the transition probability from state @
to state j is given by

Pi= Y

k,a: Xi+1:j

Piotal loss(k) : IDadd(a)-

The steady-state distribution vector w describes the
long-term, time-independent probability of finding the
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FIG. 53: For each of the subsystem allocations from
Fig. 2] we consider how the probability of system
failure changes as the chosen operating point values of
L loading zones and reservoir size R are perturbed by
up to 50% each. Isolines on the 2D plots correspond to
configurations of L and R that achieve an order of
magnitude deviation from e = 10710,

reservoir in any given state, and is given by the nor-
malized left eigenvector of the transition matrix P cor-
responding to the eigenvalue A = 1. The probability of
critical system failure corresponds to the first element of
the distribution vector, my. We require this failure prob-
ability to be strictly less than the critical system failure
threshold, 7y < € = 10710,

For the numerical simulations of this section, we make
the following choices:

e The loss distribution péM) for the memory blocks

is taken to be the distribution for Q102 reported in
Table XTI

e The loss distribution péT) for the T factories is
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taken to be the distribution for Q54 reported in

Table X1l
e The loss distribution p,(cc) for the cat factories is
taken to be the distribution from Table [XIIIl with
weight w = 30, m = 2 verification rounds, and
Dloss = 1077, The cat factories associated with the
magic factories could, in principle, produce smaller-
weight cat states, so this choice is pessimistic.

e The loss distribution p,(CB) for the Bell factories is
taken to have only two non-trivial contributions
péB) = 3.6 x 1075 and p(()B) =1- pr), i.e., we

suppose that with probability pr) the Bell factory

fails to produce a Bell state.

e We assume an SEC time of At = 6 x 1073, so the
probability of successfully adding a qubit at the end
of a single SEC is taken to be P,qq(1) = 0.006L.

Because the probability of an empty reservoir strictly
decreases when increasing the maximum reservoir capac-
ity R for a fixed value of L, we compute the minimal
required capacity for a given number of loading zones us-
ing binary search. We define a search space between a
minimum capacity of 1 and a predefined maximum prac-
tical limit Ry, = 500. By fixing an L and iteratively
computing the failure probability for the value of R at the
midpoint of the search space, we converge on the small-
est reservoir size for which the system failure probability
remains below € for the given number of loading zones.

In Fig.[52 we report the relationship between L and R
operating at this critical threshold e for different alloca-
tion and loss rate scenarios. For each of these scenarios,
we choose the operating values of L and R for which in-
creasing L by one only decreases the required reservoir
size by two qubits. This choice is simply meant to repre-
sent a point at which adding more loading zones does not
result in a drastic reduction of reservoir size; any point
on the curve would maintain continuous operation below
the € threshold. In Fig. we examine the effect on
the total system failure probability when perturbing the
values for this operating point.

To validate our DTMC model, we demonstrate rapid
convergence of the reservoir state to the steady-state dis-
tribution in Fig.

XVII. THE DECODER

In this section, we describe the streaming version of the
beam search decoder proposed in [I06]. The beam search
decoder and the widely used BP-OSD decoder are both
built upon Belief Propagation (BP). Beam search im-
proves upon the BP-OSD framework by significantly re-
ducing worst-case decoding latency while simultaneously
achieving a lower logical error rate [106]. We use the
streaming beam search decoder to decode the Q70 code



66

Code| Latency Measure |Mean (ms)|99 percentile (ms)[99.9 percentile (ms)
Q70 reaction time 0.3484 0.5400 0.7934
Q70 |decoding time per SEC| 0.1468 0.2443 0.3257
Q102 reaction time 0.8462 1.2859 1.6521
Q102|decoding time per SEC| 0.3969 0.7084 1.4936

TABLE XXIII: Statistics of decoding time per SEC and reaction time at physical error rate 10~* using a (5, 3)
sliding window beam search decoder. Reaction time is the interval between the final qubit measurement and the
acquisition of the final decoding result. Decoding time statistics are derived from a single run of 1,000,008 SECs

(333,336 windows). Reaction time statistics are generated from 10,000 independent runs of 1,000,008 SECs each.

§ — #M=20 #T=20 (L=28, R=188)
4 — #M=5 #T=5 (L =15, R=139)
107! 3
o 1072
O 3
c ]
S ]
(2] —
5 1073 3
g ]
5 ]
< 107% 4
S
107> 3
107% o
T T T T T
0 500 1000 1500 2000
# of SECs

FIG. 54: 1-norm distance to the steady-state
distribution vs. the number of SECs. By ~ 250
SECs, both distributions are within 1% of the steady

state.

and the Q102 code. To provide a comprehensive assess-
ment, we analyze the logical error rate per SEC along-
side key decoding latency metrics. The statistics of these
latency metrics, derived from memory experiments span-
ning one million SECs, are summarized in Table [XXIII}
Our simulation results show that the streaming decoder
remains within 2x of the global decoder in logical error
rate across both codes and all tested physical error rates;

see Fig. [55]

A. Background on streaming decoder

A common benchmark for evaluating new decoders is
the simulation of the logical error rate over d SECs, where
d is the code distance. In this global decoding approach,
the decoder processes a linear combination of all syn-
drome measurements as a single batch to produce a cor-
rection. While effective for benchmarking, this presents
a significant scalability challenge for practical quantum
computing. Real-world algorithms may span thousands
or millions of SECs. Waiting for the entire sequence of
SECs to finish before initiating a global decoding would

introduce prohibitive latency and demand massive mem-
ory overhead to store the accumulated syndrome data.
Furthermore, fault-tolerant execution of non-Clifford op-
erations often requires active feedback, where subsequent
gates depend on the results of intermediate logical mea-
surements. To obtain these logical results reliably, the
system must decode syndromes in real time to resolve
physical errors before they propagate. A prominent ex-
ample is the measurement-based R,(m/4) gate via gate
teleportation with the magic state |H); see Fig. The
conditional Clifford correction R, (7/2) affects future log-
ical measurements on the same qubit because it is imple-
mented through Clifford frame tracking. For these two
reasons, a transition from global decoding to continuous,
real-time streaming decoding is essential for viable fault-
tolerant quantum systems.

Streaming decoders, also referred to as sliding window
decoders, were initially proposed only for surface codes
[108, 109, 140]. More recently, these techniques have
been generalized to support the broader class of quan-
tum LDPC codes [168] [169].

B. Structure of the parity-check matrix

The sliding window decoder exploits the fact that the
parity-check matrix for repetitive syndrome extraction
naturally adopts a staircase structure. By leveraging the
localized dependency in the staircase structure, we can
utilize a limited temporal window of syndrome data to
resolve errors in the earliest part of that window. The
decoder then “slides" forward by a fixed number of SECs
to process subsequent data. An inner decoder is applied
to each window to identify a minimum-weight correction,
ensuring that any performance degradation relative to
global decoding remains within acceptable limits.

Let sg,s1,s3,... represent the syndrome vectors mea-
sured from successive SECs. Rather than processing
these raw syndromes directly, we transform them into
detector outcomes, defined as dg = sgp and d; = s; ®s;_1
for i > 1, where @ denotes the bitwise XOR operation.
This transformation is critical as it yields a parity-check
matrix with a sparse, staircase structure. As an illustra-
tion, the parity-check matrix for six SECs exhibits the



following banded staircase structure:

H} H,
Hy, Hy H,
Hy, Hy H,
H, Hy, H,
Hy Hy H,
Hy, Hl!

(42)

Each column of this matrix corresponds to a potential
error source, and the statistical likelihood of these errors
is captured by the prior probability vector. The length of
this vector matches the number of columns in the parity-
check matrix, with the i-th coordinate representing the
prior probability that the i-th error source is active. For
the six-SEC case, the prior probability vector follows a
block structure corresponding to the 11 block columns in

Eq. :
(p/0>p1up07p17p03p1>p07p17p07p17p8)' (43)

The dimensions of these sub-vectors are consistent with
their associated block columns: the lengths of p{, py,
and pg match the number of columns in H{;, H, and Hy,
respectively, while the length of p; matches the number
of columns in H; (and by extension, Hj).

The following proposition characterizes the general
structure of the parity-check matrix and the prior prob-
ability vector.

Proposition 5. The parity-check matrix corresponding
to r repeated SECs can be arranged into an r X (2r — 1)
block matriz form. Both block column indices and block
row indices are assumed to start from 0. The matriz
structure is defined as follows:

e Even Block Columns: For 0 < i <r — 1, block
column 2i contains a single non-zero block located
in the i-th block row.

Odd Block Columns: For 0 < i < r — 2, block
column 2i+1 contains two non-zero blocks, situated
in the i-th and (i + 1)-th block rows.

Uniformity: The non-zero blocks in the interme-
diate odd block columns (1,3,...,2r — 3) are iden-
tical, as are the non-zero blocks in the intermediate
even block columns (2,4,...,2r —4).

Boundary Conditions: The non-zero blocks in
the initial and final block columns (indices 0 and
2r — 2) differ from the internal blocks due to tem-
poral boundary effects.

The prior probability vector can be partitioned into 2r — 1
sub-vectors (qo,d1, .- .,q2r—2), where the length of each
q; matches the number of columns in block column j of
the parity-check matriz. All sub-vectors with odd indices
(G € {1,3,...,2r — 3}) are identical. All intermediate
sub-vectors with even indices j € {2,4,...,2r — 4} are
identical.
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While the staircase structure and the translational in-
variance of the intermediate block columns were estab-
lished in [I69], the specific boundary conditions that
break this uniformity have not been addressed in prior lit-
erature. Specifically, in [169], both H{, in the initial block
column and H{ in the last block column were written as
Hy. Accounting for these boundary effects is essential for
the correct initialization of the first and terminal decod-
ing windows.

To motivate the structure described in this proposition,
we classify error events into four types:

e Type I (Transient Errors): These errors occur dur-
ing the i-th SEC and trigger non-zero syndrome
entries only in s;. Upon transformation to detector
outcomes, they manifest as non-zero entries in both
d; and d;;;. A primary example is a measurement
error on an ancilla qubit, which incorrectly reports
a parity value that is immediately “cleared" in the
next SEC.

e Type II (Early-Cycle Persistent Errors): These er-
rors occur in the i-th SEC and trigger identical non-
zero entries in all syndrome vectors s; for j > 1.
The detector transformation significantly sparsifies
the parity-check matrix by localizing the fault to
non-zero entries within a single detector vector d;.
A typical example is a Pauli error on a data qubit
occurring before it undergoes any two-qubit gates
with ancilla qubits during the i-th SEC.

e Type III (Mid-Cycle Persistent Errors): These er-
rors occur during the i-th SEC and trigger non-zero
entries in all s; for j > 4. While the syndrome vec-
tors are uniform for all j > 4, the initial syndrome
s; differs from this steady state. This occurs when
a data qubit error arises between its interactions
with different ancilla qubits. For example, if a data
qubit participates in four stabilizer checks, a mid-
cycle error may flip only a subset of the four corre-
sponding ancilla qubits in s;, whereas all four will
be flipped in all subsequent s; (j > 4). In the de-
tector basis, this event is localized to d; and d;4;.

e Type IV (Late-Cycle Persistent Errors): These er-
rors occur in the i-th SEC after the data qubit has
completed all interactions with ancilla qubits. Con-
sequently, the error remains “invisible" to the i-th
syndrome extraction, triggering identical non-zero
entries in s; only for j > i+ 1. After transforma-
tion, this fault is localized solely to d;y1.

The block structure defined in Proposition [5] is a di-
rect consequence of these four error types. Type II
and Type IV errors—which manifest as single-detector
events—populate the even block columns, while Type
I and Type III errors—which trigger two adjacent de-
tectors—generate the odd block columns. The observed
uniformity of the internal blocks stems from the periodic
nature of the syndrome extraction circuit; since each SEC



is identical, the resulting spatiotemporal sub-matrices re-
peat consistently. The deviations from this uniformity
occur at the temporal boundaries:

e The Initial Block Column: The first even block
column (index 0) differs from the internal even
columns because the latter incorporate contribu-
tions from both Type II and Type IV errors. A
Type IV error manifesting in the i-th detector vec-
tor actually originates from a fault in the preced-
ing (i — 1)-th SEC. Since there is no SEC prior to
the initial measurement, Type IV errors are absent
from the first column. Consequently, the initial
block column is constituted solely of Type II errors,
resulting in a distinct structural profile compared
to the internal columns.

e The Final Block Column: The terminal even block
column (index 2r —2) differs from its internal coun-
terparts due to the truncation of the syndrome ex-
traction sequence. Specifically, a Type I error (such
as a measurement error) occurring in the final SEC
can only trigger the terminal detector vector d,_.
Because the sequence terminates, there is no sub-
sequent d,. to capture the second half of the tran-
sient error signature. Consequently, while this er-
ror event would normally populate an odd block
column (triggering two detectors) in any interme-
diate SEC, it is compressed into the terminal even
block column (triggering only one detector) when
it occurs at the final boundary.

The sliding window decoder is governed by two key
parameters, denoted as the tuple (w,c¢). The first pa-
rameter, window size w, defines the number of SECs the
decoder considers at once. The second parameter, com-
mit size ¢, specifies how many of the oldest SECs are
finalized before the window slides forward.

C. An illustrative example

As an illustrative example, consider a (3,1) sliding
window decoder processing six SECs. The parity-check
matrix takes the form shown in Eq. . We parti-
tion the error vector into 11 sub-vectors (eg,e1,...,€10),
where each sub-vector corresponds to a block column
in Eq. . The decoder receives six detector vectors
dy,d,...,ds as input. In the first window, the decoder
processes only the first three detector vectors (dg, d1, d2)
and utilizes the first three block rows of Eq. to form
the active sub-parity-check matrix

HY, H,
Hy Hy Hy . (44)
H, Hy H;

Hwinl =

In this example, Hyin1 is a 3 X 6 block matrix because
we set w = 3. In general, Hy;,1 is a w x (2w) block
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matrix. The decoder also extracts the corresponding sub-
vectors from the global prior probability vector Eq.
to construct the active prior probability vector for the
window:

Pwin1 = (P), P1, Po, P1, Po, P1)-

These prior probabilities serve as the inputs for the in-
ner decoder, matching the dimensionality of the six block
columns present in Hyi,1. Ideally, the decoder would uti-
lize Hyin1, Pwin1, and the detectors (dg,d;,d2) to infer
the six error sub-vectors (eg, e1, ..., e5) corresponding to
the block columns in Hyi,1. However, there is a struc-
tural issue within this truncated window—specifically re-
garding the final block column—which requires us to fur-
ther modify this submatrix before proceeding with the
decoding process.

Without loss of generality, we assume the original
global parity-check matrix Eq. contains no identi-
cal columns. Indeed, standard tools like Stim [I5I] au-
tomatically merge identical columns to produce a simpli-
fied parity-check matrix. This implies that the combined

vertical block
H,
Hy

contains only unique columns.

However, when considering the truncated submatrix
Hyin1 in Eq. , the matrix H; in the final block column
may contain identical columns because it is no longer sup-
ported by the Hy block below it. Since identical columns
significantly degrade the performance of BP-based de-
coders, we must merge these columns before decoding.
Specifically, the subblock H{"“"®° is obtained from H; by
merging all of its identical columns. Thus, the modified
submatrix used for the first window becomes

H} H,
- Hy Hy H,
Hy, Hy, HM™®°

erge

winl

and the modified prior probability vector becomes

Puimt. = (Po, P1,P0, P1,Po, PT o).
Here, p]"“"®° represents the merged prior probability vec-

tor corresponding to H;"“"®°. If two identical columns
have independent prior probabilities p; and p;, their
combined prior probability is calculated as p;(1 — p;) +
pj(1 — p;). This combination rule is applied iteratively
to all pairs of identical columns in H; to produce the
vector py %, The sliding window decoder then em-
ploys an inner decoder—typically based on Belief Propa-
gation—to infer the error sub-vectors (eg, e1,...,e5 =)
using Hy 2% Pt , and (do,dq, d2). Note that the fi-
nal error block is denoted as ez *#° to reflect the column
merging performed on the last block column of Hiy1-
With a commit size of ¢ = 1, the decoder only final-

izes and “commits" the values for eg and ey to the global



decoding result. These two specific sub-vectors are cho-
sen because they constitute the complete error support
required to satisfy the parity-check constraints of dg, the
detector for the initial SEC. Once these values are com-
mitted, the window slides forward, treating the commit-
ted errors as known offsets that modify the syndromes
for subsequent windows.

In the second window, the decoder shifts its focus to
the detector vectors (dj, d2,d3) and utilizes the second,
third, and fourth block rows of Eq. . Since the error
sub-vectors eg and e; have already been finalized, their
corresponding block columns are removed from the ac-
tive submatrix, resulting in the sub-parity-check matrix
HwinQ:

Hy Hy
Hy, Hy H
H, H, H,

Hwi112 =

The active prior probability vector for this window is

Pwin2 = (p07p17 Po, P1, Po, pl)

The removal of the finalized columns necessitates a cor-
responding update to the syndrome. Specifically, in the
global parity-check matrix Eq. , the second block row
corresponds to the constraint Hsoey + Hoeg + Hies = dj.
Since the block column Hs is excluded from the active
submatrix Hyi,2, we must account for the influence of the
committed error. Thus, we modify the detector value to

! =d1 — Hoéy, where é; represents the error value de-
termined and finalized during the first decoding window.

As in the first window, we must merge identical
columns in the final H; block to prevent performance
degradation in the inner decoder. The resulting modi-
fied submatrix for the second window is

H, H
Hgns® = Hy Hy H
H, Hy H™e

and the modified prior probability vector is

merge __ merge )

Pwing = (pOa P1,Po, P1,Po, P

The inner decoder then utilizes H ;5°, Puims » and the
updated syndrome (d},dz,ds3) to infer the error sub-
vectors (e, €3,...,e7  2°). Finally, the values for e and
es are committed to the global decoding result, as these
sub-vectors constitute the complete support for the mod-
ified detector df.

The third window proceeds in a manner essentially
identical to the second. The inner decoder utilizes
the merged submatrix H_ % = H_°'%° the merged
prior probability vector pyis = Pwins - and the syn-
drome segment (d}, ds, d4) to infer the error sub-vectors
(€4,€5,...,69  5°). As in the previous step, the first de-
tector in the window is updated to dj, = dy— Ho2é3, where
é3 is the finalized error value from the second window.
Following the decoding process, e4 and e5 are committed

to the global decoding result.
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The active submatrix for the last window is

Hy H,
H, Hy H,
H, HJ

Hwin4 =

)

and the active prior probability vector is

Pwina = (P07P17P0aplapg)~

In this concluding step, column merging is no longer re-
quired. This is because H[/ represents the final block
of the original parity-check matrix Eq. which, by
our earlier assumption, contains no identical columns.
As with previous windows, the first detector in the se-
quence must be updated to account for the finalized error
from the preceding window: d} = d3 — H»és5, where é5
is the value committed during the third window. The in-
ner decoder then utilizes Hying, Pwind, and the syndrome
(d%,d4,ds) to decode the remaining error sub-vectors
(eg,€7,...,€10). Since this is the final window in the
sequence, all decoded values are committed to the global
result, completing the decoding process for all six SECs.

D. Number of windows and size of the last window

In the specific case of a (3,1) decoder, the window
size—defined as the number of detector vectors processed
by the inner decoder—remains constant throughout the
process. However, for general parameters (w, ¢), the size
of the terminal window may differ from that of the pre-
ceding windows. Suppose there are r total SECs. After
the first ¢ windows have been decoded, r—tc SECs remain
unfinalized. The next window is determined as follows:
If r — tc¢ > w, the subsequent window is not the terminal
one and maintains a size of w. If r — tc < w, the sub-
sequent window is the terminal window, and its size is
exactly r — te.

The size of the terminal window, w,g;, necessarily falls
within the range [w — ¢+ 1,w]. This can be shown by
contradiction: if we assume wy,s; < w — ¢, then the pre-
vious window would have contained only (wiast + ¢) < w
remaining SECs. By definition, that previous window
would have already satisfied the condition to be the ter-
minal window, contradicting the assumption that a sub-
sequent window exists.

For a total of r SECs and decoding parameters (w, c¢),
the total number of windows, Ny, is given by

—w—1
Nwin = \‘WJ + 2.
&

This expression can be derived as follows. The first ¢ =
[(r —w —1)/c] windows commit a total of t¢c SECs to
the global decoding result. This leaves a remainder of R
SECs to be processed, where

R=r—tc=w+1+[(r—w-—1) (mod ¢)].



Since the properties of the modulo operator ensure that
0<(r—w-1) (mod ¢) < ¢—1, the number of remaining
SECs is bounded by

w+l1<R<w+e

Because R is strictly greater than the window size w, but
no greater than w+c, these remaining SECs are processed
in exactly two additional windows: one window of size w
and a final terminal window of size R — ¢. Adding these
two to the initial ¢ windows yields the total Nyi,. The
first (Nywin — 1) windows commit (Nyi, — 1)c SECs, so
the size of the terminal window is

Wlast = T — (Nwin - l)C

E. Pseudocode

As demonstrated in the toy example, the sliding win-
dow process for four windows utilizes four corresponding
submatrices H o8¢, HYUO8 HUOE and Hyina, together
with four prior probability vectors pumt. > Pains  Pwing. s
and pwina. Notably, the two intermediate windows share
an identical structure, such that H]J5° = H_ 0¥ and
Puins. = Pwing - This uniformity holds for arbitrary pa-
rameters (w,c): the submatrices and prior probability
vectors required for all “middle" windows are invariant,
with only the first and the last windows requiring dis-
tinct configurations. Consequently, the entire decoding
procedure can be executed using only three unique pairs
of sub-parity-check matrices and prior probability vec-
tors. We denote these as (Hfiyst, Pirst), (Hmid, Pmid), and
(Hiast, Plast ), representing the first, middle, and last win-
dows, respectively. Algorithm[7]outlines the construction
of these three pairs, generalizing the structural logic es-
tablished in the previous toy example. Furthermore, Al-
gorithm [§] details the online execution of the streaming
decoder, demonstrating how these pre-initialized matri-
ces are deployed across sliding windows and how detector
outcomes are iteratively adjusted to subtract the influ-
ence of finalized errors.

In a practical implementation, the performance of the
decoder relies heavily on the efficiency of the syndrome
updates. Specifically, the matrix-vector multiplications
between Hy and the committed error vectors (Lines 9 and
13 of Algorithm [§8)) must be implemented using sparse-
matrix operations. Given the high sparsity of Hs, fail-
ing to exploit this structure would result in significant
computational overhead, substantially deteriorating the
real-time decoding throughput.

F. Simulation results

In this subsection, we present the numerical simu-
lation results for the sliding-window decoder, focusing
on two primary objectives. First, we demonstrate that
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Algorithm 7: Calculate parity-check matrices
and prior probability vectors for inner decoder
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Data:

H{, Hy, Ho, Ho, Hj: submatrices in the global

parity-check matrix;

P0, P1, Po, Py: sub-vectors in the global prior

probability vector;

(w, ¢): window size and commit size;

r: total number of SECs

Function INIT FIRST WINDOW()

(H{™®%, py™*°) « MERGE(H1, p1);

Hgret < a w X (2w) block matrix;

Hgyst (7, ) denotes the block at the ith row and jth
column. Indices start from 0;

Hﬁrst(ovo) <~ H(/h

Hegyet(2,24) + Ho for i =1,2,...,w — 1;

Hgrot (3,20 + 1) < Hy for i =0,1,...,w —2;

Heree(3,2i — 1) < Hy for i = 1,2,...,w — 1;

Hepse(w — 1,2w — 1) «+ H™"®%;

Prirst < (PO, P1,Po; -+ -, P1,P0, P 5°)

—_

I

repeat w—1 times
return (Hfrst, Pfirst);
Function INiT_MIDDLE _ WINDOW()
(H™™8¢, p1 %) + MERGE(H1,p1);
Hpiga < a w X (2w) block matrix;
Huia(i,24) < Hp for i =0,1,...,w—1;
Hpia (4,20 + 1) <+ Hy for i =0,1,...,w — 2;
Hpia(3,2i — 1)« Hao fori =1,2,...,w —1;
Huyia(w — 1,2w — 1) < H{""®%
Pmid < (Po,P1,Po,---,P1,P0, 1 )

’

repeat w—1 times
return (Hpid, Pmid);
Function INIT LAsT WINDOW()
Wiast < 7 — ([ =L + 1)c;
Hiast < a Wiast X (2wiast — 1) block matrix;
Hlasc(i, Qi) — H() for ¢ = 0, 1, ceoy Wiast — 2;
Hiase (2,20 + 1) < Hy for i = 0,1,. .., Wiasy — 2;
Hiast (4,20 — 1) «— Ho for i = 1,2, ..., Wiast — 1;
Hlast (wlast - 17 2wlast - 2) — H(J’,
Plast < (Po, P1,--.,P0, P1,P0);
repeat wy,st—1 times
return (Hiast, Plast);
Function MERGE(H, p)
/* Requirement: Length of vector p equals
number of columns in matrix H x/
Initialize H™°™®° as an empty matrix and initialize
p™M®° as an empty vector;
Denote ith column of H as H(i). Indices start
from 0;
m <+ length of p;
fori=0,1,...,m—1do
if H(i) = H™9¢(4) for some j then
‘ PUE())
p(i)(1 —p™"*(j)) + P (1) (1 — p(7))
else

Append H (i) as the last column of H™®®,
Append p(i) as the last entry of p™°'e®
return (H™e9¢ p™er9e);




Algorithm 8: Streaming decoder

Data:
H{, Hy, Ho, Hy, H: submatrices in the global
parity-check matrix;
Ps, P1, Po, Py: sub-vectors in the global prior
probability vector;
(w, ¢): window size and commit size;
r: total number of SECs
Streaming Input: do,d1,...,d,—1
Streaming Output: ép,é1,...,62,—2
1 (Hsrst, Phirst) < INIT _FIRST  WINDOW();
2 Configure FirRsT_WINDOW__DECODER with
(Hﬁrst7 pﬁrst);
3 (Hmid, Pmid) < INIT_MIDDLE_ WINDOW();
4 Configure MiDDLE_ WINDOW _ DECODER with
(Hmid, Pmid);
5 (Hiast, Plast) < INIT_LAST _WINDOW();
6 Configure LaAsT  WINDOW DECODER with
(Hlast7 plast);
7 (é07 éh sy é2w—27 é;nu?r—gf) —
FirsT _WINDOW _DECODER(do, d1,. ..
8 streaming output éop,é,...
9 dc — dc - H2é2¢:71;
10 fori=1,2,...,|=2=1| do

7d’w*1);

5 €2¢—1;

11 (ézic, €2ict1, -+, €2ict2w—2, ég;irfgw,l) <~
MIpDDLE _ WINDOW _DECODER(dic, - . ., dictw—1);
12 streaming output é2ic, €2ict1, ..., E2ict20—1;
13 dicye < dicte — Haé2ic 2015
— 71 .

14 Wiast < T — (L%J + 1)67
15 (6277211)1&5“ s €2r —2wiage 415 - - -y 62'r72) —

LAsT WINDOW _DECODER(dy—w,, ;- --,dr—1);
16 streaming output €2, 2w, ., €2r— 2wy +1s- -+ E2r—2;

the logical error rates of the sliding-window decoder re-
main highly competitive with those of the global decoder.
Across our tested code instances, the logical error rate of
the sliding-window approach is at most 2x that of the
global baseline. In certain cases, the streaming version
even achieves a lower error rate. Second, we assess the
decoder’s real-time viability by processing one million
continuous SECs. By recording comprehensive decod-
ing time statistics, we demonstrate that the streaming
approach is fast enough to keep pace with ion-trap hard-
ware.

As mentioned at the beginning of this section, we uti-
lize the Q70 and Q102 codes as our benchmarks. For
these two code instances, we observe that a (5, 3) sliding-
window configuration—defined by a window size of 5 and
a commit size of 3—provides an optimal balance between
error suppression and decoding latency. Consequently, all
sliding-window simulation results reported hereafter uti-
lize these (5, 3) parameters. Both the global baseline and
the inner decoder within the streaming framework em-
ploy the beam search decoder with the beam32_340iters
configuration [TI06]. Detailed specifications for this con-
figuration are available in Table I of [106].

Fig. 55 presents a comparison of logical error rates be-
tween the streaming and global decoders. To ensure a
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consistent baseline, we performed nine SECs for both
codes, reflecting their code distance of 9. We evalu-
ated both code instances across four physical error rates:
0.0005,0.0008,0.001, and 0.002. Across all eight data
points, the streaming decoder consistently maintained a
logical error rate within 2x that of the global decoder.
Notably, this performance gap narrows as the physical
error rate decreases. In the case of the Q102 code at
p = 0.0005, the streaming decoder actually achieved
a lower logical error rate than its global counterpart.
In Appendix we provide further simulation results
demonstrating that the logical error rate per SEC shows
only a minor increase or remains nearly constant as the
number of SECs grows under the streaming decoder.

Next, we evaluate the streaming decoder by processing
1,000, 008 consecutive SECs for both the Q70 and Q102
codes at physical error rate 10~4. We selected 1,000, 008
SECs to ensure the simulation exceeds one million rounds
while remaining a multiple of the code distance, d = 9.

Fig. illustrates the simulation results for two crit-
ical decoding latency measures. The first metric, de-
coding time per window, represents the processing du-
ration for each sliding-window instance. Using a (5, 3)
configuration, a single run of 1,000,008 SECs results in
333,336 decoding windows. The probability distribution
histograms for these windows are shown in Fig. [56] Be-
cause the (5, 3) decoder commits three SECs per window,
real-time processing is achieved if the decoding time per
window remains below three times the hardware’s SEC
time. Given a high-performance estimate of 1 ms per
SEC in trapped-ion architectures, the threshold for real-
time operation is 3 ms per window. For both codes, the
mean and 99th percentile decoding times fall safely below
this 3 ms limit.

The second metric is the reaction time following de-
structive measurements. This is defined as the interval
between the final qubit measurement and the acquisi-
tion of the corresponding decoding solution. Minimizing
this latency is paramount because these final results often
determine the selection of gates or operations in subse-
quent computational stages. In our streaming context,
the reaction time is equivalent to the duration required
to process the final window.

Because a single run of 1,000, 008 SECs yields only one
reaction time sample, we performed 10,000 independent
runs to generate reliable statistics. The resulting proba-
bility distribution histograms, shown in Fig. [56] demon-
strate that the reaction times for both codes are small,
with average values consistently below 1 ms.

Key statistical metrics—including the mean, 99th per-
centile, and 99.9th percentile values for both decoding
time per SEC and reaction time—are summarized for
the Q70 and Q102 codes in Table [XXTIIIl While raw data
records the decoding time per window, the decoding time
per SEC is derived by dividing the per-window duration
by three. This reflects the (5,3) sliding-window con-
figuration, where each processed window commits three
SECs to the final result.



Finally, while this section illustrates the latency distri-
butions at physical error rate 10~ in Fig. the corre-
sponding histograms for physical error rate 5 x 10~ are
provided in Fig. [74] within Appendix [D] At this higher
noise level, the average decoding time per SEC and av-
erage reaction time remain below 1 ms, though the dis-
tribution exhibits a heavier tail as decoding complexity
increases.

XVIII. ENRICHED WALKING CAT

ARCHITECTURE

The logical instruction set of the walking cat architec-
ture (see Section was designed to be simple, yet uni-
versal for quantum computation. In this section, we show
that the set of logical instructions can be enriched by ex-
ploiting physical Clifford operators that implement logi-
cal operations on the chosen memory block codes. In par-
ticular, we can use permutations implemented by physi-
cally moving the qubits along cyclic shifts and transversal
Clifford gate operations to perform unitary gates. Apply-
ing such a gate before a destructive measurement (DMX)
or (DMZ) gives us access to new sets of fast logical mea-
surements.

In Section [XVIITA] we discuss joint parity measure-
ments and using Clifford gates to enrich the set of avail-
able parity measurements. In Section [KVIIIB] we de-
fine permutation-based gates for BB codes that are nat-
ural for our architecture. In Section [XVIIIC] we discuss
transversal Clifford gates for BB codes.

Q70 and Q102 codes: Stream vs global decoder

—8— Q70 stream

-®- Q70 global
—&— Q102 stream
1075 4 =®- Q102 global
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FIG. 55: Logical error rate comparison between the
(5,3) sliding-window decoder and the global baseline.
To ensure a consistent comparison, both decoders
process 9 SECs for each code, matching the code
distance d = 9.
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[[70, 6, 9]] Code: Distribution of reaction time at 1e-4
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[[102, 22, 9]] Code: Distribution of reaction time at 1e-4
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FIG. 56: Probability distribution histograms for
decoding time per window and reaction time at physical
error rate 10~% using a (5, 3) sliding window beam
search decoder. Decoding time statistics are derived
from a single run of 1,000,008 SECs (333,336
windows). Reaction time statistics are generated from
10,000 independent runs of 1,000,008 SECs each.
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FIG. 57: Logical instruction (DMX) enriched by
applying a physical Clifford unitary U to code block D
prior to a round of CX and destructive X
measurements.

A. Parity measurements

Consider two active logical code blocks A and D, where
block D is slated for destructive measurement. To extract
joint parity measurements, we couple the two blocks via
a transversal CX gate across all qubits. When imple-
menting the instruction (DMX), we use block D as the
control and block A as the target so that the destructive
measurement of the D block yields the parity measure-
ments { X! ® XJD | 4,7 € [k]}. For the purposes of this
section, we will assume that the operators X;* and X}
are always the logical X operators of the chosen sym-
plectic bases without the Clifford frame update. That is,
each X; € Ly as given in Section Similarly, we
reverse the control and target for instruction (DMZ) to
obtain the measurements {7/ ® ZP |i,j € [k]}.

We can enrich this primitive by introducing a collec-
tion of Clifford operators £ that will be physically applied
to block D prior to coupling (Fig. , so that the ob-
servables measured on D are conjugated by U € £. This
yields a larger collection of available joint parity measure-
ments to expose to the compiler, allowing for mixed-basis
measurements between the blocks. The available parity
measurements of the destructive X and Z protocols, re-
spectively, become

(X} @UXPU' |i,j€[k],U €€},
(ZAoUZPUT |i,j e [K,U € &),

Assuming that each U € & is a logical Clifford operation
for the code on block D, we can increase the number of
available joint parity measurements from 2 to a maximum
of 2|€] as each UXJDUT and UZJDUJr will be representa-
tives of logical Pauli operators.
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B. Cyclic gates

We first consider permutation-based gates [I70] that
preserve the memory block code space. As physical swap
operations do not propagate errors between qubits, we
are fault-tolerantly enriching our space of available joint
parity measurements. Of particular interest are permu-
tation gates that exploit the three-ring structure used
for ancilla routing during syndrome extraction (see Sec-
tion . Given (r,s,t) € Zg X Ly X Ze., the (r,s,t) three-
ring cyclic gate, or cyclic gate, for short, is a permutation-
based gate implemented via the following shift operation
on the data qubits (as opposed to the ancilla qubits dur-
ing syndrome extraction):

S(u,v,w) = o(udr,vds, wdt).

For BB codes, whose qubits are indexed by elements
of Zo X Zy X Ly, the (0,14,7) cyclic gates have a partic-
ularly nice interpretation: they correspond precisely to
multiplication by a monomial xiy/ [I71} [172]. The ac-
tion of the (0,4, ) cyclic gate on the X stabilizer matrix
of a BB code corresponds to right multiplication by the
20m x 2¢m block permutation matrix

xiyj Oémxlfm
Oémxlm xly] .

Given that  and y commute and that A and B are sums
of monomial terms, we can see that

xiyd 0] ziyd 0
Hx [ 0 :L’iyj} = [A | B} { 0 xiy]}
= [Az"y’ | Ba'y']

and likewise for Hz. As left multiplication by z'y’? sim-
ply permutes rows of both Hx and Hyz, we have demon-
strated that for every i € Z; and j € Z,,, the (0,1, )
cyclic gate, which requires im + j transport steps, pre-
serves the stabilizers of any BB code, and hence is a log-
ical operation.

The logical operation implemented by a (0,4, §) cyclic
gate is equivalent to a circuit of logical CX gates [I73].
Suppose that Lx, Ly € FSX" are two matrices represent-
ing a symplectic basis for the code. Applying the (0,1, j)
shift implements the transformations

'« =GLx (mod 2), (45)

Ly =(G "Lz (mod 2), (46)

on the logical X and Z bases, respectively, where G €
FSX” is an invertible matrix. In particular, the 2k x 2k

logical symplectic matrix implemented by the physical
(0,14, 7) shift is given by

= | G Opxk
¢= |:0k><k: (G_l)T] '



This G can be determined from Lx, Lz, and
the (0,4,7) shift: The CSS condition guarantees that
LxLL = L;L% = Iy, so multiplying Eq. on the
right by L7 and Eq. on the right by L% shows

(mod 2), (47)
(mod 2), (48)

G=1I%L%

@ =1k

where L’y and L', are determined by applying the (0, ¢, 7)
shift to the columns of Lx and Lz, respectively.

For the [[70,6,9]] BB7 memory code, the symplectic

representation of the logical action implemented by the

(0,1,0) shift for the basis in Table [XXXIII| is given by
the 12 x 12 block matrix

- G 0
o) — { 1 6% } ,
Osxs (G1~H)T

where G is the 6 x 6 matrix:

000101
110011
011110
Gi=1100101 (49)
011100
100001

The (0,1,0) shift in this BB code is an order-7 logical
CX circuit; the (0,0,1) shift is a logical identity.

For the [[102, 22, 9]] GB8 memory code, the symplectic
representation of the logical action implemented by the
(0,1,0) shift for the basis in Tables [XXXIV|and [XXXV
is given by the 44 x 44 block matrix

- G 0
o(102) _ { 2 2222 ] 7
O22x22 (G2~ )T

where G4 is the 22 x 22 matrix:

Gy =

H = = B O rF F R FHRFRRFOOHFFEFORFHFHOO
H R O KRR OKRRPRHRPEHRPEOOHKHOROOO
= = = O = O O OO O~ OO OFFOF F~=OFF O
OO R R HOFHKFHRFERORFROOOOOHKRIRFRFRRFRRFE =
O R B HOKKHKERORFRORORFROOOO KO K
O R OO0 O KK HKFEFREREREROROKRKHOOOR O R
= = O K = = = O OO0k, OO0k, OO OoOFRO
—H O O O KRR R R R HKPBBMHOKRKEREOROOO H -
H R OOOHFH,OOOC O OoOr O O o o
O O OO KO FKFEFMFEFOOKFKMFEFOFHOOHFO O
_H O R P O R OO KKK MKHKEFOOOROR KR HO

H O, OO rF, FEFOHFHORFROHOOHR HFHORFRO
O O H O O O O O O OO0 O K FH F HFHKB OO
O PR O P OO OO HFHFEFOOKFFEFOOOFRKFE O -
O OO H+HKHKHEHHKHOOOOHRFEFOHKREOOOHRRH
O R B OFrr OO0 OO KR, R HEFEHORFR OFHORF R H —
H = O O+ F OOF ORF O FHFPKEFOFOF O
oo rHr oo rHr o oOoOH+Hr oo +HH+HOOHFKHOOO®HRRH+H O
O O O = O - = = OO F OF MFH = 4F2 2O F=Oo o O
o = = = = O O O RO O

O H O O FH O O O HMKMEFMFEFOOOOOOOOKHE KO
O O = O OO = OO FOF = =

—
[S13
(=]

=
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The (0, 1,0) shift in this GB code is an order-51 logical
CX circuit.

C. Transversal gates

We can also consider transversal Clifford operators,
which likewise do not propagate faults between qubits.
We take the convention that transversal Clifford gates
are operators of the form U = ®?=1 U; where each U; is a
(potentially different) single-qubit Clifford gate. If a BB
code is self-orthogonal—the X and Z stabilizer spaces
are isomorphic—then the transversal H®" gate is guar-
anteed to be a logical operator, and for some choices of
b,c € {1,—1}" the operators @, S*, and @7, VX "
are also logical operators [174].

While the algebraic structure of BB codes enables a
simplified search for transversal Clifford logical gates, we
believe that only self-orthogonal BB codes admit such
logical gates. Thus, we consider only self-orthogonal BB
codes for the remainder of this section. We leave the
study of fold-transversal gates that fit within the three-
ring framework, which, in principle, should exist, for fu-
ture work.

Given polynomials a(z,y) and b(x,y), the correspond-
ing BB code with A = a(z,y) and B = b(z,y), as de-
fined in Section [[X] is guaranteed to be self-orthogonal
if there exists a monomial z'y? for which x'y/a(x,y) =
b(z=1,y7 1) and xiy/b(z,y) = a(z~t,y~!). Indeed, by
considering z'y? as an ¢m x fm matrix, we see that
2iyi[A | B] = [2%7A | 2'y/B] = [BT | AT]; since
left multiplication by x’y’ simply permutes the rows of
Hx =[A| B], the X and Z stabilizer spaces are isomor-
phic.

While restricting to self-orthogonality may impact the
achievable distance for BB and GB codes, there are
choices of n and k for which self-orthogonal GB8 codes
achieve near-optimal distance when compared to the
best-known BB8 codes, in general. In Table [XXIV] we
give examples of such codes, which are, in fact, bicy-
cle codes. Self-orthogonal codes with the same parame-
ters were achieved in [I75], where they considered rotated
versions of BB8 codes. Given that the constructions we
found are simple bicycle codes, their syndrome extrac-
tion can be highly optimized when compared to rotated
BB codes. Finally, we note that self-orthogonal BB codes
have been proposed in other fault-tolerant architectures
[I76], demonstrating that they retain practical interest
despite a possible decrease in performance.

Beyond identifying transversal Clifford gates of a self-
orthogonal BB code, it is natural to also consider the log-
ical operations they perform. For an arbitrary symplectic
basis, the corresponding logical circuit can be found by
conjugating all of the basis operators and directly com-
puting the logical symplectic matrix. In the case where a
self-orthogonal code admits even a single odd-weight log-
ical operator, Theorem 1 of [I74] constructs a symplectic
basis of the code for which Lx = Lyz. In particular,



n, k, d] L m a(x)

66,6,8]] 33 1 1+ax+a°+a™®
[[72,12,6]] 36 1 1+z+az* +2°
[[100,12,8]] 50 1 14z + a° 4 z'°

TABLE XXIV: Three examples of self-orthogonal GB8
codes, with distances near or at the best known
distance for BB8 codes of the same length and rate. For
these codes, we define b(z) = a(x~1), i.e., these codes
are all bicycle codes.

the physical H®" operation implements H®*. The au-
thors also establish that for any (ay,...,a;) € {—1,1}%,
the logical ®§:1 5’;-’ operator can be implemented in the

same symplectic basis by a physical @, Sf-’" for some
choice of (by,...,b,) € {=1,1}".
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Part 5
The micro-architecture

XIX. PHYSICAL IMPLEMENTATION OF THE
WALKING CAT ARCHITECTURE

The walking cat architecture was described using the
moving-qubit model in the prior Parts. That coarse-
grained model is abstracted to capture the features of
the device that matter for the design of quantum error
correction protocols. In this section, we provide a spe-
cific micro-architectural implementation of the walking
cat architecture as it will be implemented using trapped
ions with electronic qubit control (EQC) [34].

Tons, which are electrically charged particles in which
our qubits are encoded, are attracted to local minima in
an electric potential. Suitably shaped electric fields gen-
erated by electrodes on a quantum charge-coupled device
(QCCD) chip can trap ions near the chip’s surface and
also move them with changing fields [33} 34]. QCCD de-
vices have been shown to do so with control voltages well
within standard digital-to-analog output ranges. Slow-
varying electric fields used for ion transport only weakly
perturb the internal states of the ion that encode a qubit,
so that ions can preserve the encoded quantum informa-
tion while moving at a wide range of speeds. Experiments
have demonstrated such transport with low motional ex-
citation (less than one motional quantum) at speeds of
several tens of m/s [I77] and approaching 100 m/s [I78].

While electric fields are used for precise motional con-
trol of ions, magnetic fields are required for control of
internal states of qubits, in a similar way nuclear mag-
netic resonance experiments control nuclear spins of sam-
ples [I79]. Two ion-based qubits can be entangled when
they vibrate in a collective manner such that their in-
ternal states change collectively in response to a spa-
tially varying magnetic field. So far, existing realiza-
tions of QCCD architecture rely on using lasers to im-
pose an effective magnetic field to rotate between qubit
states or generate entanglement between two ions [36}, [71],
but their scalability is hindered by the high laser power
per ion required to operate at large detunings to sup-
press photon scattering error [I80]. While employing an
efficient configuration of output grating couplers with
integrated photonics can partially alleviate the chal-
lenge [I81], the fundamental hurdle of evenly distribut-
ing high-power laser light across many locations remains.
On the other hand, the EQC architecture uses a real
magnetic field from near-field radio-frequency (RF) sig-
nals generated by antennas on a QCCD chip [70]. More-
over, a single active antenna can drive parallel operations
across the ions trapped above it, supporting either exclu-
sively single-qubit gates or exclusively two-qubit gates
simultaneously, though not a mixture of both. Thus,
power dissipated per qubit can be greatly reduced com-
pared to laser-based schemes with one grating coupler
per qubit. While RF fields cannot be focused sharply
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like laser beams, antennas with optimized shape can sig-
nificantly suppress field strength outside the gate zones
(to be defined later in the section) and precise ion po-
sitioning can be used to achieve excellent crosstalk er-
ror (estimated to be < 1 x 107% per single-qubit gate
in Ref. [70]) during zone-selective operations. We design
our micro-architecture to take advantage of the scalabil-
ity and hardware efficiency of EQC.

A. Functions of a QCCD chip

A strategy for building a scalable quantum hardware
architecture is tiling high-fidelity unit cells across a pla-
nar grid. These cells can host multiple qubits and are
often specialized into distinct types with specific func-
tions, such as quantum gates or qubit measurement and
reset. Control signal density overhead is managed as the
system scales by leveraging signal multiplexing and co-
wiring among the unit cells. In contrast with hardware
where qubits are fixed in place, a crucial element of our
architecture is the ability to move/shuttle qubits within
and between unit cells to where they are needed. QCCD
provides an ideal platform for the required routing of mo-
bile qubits with managed control overhead [34].

At its core, a QCCD realizes an electric potential land-
scape in which ions can be trapped and shuttled. The po-
tential landscape can be dynamically adjusted with con-
trol voltages. A QCCD is generally manufactured on a
substrate using planar processes and contains different
functional layers, with the top layer featuring patterned
electrodes that define potential well configurations for
holding multiple ions at specific locations. A potential
well is a local region of positive trapping curvature (con-
finement strength) that can hold a non-negative number
of ions, where Coulomb repulsion creates small spacing
between ions within the well; a potential well configura-
tion refers to the spatial distribution of potential wells
across the grid, where some wells can have different cur-
vatures from others and well spacing is generally much
larger than ion-ion spacing within a well (tens to hun-
dreds of micrometers vs. less than ten micrometers).
Changes in voltages applied to the electrodes lead to a
transition from one potential well configuration to an-
other, resulting in different levels of confinement, spac-
ings between wells, and even the number of wells (cf.
Fig. . Functional layers below the top layer of the
QCCD are generally designed to implement specific func-
tions supported by the unit cells. For example, scalable
QCCD architectures generally include photonic layers for
distributing laser power through a network of nanopho-
tonic waveguides terminated by output grating couplers
directed at trapped ions above. These distributed lasers
operate at various wavelengths for specific purposes such
as ion cooling, state preparation, and measurement. For
EQC, which has demonstrated state-of-the-art gate fideli-
ties [69) [70], the QCCD includes an antenna layer with
embedded RF antennas that deliver gate waveforms to



the trapped ions above.

B. Extensions of the moving-qubit model

In this subsection we refine the moving-qubit model
introduced in [[V] with hardware constraints relevant to
QCCD systems. We note several key areas of refinement.

Ton-specific implementation - Abstract qubit models
neglect details regarding the explicit physical implemen-
tation of fundamental operations such as gating, mea-
surement, state preparation. Further physical-level con-
siderations, such as heating, cooling, and loading, are
important in ion-specific implementations of qubit sys-
tems. An ion has many internal states, two of which
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FIG. 58: Simplified illustration of potential well
configuration changes on a QCCD chip. The orange
curves qualitatively represent the axial trapping
potential landscape seen by positively charged ions.
The small rectangles correspond to an array of
segmented DC voltage electrodes, with the color on
each segment qualitatively representing a voltage value
(gray = high, white = low). The axial positions of the
ions follow the local minima of the axial trapping
potential created by the electrodes. With appropriate
voltage ramps, one can transition from a) initial
configuration to b) configuration with a merged well,
where the balance between external field and Coulomb
repulsion determines the final positions of the merged
ions, or ¢) linearly translated configuration. In general,
a voltage update on a DC voltage electrode affects both
axial and radial confinement (not depicted here), where
the radial confinement primarily comes from the
pseudopotential created by RF electrodes of the trap.
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are chosen to define a qubit. In particular, in an “op-
tical, metastable, ground state” (OMG) encoding, the
qubit levels correspond to two particular energy levels in
a metastable orbital [9I]. Gating involves driving tran-
sitions between those two internal states, while avoiding
transitioning to spectator (i.e. non-qubit) states. It is
also possible to map one or both of the qubit states into
other internal states for various purposes. We refer to this
as shelving the state. Measurement involves a sequence
of laser pulses to shelve a target qubit state to “bright”
states and induce fluorescence that is measurable on a
photodetector or camera. The specific preparation of the
computational zero state |0) involves a specific sequence
of photonic operations. Furthermore, physical-level ef-
fects like ion heating must be mitigated with cooling tech-
niques to prevent buildup of non-Markovian error, which
must be built explicitly into a micro-architecture design.
The exact nature of each of these operations depends
strongly on the particular ion species an architecture is
built around.

Ezxplicit shuttling constraints - The moving-qubit
model assumes a fixed two-dimensional grid of sites, and
it does not specify particular intermediary states and
transitions that permit re-arrangement within the model.
In QCCD systems, one similarly starts with a fixed two-
dimensional grid of junctions connected by linear sec-
tions, depicted in Fig. [59] as corners and edges of squares
respectively. Ions can be transported from one linear sec-
tion to another through shuttling sequences. Both the
junctions and the linear sections between the junctions
can support trapping sites, and the number of trapping
sites (potential wells) can change between different po-
tential well configurations by changing control voltages

. 0 =y 0 "z 0 /e 0 S Transport electrode
0 0 0 0 Jjunction
0 0 0 0 Transport electrode
i N linear section
0 0 0 0
0 0 0 0 < Potential well
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0 0 0 0 Gate zone
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o Sole o o o Gate + optical zone
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FIG. 59: Embedding of a “moving qubit” grid in the top
metal of our trap. The transport electrodes represent
the two-dimensional network of junctions along which

ions can be shuttled; shuttling operations facilitate

transport of ions to establish proximity between ion
pairs required for entangling gates. The ellipses denote
potential wells at which ions can be held; here we show

a possible well configuration used for gating. Gate zones
are indicated by gray hatching. As emphasized in the

main text, we assume a dense embedding of gating
antenna in every row. Optical zones, indicated by yellow
hatching, are available on every other horizontal row.



on the surface electrodes. The dynamic reconfiguration
is not arbitrary in the sense that the detailed geometry
of the electrode layout determines the types of potential
well configurations that can be implemented.

Weighted transport cost - Transport operations are im-
plemented as a sequence of primitive shuttling steps. The
cost of each primitive shuttling step may differ, and de-
pends on the transport time and motional excitation
(which necessitates cooling) incurred under the given
control voltage budget. We reduce the cost of transport
operations by co-designing the logical architecture and
QCCD micro-architecture to ensure that low-cost primi-
tives are most often used for implementing the necessary
qubit alignment between data and ancilla qubits.

Zonal operation - In order to perform a two-qubit gate,
the participating ions must be located in the same linear
section above a gate antenna and their potential wells
merged into a single well. This requires us to refine the
moving-qubit model assumption that two-qubit gates are
available for all nearest-neighbors pairs of qubits. How-
ever, we note that the same wire for a gate antenna can
be routed under multiple linear sections, such that a large
number of two-qubit gates can be performed in parallel.
This extensive parallelism based on simple classical con-
trol is one of the key advantages of trapped ion architec-
ture based on electronic qubit control [34]. In this work,
we assume that every horizontal section has a gate RF
antenna underneath - we call those horizontal sections
the gate zones. Because single-qubit gates also require
near-field RF, they are only available in the gate zones
as well. Similarly, qubit reset and readout become avail-
able when the participating ion is at an optical zone -
a section with output grating couplers for various laser
wavelengths and a collecting lens that relays photons to a
photodetector. We assume optical zone density is sparser
than the stated gate zone density because of the engineer-
ing challenge of photonic waveguide routing with small
bend radii and optical crosstalk between neighboring op-
tical zones. In this work, optical zones are available in
every alternating row.

We conclude the subsection with a note on the differ-
ence in accounting of transport cost between the moving-
qubit model and the micro-architecture model. The
moving-qubit model does not assume knowledge of trans-
port junctions and hence an ion can increment its column
index within a row in one shuttling step. On the other
hand, because the micro-architecture model assumes the
ion has to go through transitions between allowed po-
tential well configurations, it requires two shuttling steps
to increment its column index (effectively junction in-
dex). Also, as stated, the moving-qubit model assumes
availability of two-qubit gates between any nearest neigh-
bors, whereas the micro-architecture incurs extra shut-
tling steps to bring the control and target ions into the
same linear section. Thus, the micro-architecture model
will always have a strictly larger count of shuttling steps.
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C. Physical implementation of the moving-qubit
operations

In Section [[V] we introduced the high-level model of
moving qubits, including a tabulation of all basic opera-
tions in Table[[T]] In the micro-architecture model, each
of these operations further decomposes into refined phys-
ical operation sequences. This mapping is summarized
below.

State preparation - To prepare a cooled ion into a qubit,
its internal state must be initialized using optical pump-
ing and then mapped to a specific internal state that
serves as one of the two levels comprising a qubit. Op-
tical pumping is achieved by illuminating the ion with a
laser of a specific wavelength and polarization such that
the internal state population performs a random walk
within the energy level manifold as a sequence of stimu-
lated excitation followed by spontaneous emission, until
most of the population falls into a dark state from which
the population cannot escape. Physical and engineering
constraints generally limit the steady-state population in
the dark state, namely the fidelity of optical pumping.
At the end of optical pumping, shelving pulses from laser
and/or RF can be used to transfer the dark state popu-
lation to a target qubit state. Following these mapping
pulses, a heralding process may be employed to detect
failed state preparation [90].

One-qubit € two-qubit gates - Both single-qubit and
two-qubit gates are implemented with high fidelity us-
ing EQC, which combines electronic position control of
ionic qubits with spatially structured RF magnetic fields
generated by RF currents. An RF signal can induce rota-
tion between two hyperfine levels of an ion that define a
Bloch sphere. We control site-selective single-qubit oper-
ations by locally addressable offset operations that con-
trol the interaction of individual ions with the driving
field. This allows us to apply massively parallel layers
of single-qubit gates with locally controlled addressing.
For two-qubit gates, two ions are first merged to form
an ion crystal inside a common potential well, in which
the motions of the ions hybridize to form collective mo-
tional modes. An RF gradient can strongly couple to a
particular collective mode and induce the two ions to fol-
low a state-dependent trajectory in the motional phase
space, making the qubits acquire state-dependent geo-
metric phase. Like other motional mode mediated gates,
that phase space trajectory must begin and end in the
same state so that the ion’s internal state remains un-
entangled with that motional mode. Perturbations to
the phase space trajectory by phonons and leakage out-
side the qubit subspace due to off-resonant driving of un-
wanted transitions are the dominant sources of remaining
error after calibration. As with the single-qubit gates, we
can achieve massively parallel two-qubit gate layers with
additional site-selection by exploiting the fact that the
entangling gate drive, when coupled with sufficient dy-
namical decoupling, acts like an identity operation (up
to single-qubit corrections) on ions that have not been
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Operation |Purpose Location ErrO}' Timings Reference
mechanisms
Single-qubit |Implementing SU(2) rotations Any gate zone under single-ion wells | Coherent and incoherent noise 5-10 ps 170]
drives
Entangling |Implement a specific entangling in-|Any gate zone under two-ion wells |Coherent noise, incoherent noise, 100-300 ps 1691170
drives teraction and leakage
Measurement | Measurement of |0), |1), and possi- |Optical zones Measurement error from stray pho- 350 ps per image [182]
laser pulses |bly other leakage states. tons
Preparation |Preparation of |0) Optical zones Polarization error, intensity fluctua-[450 ps; > 90% post-selection rate 190]
laser pulses tion, optical crosstalk
Cooling laser|Cooling Optical zones Beam misalignment from ions, po- 0.3 phonon/ps 1183]
pulses larization error, intensity fluctua-
tion
Split Split two potential wells to separate | Zones with supporting control elec- | Heating, loss, incoherent error 50-100 ps |184]
2-ion crystals trodes
Merge Merge two 1-ion crystals into a 2-ion | Zones with supporting control elec- |two-qubit gate error increase from 50-100 ps [184]
crystal trodes motional heating, loss, incoherent
error
Idle Do nothing Any ion anywhere Heating, incoherent memory error, n/a n/a
leakage, loss
Shuttling Move an ion across a junction Anywhere in the trap Incoherent memory error, phase 5-15 ps |77 78]
tracking errors, heating

TABLE XXV: Operations in the micro-architecture model. Error sources list the expected dominant error sources
and are not exhaustive. Timings are ranges demonstrated in state of the art results in associated references.

merged. Low occupation of motional modes is impor-
tant for reducing sensitivity to temperature-dependent
physics that can leave residual spin-motion entanglement
or deviation from the target geometric phase after a two-
qubit gate [I85], although it should be emphasized that
RF gate techniques with a judicious gate drive ramp can
be made relatively robust to thermal mode occupation
while maintaining state-of-the-art fidelity [69].

Leakage reset - Leakage reset works analogously to
state preparation. However, there are two physically
distinct leakage channels: ground state and metastable
state leakages—these are distinguished by which specific
non-qubit states in the ion a qubit might have leaked to.
For ground state leakage, we can reset by directly ap-
plying the preparation sequence on an ion in the ground
state. For metastable leakage, the ion can be routed to
specialized optical zones in the loading chip where one
can optically pump the ion out of the metastable state
without inducing optical crosstalk on qubits encoded in
metastable states [97].

Measurement - Qubit state measurement works by per-
forming shelving pulses necessary to map the qubit back
to a ground state of the ion where it can continuously
fluoresce under illumination by excitation laser(s). Col-
lection optics focused on the ions can collect fluorescent
photons and relay them onto photodetectors; each detec-
tor signal is then binarized based on whether the pho-
ton count within the exposure time is below or above a
threshold count. This imaging procedure can be sequen-
tially applied to each of the two qubit states, so that the
two classical bits obtained can be used to inform if the
qubit was in a first state, a second state, or neither, which
would indicate a potential qubit leakage or loss. Ground
state leakage can be directly measured by applying imag-
ing without shelving pulses and checking if the image is
bright, before the two images for qubit state readout are
taken. Metastable leakage cannot be immediately distin-
guished from loss as both appear as dark in all three im-

ages, but it can be routed to the aforementioned special
optical zones with optical pumping out of the metastable
orbital, which can then distinguish metastable leakage
from loss.

Idle - Idling is a similarly simple process in the micro-
architecture model as in the moving-qubit model. The
primary distinction is the precession of a physical qubit’s
frame under Z-type memory errors due to spatially vary-
ing magnetic fields. The presence of spatially varying AC
magnetic fields from the trap RF electrodes and active
gate RF antennas can cause dephasing if the inhomo-
geneous AC Zeeman shifts are not corrected via phase
tracking, if the phase tracking calibration drifts substan-
tially, or if the fields fluctuate in time. Technical elec-
tric field noise from the electrodes and anomalous elec-
tric field noise from the surfaces can also cause motional
heating, which, if untreated by scheduled cooling steps,
can degrade gate fidelities.

Transport - Low-excitation ion transport can be
achieved by quasistatically updating electrode voltages
to transition from one potential well configuration into
another, such that the potential well centered at one lo-
cation adiabatically shuttles to another nearby poten-
tial well location, similar to how signal electrons are
transferred in CCD cameras. Following the formalism
in Ref. [I86], time-dependent control waveforms are ob-
tained by framing each shuttling step as a constrained
optimization problem, matching the desired moving po-
tential to a linear combination of basis potentials gener-
ated from transport electrodes.

D. Lower-level operations

Loading - A high flux of ions can be generated by
photo-ionizing a beam of neutral atoms generated by
a variety of sources, such as by ablation, ovens, or a
magneto-optical trap. The flux can then be photoion-



ized inside of the trapping region and be laser-cooled to
remove motional quanta (phonons), a necessary step for
high-fidelity ion transport and gate control. As loading
is fundamentally a non-deterministic operation, loading
rates in trapped ion systems will generally need to be
kept higher than loss rates, with a mechanism for eject-
ing or storing excess loaded ions. Single-zone loading
rates in excess of 400 ions per second have been experi-
mentally demonstrated [30], although loading rates vary
by ion species [I87]. This can be further increased by
loading in multiple zones in parallel.

Qubit loss and replenishment - A QCCD is generally
operated at cryogenic temperature such that ion heat-
ing and loss due to experimental imperfection are mini-
mized. At cryogenic temperature, background gas pres-
sure contributing to ion collision with background neu-
tral molecule is strongly suppressed. Similarly, cryogenic
temperature strongly suppresses anomalous ion heating
rate from electrode surfaces [I88]. Ions can be trapped
above a QCCD for a time scale that is many orders
of magnitude longer than the slowest physical opera-
tion timescale of the system, but ion loss is generally
inevitable and thus fresh ions must be transported from
the loading zones to replenish lost qubits.

Cooling - Laser cooling removes motional entropy from
ions and dissipates it to the environment through spon-
taneous emission. The simplest and most robust cool-
ing method is Doppler cooling, which provides frictional
cooling force through velocity-dependent radiation pres-
sure and is used for cooling hot ions freshly captured
in a well. However, Doppler cooling yields a relatively
high steady-state motional entropy with average phonon
number well above 1 for typical radial mode frequencies.
To reach motional ground state, additional cooling tech-
niques that engineer higher phonon-removing scattering
rates than non-phonon-removing rates are used, such as
sideband cooling [I89] or EIT cooling [190], but such
techniques often operate at a lower cooling rate and/or
increased experimental complexity than Doppler cooling.
Polarization gradient cooling can provide a good balance
of fast cooling rate and low steady-state phonon num-
ber (7 ~ 1) [I83]. We emphasize again that motional
ground state is not strictly required for state-of-the-art
gate fidelity in EQC, as it has been proved to work at
steady-state Doppler cooling temperature (with average
phonon number of 7 &~ 3.5 in Ref. [69] for *°Ca™) al-
though initializing in such a state tolerates more heating
steps between scheduled cooling steps. While data qubits
cannot be laser-cooled, their motional entropies can be
effectively reduced by sympathetic cooling [T91].

XX. MICRO-ARCHITECTURE OF THE
COMPONENTS

In this section, we design a micro-architecture for the
three most critical components of the walking cat archi-
tecture: the memory block, the magic factory and the
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cat factory. Thanks to our unified design for the mem-
ory block and the magic factory, the magic factory micro-
architecture can be immediately derived from the mem-
ory micro-architecture. The design of these components
is described in Section[XX A] Then, the cat factory micro-
architecture is described in Section XX B] which also dis-
cusses the implementation of cat qubit transport at the
core of the cat-based measurement interface (see Fig. [3]).

A. Memory and magic factory micro-architecture

Mapping the three-ring structure of Fig. 4] to a QCCD
device involves mapping the abstract cyclic structure to
physical shuttling of ions and implementing the required
gating and measurement operations subject to the physi-
cal device constraints previously detailed. Explicitly, our
memory block embedding must support: the required
cyclic shifts, entangling operations between ancilla and
data qubits, ancilla qubit measurement and resets, data
qubit measurements and resets, and leakage and loss
checks. Providing efficient embeddings and physical sup-
port for each operation is an interesting and complex
trade space optimization problem.

Beginning with the cyclic structure, we envision a
prototypical two-block embedding, as shown in Fig.
which suffices for all codes considered in this work.
The three-ring structure can be efficiently embedded in
this implementation according to the mapping of: long
ring — block swaps, medium ring — cyclic shift, short
ring — embedded shift. Effectively, our embedding
amounts to a twice folded version of the abstract embed-
ding of the block on a line. By folding our embedding
and implementing long shifts as stacked block swaps, we
are able to significantly reduce the transport overhead
associated with syndrome extraction removing the need
for a highway used for fast transport along a linear block
of qubits in Fig. [ and Section [[X]

Next, for gating, the ancilla qubits proceed according
to the cyclic shifts described above. Once the required
alignment between the ancilla and the data qubits is
achieved, two-qubit gates can be performed by shuttling
data qubits up/down one row to meet their associated
ancilla qubits, merging the pairs, driving the entangling
transition, and finally splitting the pairs and returning
the data qubits to the original locations. Clearly, single-
qubit operations can be performed on the data or ancilla
qubits before the merge and after the split. This process
of cyclic shifts followed by gating is repeated until all the
required gates between data and ancilla qubits have been
made.

To measure and reset the ancilla qubits, we must move
the ancilla qubits to an associated photonic row. This can
be accomplished by shuttling the ancilla up/down a row
to the embedded photonic row contained in the middle of
the code block. In practice, we expect that we will only
support one optical zone per horizontal section, so we will
have to measure the ancilla in two batches. A sparser
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FIG. 60: Mapping of the three-ring framework to a
two-dimensional embedding. Here, the data (dark
green) and ancilla (light green) ions are arranged in
rows of the trap. Long rings are accomplished through
swaps of the top and bottom blocks. Medium rings are
accomplished through cyclic shifts of the ancilla within
each block. Small rings are accomplished through
embedded cycles, as detailed in Fig.

embedding could achieve ancilla measurement in a sin-
gle batch, highlighting a common space-time tradeoff in
these design problems. After measurement, we must cool
and reset the ancilla back to the metastable qubit state,
which can also be accomplished in the optical zones. In
practice, we may wish to employ a second batch of ancilla
qubits so that we can pipeline the state preparation and
measurement procedure, which would remove all contri-
bution of ancilla measurement and reset to the logical
clock cycle. We emphasize that, though more ions are
actually employed in a pipelined protocol, the number
of device zones employed remains constant. When deal-
ing with physical embeddings at the micro-architecture
level, the correct figure of merit to cost a protocol is the
number of zones required.

To measure and reset the data qubits, we proceed anal-
ogously to the ancilla qubits. In our embedding, the data
qubits are already naturally localized on photonic rows,
so minimal shuttling is required. The only difference is
the inclusion of beacon qubits in the layout, as discussed
below, but the beacon ion can be moved out of the way
as with the second ancilla ion. After measurement, the
data ion must be reset. This can either be done directly in
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FIG. 61: Example of embedded ring dynamics. Here,
we implement a cyclic shift of ions in a single row
embedding. (a) First, the right set of ions are “hidden”
in the vertical legs. (b) Next, the left set of ions
translate right and are hidden in the lower vertical legs.
(c)—(e) Finally, the right set of ions move left and we
move the left set of ions out of the vertical legs. This
operation is efficient for cycles that involve a small
number of ions, but dense ring embeddings are more
efficient when there is a large number of ions involved in
the cyclic shift.

the optical zone after measurement, or we can replace the
measured data ion with another freshly prepped qubit,
which reduces the clock cycle through pipelining.

Integrating beacon qubits within the code blocks for
leakage and loss check requires introducing an additional
ion with new functionality in the embedding. In our lay-
out, we imagine placing the beacons in the same rows as
the natural resting location of the data qubits. In this
way, every data qubit has a “partner” beacon ion that can
be used for leakage and loss checks. In fact, the beacon
ions can additionally be used for cooling, naturally inte-
grating the leakage, loss, and cooling of the data qubits
in a single unit that we call a “leakage and loss reduction
unit” or LLRU.

To measure ion loss with a beacon ion, we may exploit
the fact that a split/merge sequence that occurs between
an ion and a hole (from a previously lost ion) will dramat-
ically heat the beacon ion. As the trapping curvature has
to change sign between positive and negative at the cen-
ter, there is a moment during the sequence where there is



Q70]Q102
Transport 424 | 387
Merge / split 16 | 18

Parallel 1q gate layer| 2 2
Parallel 2q gate layer| 8 9
Readout 3 3

State preparation 1 1

TABLE XXVI: Primitive operation rounds for a single
syndrome extraction cycle in the Q70 and Q102 codes.
This includes initial state preparation of ancillas,
transport and gating with data qubits, as well as the
final readout and leakage check. Ion loss checks can be
performed in parallel to ancilla transport sequence and
are not included in this table. State preparation of a
new set of ancilla qubits could also be performed in
parallel in a separate part of the trap, c¢f. Fig. @

very little restoring force where the lone beacon ion sits
(note that Coulomb repulsion contributes to the restoring
force for a splitting/merging ion pair) [192]. This exposes
the beacon ion momentarily to potentially many orders
of magnitude higher heating rate than what is felt by an
ion pair, as the heating rate scales with Sg(w)/w where
Sg(w) is the power spectral density of the electric field
noise at the trapping frequency w and generally becomes
worse near zero frequency [I93]. A discrimination proce-
dure that leaves a cold beacon ion trapped and ejects a
hot beacon ion out of the trap is followed by a standard
imaging step. In this way, we can detect loss of data ions
by periodically merging the data ion with a beacon ion,
splitting the pair, and measuring the beacon ion. If the
beacon ion is lost, then we infer that the data ion was
also lost. We emphasize that the beacon ion need not be
in the metastable state for this procedure to work.

To measure leakage with a beacon qubit, we may em-
ploy well-established techniques of leakage checks [194].
Experimentally, these protocols amount to performing a
gating and measurement sequence that teleports the in-
formation from a data ion to a beacon ion and then mea-
sures the data ion, see Section X B| Physically, this check
follows a similar sequence to loss checks with two addi-
tions: 1) an active gate is performed in the merged state,
and 2) the beacon qubit must be allocated to |0) in the
metastable manifold. We note that leakage checks also
check for loss, but the leakage check requires a higher
overhead because now there are additional qubit reset
and gating operations that must be performed.

Finally, we note that the beacon qubit naturally pro-
vides the capabilities for cooling data qubits. When set
in the ground state, we may cool beacon qubits with
integrated photonics by cycling a transition without af-
fecting the data qubit. This opens the door to various
cooling protocols, including sympathetic and exchange
[152] cooling.

With these specifications, we may define a micro-
architecture for our memory blocks that encompasses all
codes in the three-cycle layout considered in this pa-

82

per. In Fig. we specify embeddings for the Q102
code and the Q70 code. We have performed detailed,
device-level emulations of the syndrome extraction cy-
cles of these codes under the micro-architecture speci-
fied here. Because device parameters can vary signifi-
cantly subject to experimental trade spaces, we do not
report actual syndrome extraction cycle estimates under
a micro-architecture model. Instead, we report the de-
tailed break-down of the syndrome extraction cycle into
primitive operations for the Q102 and for the Q70 in Ta-
ble XXV

The micro-architecture for magic factories extends
straightforwardly from the memory block micro-
architecture. As was said in Section [XV] both the MEK
and the CH2 protocols can be achieved by including one
additional physical qubit with the support for a single-
qubit R, (m/4) operation. Coupled with cat-facilitated
measurements of joint observables with this additional
qubit and the code block, we may implement either pro-
tocol in a suitably sized code block. This additional re-
source qubit is low overhead and can be placed in any
zone that supports gating. See Fig. [63|for an illustration
of the micro-architecture embedding of the CH2 protocol.

B. Cat factory micro-architecture

Here we show how the abstract cat factory layout in-
troduced in Section [XIB| maps to rows in QCCD. Algo-
rithm [5| shows how the ancilla and data qubits are ar-
ranged into four abstract rows and w/2 columns, where
w is the weight of the target cat state. It should first
be pointed out that ions merge axially in a QCCD row
to perform two-qubit gates, as opposed to merging radi-
ally (vertically) as it was depicted in Fig. 21| for ease of
visualizing CX connections. Thus, a faithful representa-
tion of Fig. [21] on the QCCD grid requires bringing ions
on separate rows (which comprise the cyclical orbit) into
a common row before a two-qubit gate layer. Ions can
slide into nearby junctions and climb up or down the ver-
tical sections to find their target row. Because of the as-
sumed constraint that the photonic operations are only
available at alternating rows, a simple mapping yields
the following ordering of rows: ancilla row 1 (photonic
row 1), data row 1 (gate row 1), ancilla row 2 (photonic
row 2), and data row 2 (gate 2). We emphasize that
there can be more space-efficient and/or time-efficient
layouts although those deviate from the qubit arrange-
ment sequence discussed and simulated in Section [XIB]
and require a deeper analysis of spacetime tradeoffs. The
number of horizontal sections is still equal to the number
of abstract columns, w/2. See Fig. for an example
w = 18 cat factory layout.

In the four-row layout, the data qubits can circulate
around the perimeter of the second photonic row, while
the ancilla qubits stay idle in the photonic rows. Dur-
ing the cat preparation stage, data qubits cyclically shift
(Fig. [64(b)), and then the data qubits in the bottom



83

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
= @0 60 060 060 60 60 60 60 60 060 060 060 060 060 060 060 060 060 060 @0 =
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

0 0 0 0

o o o o o o o

0 0 0 0

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0
e= =22 00 60 60 60 60 60 60 60 60 60 60 60 60 60 @0 -
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

FIG. 62: Embedding of the Q70 code on the two-dimensional junction network. Dark green (yellow) circles
represent data (beacon) qubits. Light green circles represent ancilla qubits. The number of ancilla qubits on each
row is a multiple of five, which is the period of the short cyclic shift in this code, so that short cyclic shifts can be

performed entirely within each row. The green lines indicate the path for the medium ring ancilla transport.
Vertical legs are kept vacant so that they can be used for the block swap that implements the long ring ancilla
transport. Vacant rows in the interior of the medium ring paths (rows 3 and 9) can be used for state preparation
and measurement of a second set of ancilla qubits. The vacant middle row (row 6), as well as vacant rows to the top
and bottom of the embedding shown here, are used to bring in a supply of fresh ions to replace leaked or lost qubits.
The embedding for the Q102 code is defined analogously, but less constrained: since the code only utilizes long and
medium rings for ancilla transport, the number of ancilla qubits per row is not required to be a multiple of five,
which allows for a slightly more space-efficient embedding.

row selectively slide through the vertical sections to form
two-ion pairs at the upper data row (Fig.[64(c)-(d)). This
means that in general there will be some gate zones where
a data qubit does not have a partner qubit to merge with
during the two-qubit gate waveform. Because we know
the locations of such lone qubits, we can design a trap
chip where a conditional electric field can be activated
to bias lone qubit ions to stay at their current positions
instead of merging with vacant wells and experiencing
high heating rates. In the cat verification stage, the an-
cilla qubits in the photonic rows slide down the vertical
sections to partner with data qubits at every gate zone
(Fig.[64k). After each ancilla qubit is entangled with two
data qubits, its state is read out at the optical zone it
was originally prepared in to obtain the parity of the ZZ
stabilizer (Fig. [64f). The ancilla ions can be cooled and
reset at their respective optical zones, but at the cost of
potentially long idle times for the data qubits, as multiple
preparation pulses may be needed to reduce reset error.
To facilitate prompt repeating of ZZ stabilizer measure-
ments, the cat factory block can be augmented with an

extra photonic row below the block, so that cooling and
qubit reset operations can be pipelined (not shown in
Fig. [64). While a ZZ stabilizer measurement is going
on, ions at the extra photonic row go through a high-
fidelity but potentially slow qubit reset protocol, and
then exchange places with the measured ancilla ions at
the original photonic rows after each stabilizer measure-
ment. Each horizontal section of the extra photonic row
holds two ions, and while one ion undergoes photonic
operations, the other ion is displaced from the optical
zone within the same horizontal section. The ion trans-
port during the final one-bit teleportation step proceeds
similarly to the first transport step of the ZZ stabilizer
measurement, except that after the data-ancilla entangle-
ment, the old data qubits slide to the photonic rows to
be measured out while the old ancilla (now data) qubits
stay at the gate rows.

We refine the timing estimate for producing high-
quality cat state provided in Table [KIV] using the stated
hardware constraints and assumptions and summarize
the result in Table [XXVII| There is an extra transport
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FIG. 63: Embedding of the CH2 magic factory. Dark purple (yellow) circles represent data (beacon) qubits. Light
purple circles represent ancilla qubits. In this embedding we use two H state resource qubits, aligned in the same
rows as the data qubits. Operation with a single H state qubit is also possible.

Preparation |m = 2 verification rounds
Transport w — 6+ 14[log, w] 18m + 6 =42
Parallel 1q gate layer 1 1
Parallel 2q gate layer [log, w] 2m+1=5
Merge / split 2[log, w dm +2 =10
Readout 0 m+1=3
State preparation 1 m=2

TABLE XXVII: Primitive operation rounds required to prepare a (e = 10710, p = 10~*

)-independent, weight-w cat

state in the four-row layout of cat factory; see Table [XIV]for comparison and the end of Section [KIX B] for the
explanation of the difference in counting. Note that the transport steps for verification rounds could incur additional
counts if ancilla reset pipelining is used to bring fresh ancilla from an independent photonic row to the cat block.

overhead that scales with the two-qubit gate layer count
[log, w], which comes from the combination of vertical
sliding of data qubits to form two-qubit pairs and the
extra transport steps taken around the corners of the
cyclical shift trajectory. The linear scaling with respect
to the cat weight w has a factor of two compared to
the moving-qubit model because the micro-architecture
model requires two primitive steps to do a linear trans-
lation from one horizontal section to another (see Sec-
tion . The overall time cost of producing a veri-
fied cat state of relevant weight size (w = 18 for Q70, see
Fig. is still dominated by the cost of slow two-qubit
gate, readout and reset operations (see Table but
the analysis highlights the importance of keeping adia-
batic transport cost small relative to the gate operation
time.

C. Micro-architecture of the cat-based
measurement interface

To analyze the transport cost of aligning a verified cat
state against specific data qubits of a logical operator be-
ing measured, we consider placing cat factories to either
the left or the right side of the memory block (cf. Fig. .
The memory block has data qubits folded into four phys-
ical rows, so we need to re-shape the spatial extent of the
cat state from two physical rows into up to four physi-
cal rows, depending on the support of the target logical
operator. To avoid collision in the vertical sections dur-
ing routing, which could happen if all w qubits in the cat
need to be aligned against single data row in the memory
block, we send out the cat state in two separate rounds,
where each round has at most w/2 qubits. For the first
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(b) Cyclical data shift
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(f) Ancilla measurement
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FIG. 64: Operations of weight-18 cat factory in a four-row layout. Dark (light) orange circles represent cat data
(ancilla) qubits. In subpanels (d)—(f), the red tinted hatching of gate zones and bright yellow hatching of optical
zones signal active use of the respective zones.

round, selectively stage at most w/2 qubits in the cat
state onto the vertical section, and slide them up or down,
until every selected qubit is at the nearest gate row above
or below the target data qubit in the memory block.
Then the selected qubits are linearly translated along the
rows, possibly changing their relative horizontal spacings
as they move in an accordion-like fashion, until their ver-
tical offsets from the target data qubits are zeroed. The
second round applies the same sequence of moves to the
remaining qubits in the cat state. The said accordion-
like movement in each round should approximately take
2(h —w/2) rounds of transport steps, where h is the
number of horizontal sections occupied by the memory
block and each horizontal section requires two primitive
transport steps to traverse as explained in Section [XIX B}
we assume digitally controlled electrodes can be used to
stop the translation of qubits at appropriate positions
while a broadcast linear transport waveform is applied
to rows of interest. Thus, we expect cat state routing
and alignment to require at least 4h — 2w transport steps

plus additional overhead for vertical transports over two
rounds, which we estimate to be v, the number of verti-
cal sections spanned by the memory block. For the Q70
memory block embedding shown in Fig. we expect at
least 4h—2w+v = 80—36410 = 54 transport steps or ap-
proximately 2.7 POC in the moving-qubit model unit. If
we add up the POC cost of transport, gates, and readout
(state preparation is assumed to be pipelined; merge and
splits are considered part of the two-qubit gate sequence),
then the total POC cost of preparing and routing a ver-
ified w = 18 cat state in the micro-architecture model is
at least 23.9 POC. Same method of POC counting for the
micro-architecture model of the Q70 code in Table XX V]|
yields at least 34.2 POC. Thus, the cat state preparation
and routing time cost can still be below that of one SEC
and thus theoretically allows us to pipeline cat state rout-
ing during SEC for immediate cat state consumption at
the end of SEC. The cat state is consumed by bringing
out the target data qubits in the memory block to merge
with the qubits in the cat state in the gate rows above or



below their original rows, and then routing the cat state
to some photonic rows for readout, one option for such
photonic rows being the original photonic rows in the cat
factory.
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FIG. 65: Cat-based measurement interface between a w = 18 cat factory and the Q70 code block shown in Fig.
Trajectories of the first batch of w/2 qubits from the cat factory to align with the data qubits of a logical operator
of the code block are shown in orange; the second batch moves analogously. Each trajectory is realized in three
phases. 1) the qubits of the cat state are vertically transported to match the target row indices. 2) They are
translated horizontally while stretching their relative spacings, in what we call an accordion movement, until they
are above or below the target data qubits. 3) A final short vertical transport merges each of the w/2 qubits of the

cat state with the target data qubits for parallel two-qubit gates.



Part 6
Compilation and
applications

XXI. THE LOGICAL COMPILER

This section describes our logical compiler and the pro-
cess of hierarchical synthesis of a given application in
terms of logical instruction set. We use the described
synthesis process to produce quantum circuits for this
FT architecture and estimate their execution time. We
chose two sample algorithms to illustrate our approach:
Heisenberg Hamiltonian dynamics simulation and Shor’s
integer factorization.

We compared our fault-tolerant Hamiltonian-
simulation implementation against state-of-the-art
NISQ approaches and found that the walking-cat archi-
tecture should enable more than an order-of-magnitude
improvement in both achievable circuit depth and
algorithmic precision. This would push the computation
into a regime that is classically intractable and out of
reach for NISQ hardware.

We also show that Shor’s algorithm could factor a 30-
bit integer, such as 1,071,514,531, in less than one day.
Note that our focus here is on proof-of-concept, rather
than pushing application performance as much as possi-
ble. In keeping with the general design principles of this
paper, we prioritize generating concrete implementations
rather than more speculative performance gains.

A. Hierarchical circuit synthesis

We use a compiler instruction set similar to that of
Qualtran [195 196] and QREF [197, [198]. It takes as
an input a sequence of instruction from the compiler in-
struction set which contains Pauli measurements, single-
qubit and two-qubit Clifford gates, single-qubit Z rota-
tion with arbitrary angle and custom-built instructions
that extend the library of available operations. All these
instructions can be conditioned on a classical outcome.
Each instruction of the compiler instruction set is defined
by a spec, which specifies the input and output of the in-
struction and its parameters, and a def, which specifies
the decomposition of the instruction into previously de-
fined compiler instructions. Examples of a spec and a
def are provided in Fig. [66] and Fig. [67] respectively. The
purpose of the compiler is to decompose the input se-
quence into instructions from the logical instruction set
described in Section [VIIl

For example, consider an n-bit adder. The spec takes
two n-qubit registers, |z) and |y), and semantically de-
fines the output to be |z,z + y). A def encodes the ac-
tual implementation of that spec, for example, a textbook
long adder, a carry-lookahead adder [I99], or a temporary
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AND-based Gidney adder [200]. Defs declare their own
ancillae, allowing different realizations of a component to
achieve various resource tradeoffs, be it depth, T-count,
width, or other. This nested decomposition system car-
ries down to the instructions of the underlying logical
instruction set.

We leverage this system to implement and adapt dif-
ferent versions of our circuit blocks and select decom-
positions based on the constraints of our architecture
and the broader circuit context. We may also construct
hand-optimized implementations of important compo-
nents, identifying and leveraging opportunities for archi-
tectural parallelism.

We compile in stages by recursively expanding child
specs within a given definition, carefully selecting ancilla
allocations for chosen defs, resulting in a fully decom-
posed synthesis tree which may then be processed to
yield a time-ordered list of leaf operations on our tar-
get architecture—in our case, intra-memory-block free
tracked Clifford gates, logical measurements within a
memory block or touching two distinct memory blocks,
and T states prepared in magic factories. We then group
this exact circuit decomposition into operation layers
that can be executed in parallel on the target architec-
ture, yielding the final executable circuit with exact ac-
counting.

B. Hamiltonian simulation: Heisenberg model

Here we review the current state-of-the-art results
in Hamiltonian simulation across classical methods and
NISQ experiments. We then compare these results to
fault-tolerant instances of Hamiltonian simulation com-
piled for the walking cat architecture.

Hamiltonian simulation with classical methods.
Current state-of-the-art classical methods, which rely on
matrix-product-state (MPS)-based methods [201], 202]
reach 56-qubit simulations of the 2D transverse-field Ising
Hamiltonian on a rectangular lattice, achieving about 5%
relative accuracy on up to roughly 20 second-order Trot-
ter steps, although robust MPS convergence in the most

class HeisenbergSpec( ):

@staticmethod
def define ts( : ) -> dict[str, ]
assert isinstance( 9 )
return {
: =1),
=1),

¥

@HeisenbergSpec. ()
@dataclass( =True)
class HeisenbergParams( ):
: float = 0.0
cint =0
:int =0
: float | None = None

FIG. 66: Heisenberg interaction term spec.



@HeisenbergSpec. ( )
class HeisenbergDef( f):
def define_children(self, s la) -> list][ 1d]:
assert isinstance( 5 )

return [

FIG. 67: Heisenberg interaction term def.

challenging regimes is typically limited to around 6-8
steps. Larger MPS-based simulations may be possible at
the cost of reduced accuracy, assuming the entanglement
growth remains sufficiently slow; this becomes harder as
lattice connectivity increases.

Hamiltonian simulation with NISQ. Recent dig-
ital Hamiltonian simulation experiments have reached:
2D square lattice Fermi-Hubbard dynamics on 72 qubits
with up to 3 second-order Trotter steps on Google’s Wil-
low processor [203], 1D Fermi-Hubbard dynamics on 104
qubits with 10 optimized second-order Trotter steps on
IBM hardware [204], 1D Heisenberg spin-chain dynam-
ics up to 100 qubits with second-order Trotterization on
IBM hardware [205], 46-qubit 1D Heisenberg dynamics
on Google hardware via Floquet cycling [206], and 56-
qubit 2D transverse-field Ising dynamics on Quantinuum
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FIG. 68: Single-shot execution time estimates of the
Heisenberg Hamiltonian simulation for a random
degree-seven regular graph of size 100 with 10
sixth-order Trotter steps (250 second order steps)
shown for different walking cat architectures based on
Q102 and Q70 as a function of the number of CH2
factories while keeping the total number of logical
qubits at 198 for Q102 and 204 for Q70.
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FIG. 69: Single-shot execution time estimates of the
Heisenberg Hamiltonian simulation for random
degree-seven regular graphs with 80, 100, and 120 sites,
using 10 sixth-order Trotter steps (250 second-order
steps) shown for different walking cat architecture
configurations Nas x Q70 + Np x CH2 that fit on
10,000 physical qubits as a function of the number of
memory blocks and magic factories.

H2 [202] with 40 second-order Trotter steps. Taken to-
gether, the strongest digital, Trotterized, benchmarked
NISQ results are still mostly at 2D grid connectivity, at
fewer than ~100 qubits, with observable errors around
3-5% in the best-controlled regimes, and with 40 second-
order Trotter steps as the largest verified step count in
this list.

We study Heisenberg Hamiltonian simulation on 100
sites for degree-seven random graphs, a model that in-
cludes systems such as 3D spin glasses. Heisenberg
Hamiltonian with random on disorder along the Z axis
h; € [-1,1] on a regular graph G is described as

H= Y S S;+) hS;. (51)
(i,))€E(G) ¢

Our aim is to achieve chemical accuracy in observables
such as staggered magnetization, which can be used to
study phase transitions. However, moving beyond cur-
rent NISQ capabilities to higher connectivity, longer evo-
lution time, and a target error of 103 requires circuits
roughly an order of magnitude deeper than are currently
feasible, even with state-of-the-art error mitigation.

NISQ execution time estimates from [207] define

Nsam es
Tnisq = (Daq - Taq) X Nipla (52)
parallel

where Dsq is the number of 2Q-gate layers, Taq is the
duration of one such layer, Nsamples = F2/02, 2 =
y2XNXD2q and 4 = (14 €¢/2)/(1 — ¢€). For the Hamil-
tonian we considered, circuit depth Daq = 4,000, which
is an order of magnitude larger than the circuit depths
considered in the NISQ papers discussed above. Because



Magic factories
12 10

20 18 16 14 8 6 4 2
Hamiltonian size *
A n=80
801 ¢ n=100 *
0 # n=120
3
< 60 * A
(]
£ . ®
S
c +
S 40+ . 73 ® 4
3 r T e A
] * L K 4 A
i A A A A A A
201
0 . : — — .
7 9 11 12 14 15 17 19 20 22

Memory blocks

FIG. 70: Single-shot execution time estimates of the
Heisenberg Hamiltonian simulation for a random
degree-seven regular graph with 80, 100, and 120 sites,
using 10 sixth-order Trotter steps (250 second-order
steps) shown for different for different walking cat
architecture configurations Ny, x Q102 + Np x CH2
that fit on 10,000 physical qubits as a function of the
number of memory blocks and magic factories.

I'? scales exponentially, this leads to an astronomical
NISQ time-to-solution estimate, even assuming a two-
qubit-gate-layer time of 50ns, a physical gate fidelity of
99.99%, and Nparanel = 100, corresponding to 100 repli-
cas of a 100-site Hamiltonian running on 10,000 physical
qubits.

Fault-tolerant Hamiltonian simulation. To reach
chemical accuracy, the state preparation part of the cir-
cuit is synthesized using the recursive expansion of the
higher-order product formulas to build sixth-order steps:

L
exp( —it Y a;H; | = [Su(N)]", A= —it/r (53)
j=1

and

L 1

So(N) = [ [ exp(o; HiA/2) ] exple; HA/2)

Sor(N) = [Sax—2(PEA)]? Sak—2((1 — 4p)A) [Sak—2(prN)]

with pp = (4 — 41/Zk=1)=1,

To achieve chemical accuracy 1073, [208] predicts that
roughly 80 sixth-order Trotter steps, or 2,000 second-
order Trotter steps, are needed. Randomized compi-
lation [209] can reduce this to roughly 10 sixth-order
Trotter steps, or 250 second-order Trotter steps. This
is still about an order of magnitude higher than the 10-
20 second-order Trotter steps explored in NISQ regimes
for 10=2 error.

Resource estimation. We compiled Heisenberg
Hamiltonian simulation circuits for a random degree-
seven regular graphs of sizes 80, 100, 120 targeting in-
stances of the walking cat architecture based on Q102
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and Q70 with varying numbers of memory blocks and
magic factories. The compiled sequence of logical instruc-
tions is used to estimate the runtime based on the logical
instruction time reported in Table [VII]

We use an ancilla-aided construction for the Heisen-
berg interaction terms [208], which can reuse N/2 ancillae
between the interaction layers (see Fig. . This allows
for parallel decomposition of single-qubit Z rotations to
T gates, which requires ~ 10 - log;, % T layers using the
Gridsynth algorithm [210], but can get a 2.5x reduction
in T counts using the repeat-until-success algorithm [217]
and a number of ancillae proportional to the number of
magic factories to make them non-blocking.

NA4><Q70+NT><CH2 NA/[XQ102+NT><CH2
. Time Time
Size| Nar | Nz (hours) Nar | Nz (hours)
80 | 22 | 10 10 6 |12 24
100 | 27 | 6 18 9 |16 29
120 [ 31 | 2 53 9 |18 33

TABLE XXVIII: Best single-shot execution time
estimates of the Heisenberg Hamiltonian simulation for
a random degree-seven regular graph with 80, 100, and

120 sites, using 10 sixth-order Trotter steps (250
second-order steps) selected out of different walking cat

architecture configurations that fit on 10,000 physical
qubits.

Both instances of the walking cat architecture bene-
fit from larger numbers of magic factories (see Figs.
and . Increasing the number of magic factories
allows for the parallel implementation of single-qubit Z
rotations, but the improvement saturates when the num-
ber of magic factories is no longer the main bottleneck,
as it is the case for Q102 with more than 12 magic fac-
tories (see Fig. . On the other hand, increasing the
number of magic factories past 12 still improves the par-
allelism for Q70 in case of a 100-site Hamiltonian. At 24
magic factories the estimated single-shot execution time
for the 100-site Heisenberg Hamiltonian simulation with
10 sixth-order Trotter steps on the Q70 architecture is
predicted to be around seven hours.

With the total number of physical qubits fixed at
10,000, the 80- and 100-site instances run faster on Q70
than on Q102 (see Figs. and [70). The 120-site in-

¢) /

FIG. 71: Tterative QPE on the prepared state |®). The
block inside the dashed rectangle is repeated multiple
times for different exponents kq, ko, . ..
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FIG. 72: Ancilla~aided decomposition used for the
Heisenberg-simulation compilation. (a) Decomposition
of a Heisenberg interaction block into basis changes and
a controlled-Z4?. (b) Controlled-Z% power-measurement
gadget used within that decomposition. The X-basis
readout conditionally executes a final controlled-Z gate.

stance, however, runs faster on Q102. This is because
Q102 can fit the larger instance into fewer memory
blocks and benefit more from the increased parallelism
enabled by its larger number of magic factories (see Ta-

ble XX VIII)).

To measure our observable of interest (e.g., staggered
magnetization) we use iterative quantum phase estima-
tion (QPE), see Fig. For our resource estimation, we
assume the measurement budget of 50-100 shots based
on the following approaches:

e Bayesian QPE or rejection filtering phase estima-
tion [212] gives an estimate of 40 shots for the error
budget of 1073.

e Random walk phase estimation [213] 214] requires
about 30 iterations for the error budget of 1073.

e Based on the Bayesian phase estimation with pri-
ors [215], the expected number of rounds is at order
of 100 for the error budget of 1073,

For the staggered magnetization observable, all
controlled-U* gates can be implemented with one layer
of parallel phases. Thus, the most expensive part of the
circuit remains state preparation implemented through
Trotterization. Using the operation times from Table[VI]|
for Q70 on 33 memory blocks with more than 15 magic
factories, we estimate that the total execution time to
measure the staggered magnetization observable with
chemical accuracy would take around one month.
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C. Shor’s period finding

Shor’s integer factoring can be interpreted as an in-
stance of the quantum phase estimation (QPE) algorithm
for the operator of modular multiplication by a fixed con-
stant [216] 217]. To implement this algorithm, we again
rely on an iterative QPE construction Fig. which re-
quires a loop over 2n repeated controlled modular mul-
tiplications by precomputed constants, where n is the
number of bits of the integer being factorized. There
is a considerable body of existing work on implement-
ing the underlying arithmetic for Shor’s algorithm, see
e.g., [8, 199, 2184220] The specific choice of arithmetic
depends on multiple factors such as the bit-size n, opti-
mization criteria (number of qubits vs time-to-solution),
and testability of the circuits.

In the implementation chosen in this paper, each con-
trolled U block in the iterative QPE construction Fig.
implements a controlled modular multiplier with a dual
set of n forward and backward doubly controlled constant
modular adders, with a controlled swap block in the mid-
dle. The doubly controlled constant modular adders are
themselves constructed in the style of [221I], with a dou-
bly controlled adder, an uncontrolled constant compara-
tor, a singly controlled subtractor, and a final doubly
controlled comparator to uncompute the comparator’s
flag bit. The adders are implemented as Gidney-style
temporary-AND-based register construction [200], and
the comparators are implemented similarly, as borrow-
chain comparators in the style of [22I]. This implemen-
tation is aligned with our principle to prioritize generat-
ing concrete implementations that can be used to per-
form end-to-end device level performance simulations.
We leave further optimizations of the trade-space for fu-
ture work.

As an example, we compile four instances of Shor’s
period finding circuits for integers with 10, 20, 30, and 40
bits targeting architecture configurations Ny; x Q7049 x
CH2 with Ny = 17,34 (see Table [XXIX]). Our execution
time estimates are based on the operation times shown
in the Table [VIIl

. |Memor Time
Size blocksy T gates SEC (hours)
10 17 71,536 | 598,520 1
20 17 532,692 | 4,805,861 7.5
30 34 1,760,876 | 14,748,419 23
40 34 4,132,048|34,733,136| 53.5

TABLE XXIX: Circuit synthesis results for Shor’s
factorization circuits on architecture configurations
Ny x Q70 + 9 x CH2 with Nj; memory blocks.



Part 7

Conclusion

XXII. CONCLUSION

In this work, we proposed a complete architecture for
fault-tolerant quantum computing with trapped ions, in-
cluding a compiler, a thorough description of all compo-
nents of the logical architecture, and a detailed micro-
architecture for the most critical components. We antic-
ipate that this blueprint provides opportunities for opti-
mization and co-design as well as future improvements at
all levels, from the compiler to the error-correcting codes,
the logical gates, the layout, and the micro-architecture.
We also expect the co-design of adjacent layers to bring
significant performance improvements, as in the case of
our design of the micro-architecture of entire components
of the logical architecture.

Moving from this theoretical blueprint to the realiza-
tion of such a machine would be a major breakthrough.
Although key hardware components such as high-fidelity
two-qubit gates achieved with EQC [69, [70] or ion trans-
port [35] [71] have been demonstrated experimentally on
small devices, scaling to the regime of thousands of phys-

92

ical qubits is a significant challenge. A core design prin-
ciple in our architecture is simplicity. This strategy ex-
tends across the whole architecture, from memory and
magic factory design to the selection of cat-based mea-
surement as the main subroutine for all logical opera-
tions. This concept is witnessed at the micro-architecture
level, relying extensively on simple cyclic moves of the
qubits instead of more complex permutations. It holds
at the hardware level with the scalable control electron-
ics proposed in [34] and the gate design that removes the
need for laser-based gates [69]. We believe that the sim-
plicity at all levels of the architecture makes it viable for
scaling FTQCs.

Finally, we note that many relevant candidates for ap-
plications have been proposed in theory by the commu-
nity [3]. However, history teaches us that, until a FTQC
capable of running millions of logical operations is in the
hands of the broad community of scientists, we will only
scratch the surface of what is possible.
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Part 8
Appendices

Appendix A: Glossary

Logical qubit: Error-corrected qubit encoded into
multiple physical qubits.

Physical qubit: Qubit in the moving-qubit model.
We form logical qubits using blocks of multiple
physical qubits.

Data qubits: Physical qubits storing logical infor-
mation.

Ancilla qubit: Physical qubit used to perform an
error correction protocol but does not store logical
information.

Beacon qubit: Physical qubit used for loss detec-
tion.

POC: The physical operation cycle. Time for one
round of physical operations in the moving-qubit
model.

SEC: The syndrome extraction cycle. Time for one
round of measurement of all the stabilizer genera-
tors of the code.

Logical error rate: Probability that at least one of
the qubit suffers from a logical error after correc-
tion, normalized by the number of SEC.

Memory block: Component of the walking cat ar-
chitecture that stores the logical information. It
is equipped with correction of circuit-level Pauli
faults, leakage and loss.

M T C
Beacon O | O
Data O @ O
Ancilla O| O | O
Reservoir O 0| O
Noinformation| (O | O | O

FIG. 73: Summary of the color conventions: The

memory block is green, the magic factory is purple, and

the cat factory is orange. There are five types of qubits
that can be present within a block. Yellow always
represents beacon qubits, gray represents reservoir
qubits, and white represents qubits that carry no

information/are reset. Data qubits are always given a
dark version of that block’s color, and ancilla qubits are

given a light version.
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e Magic factory: Component of the walking cat archi-

tecture that produces magic states and store them
as a memory. It is equipped with correction of
circuit-level Pauli faults, leakage and loss.

Block: Memory block or magic factory.

Cat factory: Component of the walking cat archi-
tecture producing cat states.

Bell factory: Component of the walking cat archi-
tecture producing Bell states.

Qubit factory: Component of the walking cat archi-
tecture producing new qubit to replace lost qubits.

Local reservoir: Qubit reservoir located inside a
component of the walking cat architecture.

Global reservoir: Qubit reservoir located in the
qubit factory whose qubits are used to replace lost
qubit in the whole architecture and to refill local
reservoirs.

Symplectic basis: Basis X1, Z1,..., Xk, Z), for the
set of n-qubit Pauli operators commuting with the
stabilizers of a [[n, k, d]] codes. These operators sat-
isfy the same commutation and product relations as
the standard Pauli operators X1, Z1,..., Xk, Z; on
k qubits.

Compiler instruction set: Instructions available to
describe the compiler input.

Logical instruction set: Instructions available on
logical qubits.

Physical instruction set: Instructions available on
physical qubits, that is within the moving-qubit
model.

QCCD: Quantum coupled-charged device. Archi-
tecture for trapped-ion quantum computer allow-
ing to move ions and implement gates and mea-
surements.

Device instruction set: Instructions available

within a QCCD device.

Logical width: Maximum weight of a logical opera-
tor that can be measured within the logical instruc-
tion set.

Block width: Maximum weight of a physical repre-
sentative of a logical operator.

Cat-based measurement: Measurement of a Pauli
operators with weight w using a w-qubit cat state.

e Accessible logical Pauli operator: Logical operator

that can be measured.

e Accessible logical Clifford gate: Logical Clifford

gate that can be implemented by frame-tracking.



e In-block logical measurement: Measurement of a
logical operator supported on a single code block.

e Inter-block logical measurement: Measurement of a
logical operator supported on a pair of code blocks.

e LZ / LP: Preparation of all the logical qubits of a
block in the logical zero states / logical plus state.

e LT: Preparation of two logical magic states.

e LM1: In-block logical measurement of an accessible
logical Pauli operator.

e LM2: Inter-block logical measurement of a product
of two accessible logical Pauli operators.

CLIF: Accessible Clifford gate implemented by
frame-tracking.

DMX / DMZ: Destructive measurement extracting
many logical measurement outcomes in parallel by
measuring the data qubits of a code in the X and
Z basis.

Three-ring framework: Formalism unifying the cir-
cuit and layout for the GB codes, BB codes and
cyclic GPH codes.

Quantum LDPC: Low-density parity check
codes [I5]. Stabilizer codes defined by low-weight
stabilizer generators.

GB codes: Generalized bicycle codes [78].
BB codes: Bivariate bicycle codes [73].
HGP codes: Hypergraph product codes [102]

Cyclic HGP codes: cyclic hypergraph product
codes [79].

Q102: GBS code with parameters [[102, 22, 9]].
Q70: BBT7 code with parameters [[70, 6, 9]].

Q54: GBS code with parameters [[54,2,10]] and
strongly transversal H gate.

Cat state preparation: Circuit producing an unver-
ified cat state that may contains correlated errors.

Cat state verification: Circuit testing whether a
state contains correlated errors, leakages or losses
so that a cat state containing such errors can be
rejected.

Cat stitching: Circuit merging two cat states into
a single cat state.

EDM: Error-detected measurement. Logical mea-
surement based on multiple consecutive cat-based
measurement, with rejection when the cat-based
measurement outcomes differ.
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e ECM: Error-corrected measurement. Logical mea-
surement based on multiple consecutive cat-based
measurement. The logical outcome returned is ob-
tained by majority vote.

e Viterbi measurement: Logical measurement ob-
tained by performing an adaptive sequence of cat-
based measurements. The likelihood of each of the
two possible logical outcomes is updated after each
new cat-based measurement outcome using Viterbi
algorithm [145]. The measurement sequence is in-
terrupted as soon as the likelihood ratio reaches a
threshold value.

e CH2 factory: Magic factory producing two H states
per attempt based on the measurement of the log-
ical operator H®?2.

e MEK factory: Magic factory producing two H
states per attempt based on the MEK distillation
scheme [74] implemented in a quantum LDPC code.

e H injection: Circuit injecting a physical H state
into a logical qubit.

e Decoder: The classical subroutine that takes as an
input the measurement data extracted by a circuit
and returns a correction.

e Streaming decoder: Decoder that takes as an input
a stream of measurement data.

e Sliding window decoder: A type of streaming de-
coder.

e Beam: A quantum LDPC code decoder [106].

e beam32_340iters: Beam decoder with width 32
and a total of 340 iterations.

e Decoder reaction time: Time it takes for the de-
coder to extract all logical measurement outcomes
after a destructive measurement (DMX) or (DMZ).

e Three-ring cyclic gate: Physical permutation of the
qubits along three families of rings.

e Transversal Clifford gate: Tensor products of (pos-
sibly distinct) single-qubit Clifford gates.

Appendix B: Background on stabilizer codes

This subsection reviews the necessary background on
quantum error correction [I38] 222]. All the quantum er-
ror correction codes discussed in this paper are stabilizer
codes [95]. A stabilizer code with length n is defined by
a set of commuting n-qubit Pauli operators Si,...,S,,
called the stabilizer generators. We refer to the group
they generate as the stabilizer group, which we denote S.
An element of the stabilizer group is called a stabilizer of
the code.



The code space is defined to be the set of n-qubit quan-
tum states |1) fixed by the stabilizers, that is

Q={ly) € (C)®" | VS €S, S|Y) =)} (BI)

Its dimension is given by 2% where k = n — rank(S),
and rank(S) is the minimum number of generators of the
group §. One can define a bijection from the k-qubit
space (C?)®* onto the code space @ included in the n-
qubit space. Such a map can be interpreted as encoding
k logical qubits into n physical qubits.

In this work, we focus on CSS codes [223] 224], which
are stabilizer codes defined by stabilizer generators in
{I, X}®*™ or {I,Z}®". Moreover, we restrict ourselves
to quantum LDPC codes [15], which are defined by low-
weight stabilizer generators, making them typically easier
to implement in practice.

Quantum error correction is performed by executing
the so-called syndrome extraction circuit, which performs
the measurement of the stabilizer generators of the code.
The outcome extracted is called the syndrome. The syn-
drome extraction circuit is generally executed using addi-
tional qubits that we call ancilla qubits. Some syndrome
extraction circuits such as the color-based circuit [72] are
available for all quantum LDPC codes. For a specific
code, one may prefer a fine-tuned syndrome extraction
circuit as in [73].

To avoid the accumulation of errors on unchecked
qubits, the syndrome extraction circuit is executed at
regular intervals. In what follows, we refer to each run
of the syndrome extraction circuit as a syndrome extrac-
tion cycle or SEC. One can think of the SEC time as
the logical clock cycle time of a fault-tolerant quantum
computer.

The syndrome provides information about errors that
occur on the data qubits. This information is fed to the
decoder, which is the classical subroutine in charge of de-
termining which correction to apply. The topic of quan-
tum LDPC decoding is a fast-moving research area. The
BP-0SD decoder [110, [112] is one of the most popular de-
coders. Recent progress led to the design of more efficient
decoders such as the BP-GDC decoder [169], the BP-
relay decoder [225]. In this work, we use the recent beam
search decoder, which significantly outperforms BP-OSD
both in terms of speed and accuracy [106].

The error-correction capability of a stabilizer code de-
pends on its minimum distance, which is defined to be
the minimum weight of a Pauli operator commuting with
all the stabilizer generators and which is not a stabilizer.
The design of quantum LDPC codes with a large mini-
mum distance is a highly non-trivial theoretical problem.
For two decades, it remained unclear whether quantum
LDPC codes with minimum distance growing linearly
with n exist. This is particularly surprising as build-
ing classical LDPC codes with linear minimum distance
is easy [226]. This question was resolved in the asymp-
totic regime [227), 228]. In practice, small quantum LDPC
codes with sublinear minimum distance are sufficient to
outperform surface codes |72, [73].
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The performance of a quantum error correction pro-
tocol is estimated through Monte Carlo simulations of
multiple SECs with noise inserted at the circuit level.
We perform numerical simulations using Stim [I5I] and
our own extensions of this simulator. We report esti-
mates for the logical error rate, which in this work refers
to the probability of a logical error per SEC. The logical
error rate is estimated by simulating d SECs where d is
the minimum distance of the code.



Appendix C: Code Database Table

The walking cat architecture supports many codes.
Once fabricated, a device has a fixed micro-architectural
configuration of magic-state, T-state, and cat-state fac-
tories, plus memory blocks. Within that fixed configu-
ration, codes can still be selected dynamically at run-
time, provided the code block size matches the region
block size. Changing the number of factories may re-
quire hardware changes, but not a micro-architectural
redesign; this makes it relatively straightforward to com-
mission a device that uses a different code family for
memory or magic-state factories. We therefore consider
a large database of codes compatible with a single micro-
architecture. Table [XXX] lists several promising three-
ring codes from our search.

Appendix D: Additional simulation results for the
streaming decoder

In Section [XVII} we presented the probability distri-
bution histograms for decoding time per window and re-
action time at physical error rate 10~# in Fig. In this
appendix, we provide these decoding latency statistics at
physical error rate 5 x 10~% in Fig. These results,
obtained using the (5, 3) sliding-window beam search de-
coder for both the Q70 and Q102 codes, show that the
average decoding time per SEC and reaction time re-
main below 1lms. However, as expected at this higher
noise level, the tail of the distribution is more pronounced
compared to the p = 1074 case.

In Table [XXXI] we investigate the impact of the num-
ber of SECs on the logical error rate per SEC for the
Q102 code under the (5, 3) streaming configuration. We
evaluated the decoder across 9, 18, 27, and 45 SECs, all of
which are multiples of the code distance d = 9. As shown
in Table [XXXT| the logical error rate per SEC exhibits
only a marginal increase as the number of SECs grows,
demonstrating the stability of the streaming decoder over
a high volume of SECs.

Appendix E: Tables of weight-reduced logical
operators

Table [KXXT]| gives the weight-reduced logical opera-
tors for Q54. Table [XXXIII| gives the weight-reduced

logical operators for Q70. Tables [RXXIV] and [KXXV]

give the weight-reduced logical operators for Q102.
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FIG. 74: Probability distribution histograms for
decoding time per window and reaction time at physical
error rate 5 x 10~% using a (5, 3) sliding window beam
search decoder. Decoding time statistics are derived
from a single run of 1,000,008 SECs (333,336
windows). Reaction time statistics are generated from
10,000 independent runs of 1,000,008 SECs each.



Family |w | £ | m A B n k d kd%/n
BB 8|16 4 14+y+a+a° 2+ 2Py + 2Ty? + 210 128 [14 [ <14 | 21.44
GB 8|63 1 1+ax+a* + 23 2 + 27 + 2?2 4 22° 126 | 18 | < 12 | 20.57
GB 8|63 1 1+az+ 2%+ 2% 219 4 229 4 252 4 %8 126 |20 | <11 | 19.21
BB 8 9 7 1+zy+12y4 +z5y6 a:+:52y+x4y6 +x7y4 126 20 | <11 19.21
BB 8|12 6 14y +a+ay? 14 22y® + 252 + 27y° 144 |14 | <14 | 19.06
GB 8|62 1 142+t 4+ 238 28 4 218 4 231 4 21 124 |12 | <14 | 18.97
GB 8|51 | 1 | 2?2+ 220 4237 4 2% 219 4 228 4 229 4 23 102* | 22| 9 17.47
GB 8|70 1 14z +az* 4+ 213 14220 4 224 4 226 140 | 10| 15 | 16.07
BB 8|12 4 1+y+az+a? 2?2+ 27y + 2%y +21%% | 96 | 10| <12 15
GB 8 |48 | 1 1+ + 2% + 222 8 + 2% 2%t 4 230 96 |10 | <12 15
BB 8|12 4 1+y+a+aTy zy 4+ 22y? + 23y® 4+ 27 96 | 22| 8 14.67
GB 8 49| 1 1+ + 2%+ 2% 2° + 2?2 + 232 4 218 98 8 | <13 | 13.8
BB 8| 716 1+az+ 22+ 2%y yt + zy® + 22yt + 2ty 84 8 | <12| 13.711
GB 71631 1+z+ 2%+ '8 1+ 228 4 228 126 |12 | <12 | 13.71
GB 71631 14z + 2% +a2t° o3 4 218 4 253 126 |16 | <10 | 12.7
GB 8 42| 1 1+ + 2%+ 28 14 220 4 230 4 234 84 |16 8 12.19
BB 6|12 6 28 +y+y° v} 4o+ a? 144% | 12| 12 12
BB 6|12 6 14y +23y? x4+ x2 4+ 23y 144 |12 | <12 12
GB 7145 1 1+z+a*+ 2% 8 + 2?2 4 23 90 8 | <11| 10.76
BB 8|12 2 1+y+z+a? y+ay+ 2y +a” 48 8 8 10.67
GB 7142 1 1+az+ a2t +2° z* 4+ 217 4 236 84 [10] 9 9.64
GB 6|60 1 142z +a? 222 4 235 4 58 120 | 8 | <12| 9.6
BB 6 (15| 3 2% +y+ 42 1422 +27 90% | 8 | 10 8.89
BB 6(15]| 3 14y + 23y 14zt + 21 90 8 | <10 | 8.89
GB 6|49 | 1 1+z+a° 28 + 2'8 + 2*° 98 6 | <12| 8.82
GB 8|18 1 1+ + 2> +2'° 1423 4215 4 216 36 8 6 8
GB 81124 | 1 1+m+13+m5 x7+m14+m15+m17 48 6 8 8
BB 8|8 |3 1+ + 22y + 23y y? + oy + 2% + 28 48 6 8 8
GB 71311 14z + 2% + 227 14217 + 230 62 [10]| 7 7.9
BB 612 3 14y +z3y? y2 4z + 2%y 72 8 8 7.11
GB 71211 1+ + 2% +2° 1+ax+2'° 42 6 7 7
BB 71715 y? 4+ x? 423+ a2t y+ax+a® 70" | 6 9 6.94
BB 71715 | 2 +ay+a?y?+ab zy3 + 2 + 28y 70 6 9 6.94
GB 6|28 1 14z +a° 14 212 4 222 56 6 8 6.86
BB 6|6 |6 23 +y+12 v+ x+2? 72X 12| 6 6
BB 6|6 |6 14+ y+z3y? 14z + x2y° 72 12| 6 6
GB 71211 1+ + 2>+ 213 23 4+ 219 4 220 42 | 10 5 5.95
GB 8|22 1 14z + 2 4+ 212 14+ 2% + 2% + 215 44 4 8 5.82
BB 8|11 2 1+a+a2+2t y+ay+ 2+ a7 44 4 8 5.82
GB 6|31 1 14z + 2 14 2% + 28 62 | 10| 6 5.81
BB 6| 8|3 14y +z2y? z + zty? + 2By 48 | 4 8 5.33
GB 6124 1 1+ + 28 2?2 + 219 22! 48 4 8 5.33
GB 712411 14z + 2% 4+ 2t° 2% + 2t 4 216 48 4 8 5.33
BB 6 7 3 1+1‘+w3y I+w5y2+w6y 42 6 6 5.14
GB 6|21 1 14z +2° z + 2% + 220 42 6 6 5.14
BB 6|5 |3 14z + 2y y + zy? + zty? 30 8 4 4.27
GB 6 15| 1 1+ +z? 2?2 + 2% + 2! 30 8 4 4.27
BB 515 2 14z +a° zt + 2% 60 4 8 4.27
GB 51300 1 1422 + 210 27 4 220 60 4 8 4.27
BB 5|8 |3 14y + zy? z3y? + 254 48 4 7 4.08
GB 5124 1 14z + a8 z2 4+ 228 48 4 7 4.08
BB 5|6 |3 1+y+a? y2 + zy 36 4 6 4
BB 71715 14z 4 22 +2° 14 z* + 2 70 | 30| 3 3.86
GB 8 27| 1 | a4+ 213 + 215 4 216 27 + a8 + 210 4 18 54 | 2 10 3.7
GB 5115 1 14z +a° z + at 30 4 5 3.33
GB 5145 | 1 14+ 2% + 21 230 4 239 90 |12 5 3.33
GB 5160 1 14z + 220 z'8 4 230 120 | 16| 5 3.33
BB 5|6 | 4 1422 +2y? zy + xty? 48 8 4 2.67
GB 5024 1 1422 + 210 14 218 48 8 4 2.67
BB 5112 | 6 1492+ 2%y 2393 + b 144 |24 | 4 2.67
GB 517211 14zt 4 22 230 4 48 144 |24 | 4 2.67
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TABLE XXX: Code database with code family (GB = Generalized Bicycle, BB = Bivariate Bicycle), check weight
w, matrix dimensions (¢, m), and defining (A, B) from Bravyi et al. [73], where z = Sy ® I, y = I ® Sy, and A, B
are binary matrix-polynomials in z,y. Entries marked with * correspond to the codes Q102, Q54, and Q70 used
elsewhere in the paper, and entries marked with * correspond to the IBM BB codes cited in the memory section.
Among codes with identical values of kd?/n, we omit entries whose n and k are both exactly twice those of another

listed code with the same value of kd?/n. When the distance is reported as d < dy,, the upper bound d, is

estimated with the qdist RND algorithm using two rounds of 10° iterations; according to the probability estimate in

Ref. [229], this bound is probabilistically tight with probability > 99.999999%. When the distance is reported

without the inequality, it was computed exactly by exhaustive enumeration.
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number of SECs|LER per SEC at p = 0.001|LER per SEC at p = 0.002
45 6.84e-07 3.87e-05
27 6.09e-07 3.75e-05
18 6.49e-07 3.53e-05
9 5.87e-07 3.49e-05

TABLE XXXI: Logical Error Rate (LER) per SEC for the Q102 code under the (5, 3) sliding window decoder. The
number of SECs in the first column is chosen to be a multiple of the code distance. Physical error rates are set at
p = 0.001 and p = 0.002.

l Lon l Lo [i]J]
2420+ 2B T+ 270 4 2% o>+ + a2+ 2% 01
5826 .274 + .277 +£C9 +£C11 + $15 + 1'17 + ZElS + x19 + xQO + $26 1 0

TABLE XXXII: Table of generating polynomials for weight-reduced symplectic basis operators for the Q54 code.
Each X; basis operator is taken to be the first row of the matrix [£41]Ls 2] Similarly, each Zj basis operator is
taken to be [ﬁ;éw;ll]. Note, that the use-case of this code is the existence of transversal logical H gates, for which
self-similarity of X; and its symplectic partner Zj is required. Though it may not be obvious in this table, that
self-similarity holds, up to multiplication by stabilizers.

l Lon l Lo |Kai[1]Kx,4]5]
22 [3] z [1
14 wy‘l + x4y4 + x6y4 +2% + m6y z% 4+ w4y2 + as5y2 2ty 5] =% |4
y? [0] z® |2
1+ 2% + 25+ 2% 22+ 2%y + 2ty + 2%y Fay®| wy [1] 2 |3

3 3
1+x2+x6y+xy2—|—1’3y2+y3 x3—|—x4—|—y2 fy4 i i“ 3

TABLE XXXIII: Table of generating polynomials for a minimum-weight symplectic basis operators for the
BBT7-[[70,6,9]] code. Each X; basis operator is taken to be the first row of the matrix Ky ;[L4 1|Ls,2]. Similarly, each

Z; basis operator is taken to be K, ; [£;712|£;11]. Together the operators define a symplectic basis such that
X.Z, = (—1)%Z, X..

l Acz,l [ ['1,2 [ 7 [ICz,z‘

PRL IR R Rt R 2 2 2 1 2 + 2520 1

13 1

2 5 29 36 39 46 11 18 35 45 21| 27

AR S A o A o s o s o T+t +xt o 1A 2

16] «**

2 2 1 5 2 A BRSO R Lt 1

20 + 215 4 230 4 231 4 436 212 4 22 4 2?5 4 29 4 438 ﬁ x}“

20 X 2 2 2B 2P 1 20 5 2B 2 25 1 5 11 1

P20 120 5 22 1 2B 1 250 + 50 2t 2 1 8 00 1
2 g2 4 227 4 98 2% 4 230 4 33 4 40 4 e (2) x}m

2P 2 2B 2 1 20 4 20 4 2B 5 91 1

Pt 2 2 1 2P 1 0 1 P2 BT 2 R £ 81

28+ 27 + 21 4 2% z+ 20 + 220 4 25 4 2™ 711

P+ 2%+ 22+ 25 4 2% PREATIL R s 1

2% 4 225 4 28 4 35 4 536 4 46 LI S LI :5)) :;”

PR RS TR PR RTE L SR R o0 1

P r a2 4 22 1 2B+ 22 2 4 O 11

oL ST - e 2 e S s R T+ 20 5 29T 1 25T 1 o2 71 1

PR S R R (U R S R P2 BT LR 61 1

code. Each X; basis operator is taken to be the first row of the matrix K, ;[Lz1|Ls2)-

TABLE XXXIV: Table of generating polynomials for weight-reduced X symplectic basis operators for the Q102



['z,l [ ['z,Q [ J [Kz,j‘
201 1
23+ 22! 28 4 213 4 16 4 20 4 423 4 26 4 027 4 36 =
20 + 25 ¥ 57 T+ 20 525 5 29 1 22 4 253 30 1
1] 1
29 4+ 218 4 220 4 223 4 450 25 + 226 4 229 +:r42 13 ;;‘
4 $4b
.13+338+3312+.Z‘16+$44 $+$37+$42+$43 11 1
PRI ST L 23 g0 g plt A2 g A9 ; q;lb
2 B 4T ™ x + 28+ ™ ™ 9] 1
217 4 281 ¢ 234 4 7 29 4 219 4 229 4 280 4 237 4 440 178 3;1
ZL‘+£L’12 +ZE16 +$43 1,15 +.’I‘22 +$31 +£E41 +$50 5 ]-
17| z*2
P+ 20t P+ 1 2B B 20 1 20 + 0 91 1
:83 +ZE12 +$50 T +l‘7 +l‘10 +£B13 +ZC14 +$19 +$23 14 1
PR ITRD SR - R RPL R £ T+ 2%+ 20 + 22 + 25 1 255 4 250 21 1
15] 1
14+ 210 4 227 4 234 28+ 2° + 216 4 740 4 43 4 50 =
T 2 ;2 L P 2 25+ 20 + 20 + 20 6l 1
T tal+ 27 + 25 + 2% B+ a0 1 2%+ 0 ol 1

Each Z; basis operator is taken to be K, ;[£, 1]L; 2].
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TABLE XXXV: Table of generating polynomials for weight-reduced Z symplectic basis operators for the Q102 code.



[Weight] X [ Z [ 'Y [Other]

9 19116 | - -
10 37134 - -
11 38|41 - -
12 74185 | - -
13 [122]105]| - -
14 208|184| - 4
15 327|325 - 19
16 446|460| 1 65
17 1399(394| 4 | 249
18 116(138| 12 | 528
19 7 | 11|11 | 1098
20 - | - 13| 1701
21 - | - 23] 2865
22 - | - |45 5127
23 - | - |100| 6947
24 - | - |136] 6375
25 - | - |253] 4884
26 - | - [397] 4516
27 - | - |458] 3763
28 - | - |275] 1672
29 - | - 163] 313
30 -l -1 2 13

TABLE XXXVI: Table of all 43,725 Pauli operators of
logical weight 1, 2, and 3 for the Q102 code, arranged
by physical weight of their stabilizer-optimized
representatives. This reflects data shown in Fig.
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Appendix F: Limitations of architectures restricted
to biplanar Tanner graphs

As shown in Appendix [C] and Section [X] the best-
performing codes we found for the walking cat archi-
tecture in the moving-qubit noise model, as judged by
encoding rate and logical error rate, have check weight 8
(e.g., Q102). Moreover, the same conclusion holds under
the additional design constraints used in our magic facto-
ries (Section: among codes with strongly transver-
sal Hadamard gate and block size small enough that the
needed logical operators admit physical representatives
of sufficiently low weight to justify a small cat factory,
every code we found, including Q54, had check weight 8.

These codes, however, fall outside the design space of
superconducting-circuit memory architectures, e.g., [73].
The original work on BB code memories focused on ar-
chitectures whose syndrome-extraction Tanner graphs—
barring experimental progress—are restricted to bipartite
thickness 2. We call a bipartite graph biplanar if its edge
set can be partitioned into two planar bipartite graphs
on the same vertex set, equivalently if its bipartite thick-
ness is at most 2. This appendix explains why these
codes fall outside that setting: any syndrome-extraction
Tanner graph with check degree at least 8 cannot be bi-
planar; and, maximally parallel syndrome extraction cir-
cuits for such codes, to date, require a Tanner graph that
is 8-regular. We show that such tanner graphs are not
biplanar. This is a consequence of the following:

Proposition 6. Let n € N and let G = (D UC,E) be
a bipartite Tanner graph with |D| = |C| = n. If every
check vertex in C has degree at least 8, then G is not
biplanar. Equivalently, the bipartite thickness of G is at
least 3.

Proof. Assume for contradiction that G is biplanar. Then
we can write

E = E; UE,,

where each G; = (D U C, E;) is a planar bipartite graph
on the same 2n vertices. Since |D U C| = 2n, Euler’s
formula for planar bipartite graphs gives

|Eil <2[V(Gi)| —4=4n—4

for i = 1,2. Summing over the two planar layers yields
|E| = |E1| + |E2| < 8n —38.

On the other hand, summing the check degrees gives

|E| = Z deg(c) > 8n > 8n — 8,
ceC

which is a contradiction. O

This result means that one cannot implement the syn-
drome extraction circuit of a set of weight-w stabilizer
generators in a biplanar way for any w > 8. With the
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FIG. 75: A T gate using a |T") magic state, following
Fig. 7 of [75].

n)

FIG. 76: A T gate using a |H) magic state.

exception of codes that admit a another set of stabilizer
generators with lower weight (which may happen but we
expect this to be rare), this eliminates BB codes and GB
codes with weight > 8 from the biplanar framework.

Appendix G: Proofs of circuit identities

Proof of Proposition [l Begin with Fig. from [75].
Use the elementary identities |H) = SH|T), ZHST =
HS'Y, XHS' = HS'Z, and HS'|+) = |0); (Here and
everywhere in this proof we ignore global phases). Ap-
plying them to the lower register immediately yields the
circuit of Fig. [76}

Let’s write the action of each step of Fig. [75]on an ini-
tial state |¢)|T) = % 20 be{0.1} Cala)e®™/4|b), up to the
dashed line (we’ll write only the summand, for brevity):

¢ a) b) Mgz #2907  a) imyz @) (G1)
Smzz @ X™m2z 19/ |g) |a) (G2)
—_—

Here M indicates a Z ® Z measurement, and myy its
outcome. We used the fact that a ® b = myzz. Thus:

7) = (I @ HSY)n) = e/ *c,|a) a) (G3)
a,b

In both figures, elements after the dashed line are dis-
entangling steps, that follow the standard approach to
disentangle the 2nd register of Eq. , leaving T'|¢) =
Za eia‘n'/4ca|a>.

In writing Fig. [§(a)-(b), we instead chose to mea-
sure the 2nd register of |n) = Y, €@ /4c,la)|Y,) in a
non-standard unbiased basis, X. Using the elementary
identity |Y,) oc (—4)%Xo) + (—9)'®?|X7), we readily
verify that the disentangling step of Fig. a) instead
leaves > e~im/2¢iam/4c |a)| Xo) = TT|y)|Xo). (Here
|X,) = H|a) and |Y,) = SH|a) respectively.) O



Appendix H: Ion loss rate

Since achieving low loss of ions is crucial for minimiz-
ing loss-related high-weight errors and ion reloading over-
heads, here we provide motivation for our estimate of
Pross = 1077 per POC, which equates to one loss event
per ion for approximately every 33 minutes for POC time
of 200 us, adapting the approach originally proposed in
Ref. [230] to infer the loss rate by estimating the collision
rate between a trapped ion and background gas particles
from its environment.

In an isolated environment, a trapped ion in a Paul
trap is lost when it escapes over the lowest saddle-point
energy barrier, or equivalently in the pseudopotential ap-
proximation, when its secular kinetic energy is higher
than the trap depth. In a well-designed cryogenic sur-
face trap, electric field noise can be strongly suppressed,
so that the dominant trap lifetime-limiting process is ex-
pected to be collisions between trapped ions and back-
ground neutral gas particles, as long as slow heating con-
tributions from electric fields are balanced by scheduled
cooling steps. We note that typical surface Paul traps
have trap depths well over 10 meV, and 1 meV equates to
a range from tens of thousands to hundreds of thousands
of phonons for typical mode frequencies in the order of
one to several megahertz.

At the cryogenic temperature below 5 Kelvin, most
of the background gas species are frozen or effec-
tively adsorbed on cryogenic surfaces and residual back-
ground density is expected to be dominated by hydrogen
molecules Hy, which is the least effectively cryo-pumped
species after helium; Hy typically enters the vacuum sys-
tem from outgassing of vacuum system walls or com-
ponents inside the vacuum while helium enters through
vacuum leaks or permeation through glass viewports.
Thus, a well-designed vacuum system is expected to have
Hs as the leading contribution to background gas pres-
sure; Ho outgassing rate inside the system can be sub-
stantially reduced by baking outgassing components at
high temperature if allowed. Typical UHV systems oper-
ate with 10~!! Torr pressure at room temperature, and
with good cryopumping, Hy vapor pressure can be as
low 1 x 10~'® Torr near the target temperature of 5 K
(6 K in Ref. [231]). We set a target Ho pressure level of
10~ Torr and show that it should be sufficient to reach
the target ion lifetime and be feasible to realize. Using
the ideal gas law, we obtain Hy gas density of approxi-
mately 1.9 x 10* cm ™3 for partial pressure of 104 Torr
at 5 Kelvin.

Collision rate between a trapped ion and Hy is ex-
pressed by standard kinetic formula n{ov), where n is
the background hydrogen gas density, and (ov) is the
average of the product of collisional cross-section ¢ and
relative velocity v between the colliding Ho and the ion.
The collisional cross-section will depend on whether the
collision is inelastic or elastic. For inelastic collision, an

upper limit is provided by the Langevin rate 2wng %,
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where ¢ is the electron charge and « is the polarizability
of Hy, both expressed in cgs units, and pu is the reduced
mass of the ion-Hy system [230]. Hydrogen gas has a
mean polarizability of approximately 0.8 AS, and thus
for a heavy ion species such as '3"Ba™, the aforemen-
tioned hydrogen gas density of 1.9 x 10* cm~3 yields a
Langevin rate of 2.8 x 107° s™!, or one inelastic colli-
sion every 10 hours approximately. For comparison, a
cryogenic ion trap that held a linear chain of 100 '71Yb™
ions for multiple hours at 4.5 Kelvin measured an inelas-
tic collision rate of 2 x 107°s~! at 5 Kelvin (Fig. 10 in
[153]), although the system employed a blade trap and
not a surface trap.

On the other hand, elastic collision cross-section is
larger, and Ref. [230] reports a conservative estimate

2/3
of (ov) = 7I(3) (”z—gz) o3 in cgs units where ¢ =

\/2kgT/p is the most probable relative speed between
the ion and the colliding Hy. Again for the aforemen-
tioned estimated Hy density at 5 Kelvin, the collision
rate evaluates to 1.2 x 1074s™!, or one elastic collision
every 2.3 hours.

It should be pointed out that nominally a single elas-
tic collision at 5 Kelvin does not provide sufficient kinetic
energy for an ion to escape, as the large mass mismatch
between H, and heavy ion species such as ‘"'YbT or
137Ba™ makes only a small fraction of the thermal en-
ergy transferred to the ion [I53], with less than a few
hundred milliKelvin in temperature units, or a few per-
cent of 1 meV. So it would seem that inverting the elas-
tic collision rate presents too conservative an estimate of
the trapped ion lifetime. However, since an ion is never
static in a Paul trap, it is possible to get enhanced heat-
ing from RF micromotion, where the colliding particle
interrupts the ion’s micromotion in such a way that the
RF field ends up increasing the secular motional energy
as it moves the ion in a new micromotion trajectory [232].
Such a mechanism can greatly increase excess micromo-
tion, especially if an ion is off the RF null as may be
required during low-excitation transport through a junc-
tion [233]. Also, given the Doppler laser cooling tem-
perature of order one milliKelvin, an ion impacted by a
single elastic collision with a Hy molecule might not be
sufficiently cooled within the standard scheduled cooling
time and might experience poor gate fidelity, such that
the ion appears as a leakage or a loss within the circuit.
In principle a hot data ion impacted by the collision can
share its huge thermal energy with ancilla ions that it
pairs with during two-qubit gates, but as explained in
Sec. [X] loss and leakage detection units should suppress
the growth of such effective leakage/loss into high-weight
errors. In this regard, it seems inverting the calculated
elastic collision rate yields a reasonable and relevant es-
timate of the ion qubit lifetime within a programmed
quantum circuit. Within this approach, our use of effec-
tive ion loss per every 33 minutes corresponds to roughly
a factor of 5 higher elastic collision rate than what was
calculated, which means we can still accommodate cryo-
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pumped vacuum system that yields vacuum pressure of 5 x 10~ Torr at 5 Kelvin.
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