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EXECUTIVE SUMMARY
The machines are talking. Nobody is listening.
Industrial operations today generate more data than at any point in history. A single manufacturing facility produces terabytes of sensor readings, fault logs, maintenance records, and machine documentation every week. And yet, when a critical system fails at 3am, the engineer on call still starts from scratch — pulling logs manually, calling colleagues, cross-referencing PDFs.
Less than 2% of captured industrial data is ever used for insight or action. The rest sits in silos, unanalysed, while expensive downtime accumulates and expertise walks out the door with every retiring engineer.
This paper examines why this gap exists, why conventional tools have failed to close it, and what a fundamentally different architectural approach — multi-agent operational intelligence — makes possible.

Key findings:
1. Industrial AI has largely failed because it treats operational data as a retrieval problem. It is a reasoning problem.
1. The bottleneck is not data volume — it is the absence of persistent, cross-source intelligence that works the way an experienced engineer actually thinks.
1. Multi-agent architectures — where specialist agents communicate over a standardised event bus, each with persistent memory — produce fundamentally different outcomes than single-model approaches.
1. The deployment barrier is real: any solution that requires ripping out existing infrastructure will not be adopted at scale. The architecture must connect to existing systems, run on existing infrastructure, and go live in days, not months.


SECTION 01
The Intelligence Gap
What industrial operations actually look like today
Walk into any manufacturing facility, energy plant, or industrial operation and you will find the same paradox: teams surrounded by data who cannot get answers.
The infrastructure exists. SCADA systems collect real-time sensor readings. PLCs log every fault event. OEM documentation runs to thousands of pages. Maintenance records go back years. The data is there.
What is missing is the layer that turns data into decisions.

	<2%
of captured data used for insight
McKinsey Global Institute, 2015; IDC 2022
	47%
of industrial companies cite skills shortage as #1 barrier
Deloitte Manufacturing Study, 2023
	$50B+
annual cost of unplanned downtime in manufacturing
Aberdeen Group / Siemens estimates


[ASK CAN: Confirm exact figures and preferred citations with Can / Stephan before publishing]

Three structural failures
1. Data lives in silos, not systems
Sensor data sits in SCADA. Fault history sits in a maintenance management system. OEM documentation sits in PDFs on a shared drive. These systems were never designed to talk to each other, and most organisations have neither the engineering resources nor the tooling to integrate them.
When a fault occurs, an experienced engineer mentally cross-references all three simultaneously. A junior engineer, or any engineer under time pressure, does not.
2. Expertise is trapped in people
The engineers who understand why a particular compressor fails every third winter, or which fault code on Line 3 is almost always a bearing issue, have spent years learning it. That knowledge is not in any system. It is in their heads.
When they leave — to retirement, to another employer, to illness — that knowledge leaves with them. The replacement engineer starts from zero. External consultants are expensive and context-free. The knowledge gap compounds over time.
3. Tools that monitor but do not reason
The industrial software market has produced excellent monitoring and alerting tools. They will tell you that a vibration reading exceeded a threshold at 03:14. They will send an alert. They will display a dashboard.
What they will not do is tell you why. They do not cross-reference the OEM specification for what that vibration pattern means. They do not check whether a similar event occurred six months ago on a different asset. They do not recommend a specific action.
Monitoring is not intelligence. Alerting is not diagnosis. A dashboard that shows everything happening and explains nothing is the operational equivalent of a fire alarm without a sprinkler system.
The core problem
Industrial operations do not have a data problem. They have an intelligence problem — the absence of a system that reasons across data the way an experienced engineer does, consistently, at scale, and without forgetting.


SECTION 02
Why Existing Approaches Fall Short
The retrieval trap
The dominant paradigm in industrial AI today is retrieval-augmented generation: connect a large language model to your data, allow it to search and summarise. Ask a question, get an answer.
This works for simple lookups. It fails for operational diagnosis.
The reason is architectural. A single model, even a powerful one, processes a query in a single pass. It retrieves relevant documents, synthesises an answer, and returns it. There is no persistent memory of previous cases. There is no parallel analysis across different data types. There is no specialisation — the same model that handles a question about the weather handles a question about bearing wear patterns.
For industrial diagnosis, this matters. Root cause analysis requires simultaneously holding telemetry trends, fault history patterns, OEM specifications, and maintenance records in working memory — and reasoning across all of them. A single retrieval pass does not do this. It produces plausible-sounding summaries, not traceable diagnoses.
The hallucination problem in high-stakes environments
In consumer applications, a language model that occasionally produces a confident but wrong answer is an inconvenience. In an industrial operation, it is a liability.
Engineers in the field are rightly sceptical. They have seen AI tools produce nonsense dressed up as expertise. They have been burned by recommendations that sounded authoritative and were wrong. Trust, once lost, is almost impossible to recover.
Any operational intelligence system that cannot show its work — that cannot say "I concluded this because fault log EV-4412 occurred three times in eight days, vibration telemetry shows +18% above baseline since Tuesday, and OEM Manual section 4.3 specifies a thermal tolerance of ±8°C" — will not be used by the engineers it is supposed to help.
Evidence-first reasoning is not a feature. It is a prerequisite for adoption.
The deployment barrier
Many industrial AI projects fail not because the technology does not work, but because it cannot be deployed. Requirements for ripping out existing SCADA infrastructure, migrating historical data to new platforms, or running multi-month implementation projects are deal-breakers for the operational teams who would use the system.
Industrial environments are conservative by necessity. A system that disrupts production is worse than no system. Any viable solution must connect to what already exists — OPC-UA feeds, MQTT brokers, existing SQL databases, legacy OEM documentation — and go live without touching the systems the operation depends on.


SECTION 03
A Different Architecture
From retrieval to reasoning
The shift required is not from one AI model to a better AI model. It is from a single-model retrieval architecture to a multi-agent reasoning architecture — a system that works the way an experienced engineering team actually works.
Consider how a senior maintenance engineer approaches an unexplained fault. They do not run a single search. They simultaneously:
1. Pull recent sensor data and look for trends
1. Check the fault code against OEM documentation
1. Look for similar patterns in historical maintenance records
1. Apply their own experience of this specific asset and environment
Then they synthesise across all four sources to form a hypothesis, and they test it against the evidence before recommending an action.
This is not retrieval. This is reasoning. And it requires an architecture that mirrors it.
The Marentis architecture
Core principle
Multiple specialist agents running in parallel over a standardised communication layer — each with persistent memory, each contributing a different type of evidence — orchestrated to produce a single, traceable answer.

The Data Layer
The first requirement is connectivity without disruption. Marentis connects to existing data sources — OPC-UA feeds, MQTT brokers, Kafka streams, SCADA systems, SQL databases, OEM PDFs, Delta tables, Microsoft OneLake, REST APIs — without requiring changes to existing infrastructure.
Data is ingested, standardised, and made available to the agent layer. The standardisation happens inside the Marentis system, not inside the customer's infrastructure. Customer data never leaves their environment.
[ASK CAN: Confirm: which data sources are live in current deployment? OPC-UA, MQTT confirmed — others to verify with Can]
The Intelligence Layer: Event Bus and specialist agents
The core of the system is a multi-agent architecture built around a standardised Event Bus — an interagent communication layer that supports both publish/subscribe and request/response messaging patterns.
Specialist agents run in parallel, each with their own runtime, memory, and communication interface:
1. The Telemetry Agent analyses sensor readings, identifies anomalies, and surfaces statistical patterns across time windows
1. The Documentation Agent cross-references OEM specifications, maintenance manuals, and fault code libraries
1. The History Agent retrieves and pattern-matches against previous fault events, resolutions, and outcomes
1. The Orchestrator Agent coordinates the parallel execution, collects evidence from each specialist, and routes the synthesis
Critically, each agent maintains persistent memory — structured, queryable, and carried across conversations. The system does not start from zero on every query. It accumulates knowledge with every resolved case, every confirmed diagnosis, every engineer's annotation.
[ASK CAN: Confirm agent naming and capabilities with Can — are these the right four specialist domains for public description?]
The Action Layer: evidence-first output
The output is not a summary. It is a structured answer that shows its work: root cause, confidence, and the specific evidence from each agent that supports the conclusion.
Every output includes:
1. The identified root cause and recommended action
1. The evidence chain — which agent found what, from which source
1. The source references — fault log entries, sensor readings, OEM document page numbers
1. The next steps, specific enough for an engineer to act on immediately
An engineer who disagrees with the conclusion can see exactly what evidence it rests on and challenge it. An engineer who agrees can act on it immediately. Either way, the reasoning is transparent.
What makes this different from existing tools
	Capability
	Conventional AI / Dashboards
	Marentis

	Cross-source reasoning
	Single model, single pass
	Specialist agents in parallel, simultaneous

	Persistent memory
	No — starts fresh each query
	Yes — compounds across every case

	Evidence traceability
	Summary without sources
	Full evidence chain, source references

	Data source connectivity
	Requires integration project
	Connects to existing stack in days

	Deployment model
	Cloud-only or major migration
	Customer infrastructure, on-prem or hybrid

	Expertise retention
	None
	Every resolution becomes reusable knowledge




SECTION 04
What It Looks Like in Practice
Scenario: Conveyor fault — night shift, manufacturing facility
It is 03:14. Conveyor unit C-07 on Production Line 3 has stopped. Fault code EV-4412. It is the third occurrence in eight days. The on-call maintenance engineer has 20 minutes to diagnose and resolve before the shift supervisor escalates.
Without Marentis
1. Engineer logs into SCADA, pulls the fault event, notes the code.
1. Opens the OEM manual PDF, searches for EV-4412. Finds three possible causes.
1. Checks maintenance records — needs access to a separate system, takes 10 minutes to find relevant entries.
1. Calls a more experienced colleague at 3am.
1. After 45–90 minutes, identifies the likely cause. Orders parts. Restarts.
1. Nothing is documented. The next engineer who sees EV-4412 starts from scratch.
With Marentis
1. Engineer opens Marentis, types: "C-07 stopped again. Third time this week. Same fault code. What's happening?"
1. Marentis cross-references in parallel: vibration telemetry (three agents firing simultaneously), OEM documentation for EV-4412, fault history for C-07 and similar units.
Output — 38 seconds later:
Marentis Analysis — Root Cause Identified
Progressive bearing wear in secondary drive shaft, accelerated by thermal cycling. Temperature differential on north-facing panel has exceeded OEM tolerance by ~12°C since last maintenance window. Pattern consistent across all three events — all occur between 02:00–04:00 on night shifts.

Immediate action: Replace bearing set (OEM Manual sec. 4.3, p.247). Inspect and reseal thermal insulation on north-facing panel before restarting.

Evidence: Fault log EV-4412 ×3 in 8 days, all 02:00–04:00 | Vibration telemetry +18.4% above baseline since Tue 03:00 | OEM thermal tolerance spec: max delta +8°C, current: +12°C
1. Engineer replaces bearing, seals insulation panel, restarts. Total time: 22 minutes.
1. Resolution automatically added to persistent memory. Next time EV-4412 occurs on any similar unit, the thermal cycling pattern is already in the evidence pool.
What changes operationally
1. Diagnosis time: hours → minutes for complex faults
1. Night shift escalations: reduced because engineers have reliable guidance without calling colleagues
1. Knowledge retention: every resolution becomes institutional knowledge, not personal knowledge
1. Onboarding: new engineers have access to the accumulated reasoning of experienced colleagues from day one
[ASK CAN: Replace or supplement with real metrics from Mercedes deployment once confirmed with Stephan]


SECTION 05
Integration and Deployment Reality
The deployment model that makes adoption possible
Industrial operations are conservative environments. They have to be — downtime is expensive, and anything that disrupts production is worse than the status quo. Any new system that requires replacing existing infrastructure, migrating years of historical data, or running a 6-month implementation project will not be adopted.
Marentis is designed around this reality.
Connects to existing infrastructure
The system ingests data from whatever is already running: OPC-UA feeds, MQTT brokers, Kafka streams, SCADA systems, SQL databases, REST APIs, OEM PDF documentation, Delta tables. No replacement required. No migration required.
Runs on customer infrastructure
Customer data never leaves the customer's environment. Marentis agents run in containers on the customer's own infrastructure — on-premises, private cloud, or hybrid edge/cloud configurations. For regulated industries and data-sensitive environments, this is frequently a hard requirement.
[ASK CAN: Confirm deployment modes with Can: which are production-ready? On-prem, cloud, hybrid, MS Fabric (OneLake)?]
Live in under a week
A working proof of concept — connected to real data, producing real diagnoses — is achievable in under a week. Not a demo environment, not a sandbox: the actual system, on actual customer data, producing actual value.
This is possible because the architecture connects to existing systems rather than replacing them, and because the agent framework is designed to ingest and reason over whatever data formats are already in use.
Enterprise integration: Microsoft ecosystem
For customers running Microsoft Fabric environments, Marentis agents can operate as authenticated external services — reading from OneLake via the DFS API, writing structured output back to customer workspaces, and optionally accessible via Microsoft Copilot Studio as an MCP server integration.
This means customers who want to interact with Marentis through Microsoft Teams, M365 Copilot, or directly within their Fabric workspace have a supported path to do so.
[ASK CAN: Confirm with Can: is the MCP server interface live? Is MS Fabric / OneLake integration confirmed for public mention?]


SECTION 06
Conclusion
The intelligence gap in industrial operations is not a data problem. The data is there. The gap is between data and decision — the absence of a system that reasons across sources, retains knowledge over time, and produces traceable answers rather than plausible-sounding summaries.
Closing this gap requires a fundamentally different architecture: specialist agents communicating over a standardised event bus, each with persistent memory, each contributing evidence from their domain, orchestrated to produce answers that show their work.
It also requires a deployment model that meets industrial reality: no rip-and-replace, no long implementation cycles, no data leaving the customer's environment.
The technology exists. The architecture is proven. The question for industrial operations leaders is not whether this is possible — it is whether their organisation can afford to wait.

About Marentis
Marentis is an industrial AI company based in Berlin, Germany. Founded by Stephan Hotz and Dr. O. Can Görür, Marentis builds operational intelligence systems for maintenance engineers and operations managers in industrial manufacturing. Contact: contact@marentis.ai  |  marentis.ai

Notes on sources
¹ McKinsey Global Institute, "The Internet of Things: Mapping the Value Beyond the Hype," 2015. Corroborated by IDC Manufacturing Insights, 2022.
[ASK CAN: Add remaining source citations before publishing — especially for $50B downtime figure and 47% skills shortage stat]
